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Introduction 

When it comes to protecting data, which is the lifeblood of a company, network-attached storage 

(NAS) devices offer a very attractive proposition. They offer integrity, scalability, availability, and 

performance at affordable prices. 

NAS is a shared storage architecture optimized for file-based access from clients. It is based on the 

Network File System (NFS) protocol, which is an industry standard with extensive client support and 

wide adoption. NAS is an ideal solution to provide high-performance shared storage in a simplified 

configuration. It is easy to set up and is an inexpensive option compared to block storage devices that 

utilize Fibre Channel connections and require dedicated storage area network (SAN) networks. NAS 

devices are scalable and provide highly redundant clustered storage to keep up with demanding 

storage requirements for capacity, security, and high availability. NAS devices such as the Oracle ZFS 

Storage Appliance family of products regularly operate as backup media for enterprise data and as 

primary storage for databases in both on-premises and cloud deployments.  

Traditionally NAS devices have not compared favorably with SAN deployments for critical database 

workloads. However, with the performance efficiencies gained through built-in Oracle technologies 

such as Direct NFS Client—a feature of Oracle Database starting with Oracle Database 11g—NAS 

devices now can compete head to head with SAN storage for deploying primary online transaction 

processing (OLTP) and data warehousing (DW) databases. They also can be used to host standby 

databases in an Oracle Active Data Guard configuration. Additionally, they provide a total cost of 

ownership (TCO) advantage compared to Fibre Channel deployments, which require specialized 

infrastructure and training to manage and maintain operations in the data center.  

This white paper examines in detail Direct NFS Client technology and how innovative coengineering 

with Oracle ZFS Storage Appliance systems can accelerate and streamline database operations. One 

of the features of this unique coengineering is called Oracle Intelligent Storage Protocol, which allows 

Oracle ZFS Storage Appliance systems to automatically tune critical storage parameters based on I/O 

characteristics of the database workload. This feature is also discussed in depth in this paper. 
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Oracle ZFS Storage Appliance Systems 

The appliances in Oracle ZFS Storage Appliance family are innovative NAS devices based on a dynamic random 

access memory (DRAM)–centric architecture and the symmetric multiprocessing (SMP) capability of the underlying 

operating system (OS). This combination ensures that most of the I/O operations are serviced from the fastest 

memory on the appliances. With the help of a unique hybrid storage pool architecture, Oracle ZFS Storage 

Appliance systems can make the best use of all their available storage components and can automatically move I/O 

operations across the different tiers of hard disks, log cache solid-state drives (SSDs), read cache SSDs, and DRAM 

based on the nature of the I/O operations.  

Additionally, starting with Oracle Database 12c, unique coengineering between Oracle Database and Oracle ZFS 

Storage Appliance systems delivers top performance for database applications through Oracle Intelligent Storage 

Protocol, which understands the nature of the workloads running on the host. Combined with built-in redundancy at 

all layers of the physical stack, Oracle ZFS Storage Appliance systems ensure high storage availability with no 

single point of failure, and they are ideally suited for hosting critical Oracle Database workloads. Thin cloning 

capabilities of the underlying OS can be leveraged to spin clones quickly and with very little additional storage 

requirements to speed up development and testing efforts. For more information on the characteristics of Oracle 

ZFS Storage Appliance systems, please refer to oracle.com/storage/nas/index.html. 

 

Direct NFS Client 

Clients communicate with NAS servers using the NFS protocol. While kernel NFS (kNFS) works great for simple file 

sharing among clients, it has drawbacks in terms of performance when used as primary storage for critical Oracle 

Database enterprise applications. Direct NFS Client was created to address these issues. 

Direct NFS Client is an optimized NFS client that comes built in with Oracle Database kernel software starting with 

Oracle Database 11g. When enabled and configured correctly, it provides direct access from the host to the storage 

devices, bypassing the kernel OS. This allows data to be cached only once in the user space and results in much 

better performance for Oracle Database deployments by reducing resource consumption (memory and CPU) at the 

database server. Additionally as shown below, Direct NFS Client is a highly parallel architecture and supports 

increased throughput for thousands of concurrent operations—such as those for log write operations (LGWRs), 

database write (DBWR) operations, parallel query (PQ) slave operations, and operations performed by the Oracle 

Recovery Manager (Oracle RMAN) feature of Oracle Database. 

https://www.oracle.com/storage/nas/index.html
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Figure 1: Highly parallel I/O architecture of Direct NFS Client 

By moving the Direct NFS Client inside the Oracle Database kernel, there is tighter integration between file-based 

NAS products such as Oracle ZFS Storage Appliance systems and the Oracle Database software. Direct NFS Client 

can automatically tune for network I/O sizes based on database workload characteristics. Another technology called 

Oracle Intelligent Storage Protocol—a feature unique to Oracle ZFS Storage Appliance systems—leverages Direct 

NFS Client to pass “hints” from Oracle Database to a storage appliance, which allows the appliance to make 

intelligent decisions regarding the caching of I/O operations and other optimization parameters. Oracle Intelligent 

Storage Protocol is discussed later in this paper. 

 

 

Figure 2: Reduced resource consumption model of Direct NFS Client compared to kernel NFS 
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Features 

Direct NFS Client offers a standard interface across multiple platforms and is supported on Oracle Database 

deployments on Linux, UNIX, and Microsoft Windows systems. Because it uses concurrent, direct I/O operations, it 

eliminates performance issues related to OS caching and write-ordering locks. In other words, Oracle Database data 

is fetched from storage directly into the system global area (SGA). The extra step of staging that data in the OS 

cache and then copying it to the SGA is eliminated. This reduces memory consumption at the OS layer and CPU 

utilization at the host because the overhead of copying buffers is eliminated. Direct NFS Client supports 

asynchronous I/O operations and allows newer I/O requests to proceed even as the older ones are still being 

processed. Direct NFS Client allows up to four parallel network paths between a host and a storage node based on 

active physical data links. With the availability of 10 GbE networks, this provides very good bandwidth. This 

arrangement also ensures I/O load spreading across network paths and it ensures failover to available interfaces in 

the event that one or more paths becomes unavailable 

                                                               

Direct NFS Client                                                     Multiple IO channels  NAS 

Figure 3: Direct NFS Client support for I/O load spreading and high availability across network paths 

 

Performance 

With Direct NFS Client, system administrators no longer have to manually tune mount options to ensure optimal 

performance for database workloads. The integrated client automatically determines the optimal values to use for 

important NFS parameters such as rsize and wsize based on I/O characteristics. Similarly, for Oracle Real 

Application Clusters (Oracle RAC) databases, Direct NFS Client will recognize the instance as part of Oracle RAC 

and manage the settings for the shares optimally. This relieves administrators of the headaches of manually tuning 

NFS mount options. Direct NFS Client eliminates the need for network interface card (NIC) bonding, which has been 

used historically for better throughput due to its support for IPMP groups created on the storage appliance. 
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In fact, a properly configured system with Direct NFS Client can achieve performance as good, if not better, than 

block Fibre Channel devices on SAN. This is demonstrated by the charts below. 

Direct NFS Client Performance
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Figure 4: Direct NFS Client performance compared to SAN and kNFS 

 

Another way to look at the efficiencies gained with Direct NFS Client is how performance scales as the number of 

active interfaces between the storage device and the database host is increased. As discussed earlier, Direct NFS 

Client allows parallel concurrent I/O operations, and this results in higher throughput as the number of channels is 

increased. There is more CPU consumption at the host, but it is within reasonable limits, as shown below. 

 

Direct NFS Client Network Scaling

• Direct NFS Client scales linearly with number of network 

connections.
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Figure 5. Scalability across multiple I/O interfaces with Direct NFS Client 
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Direct NFS over Remote Direct Memory Access 

Remote Direct Memory Access (RDMA) is a transport protocol. Direct NFS Client over RDMA is a remote procedure 

call (RPC)–layer protocol that allows NFS clients to take advantage of high-bandwidth, low-latency RDMA networks 

such as InfiniBand (IB) for faster I/O operations across the network. It works by bypassing the TCP layer and 

initiating a memory-to-memory transfer of data between hosts.  

Direct NFS Client over RDMA is used for Oracle Database backups from Oracle Exadata to Oracle ZFS Storage 

Appliance systems. Direct NFS Client on the database host will make the determination on routing I/O operations 

over TCP or RDMA. Running Oracle RMAN backups over RDMA has been observed to gain 20 to 40 percent 

efficiencies compared to over TCP. 

Details on configuring Oracle Exadata backups to Oracle ZFS Storage Appliance systems over RDMA can be found 

in the My Oracle Support notes listed in “Appendix C—References.” 

 
 

Figure 6. Direct NFS Client automatically determines optimal path between RDMA or TCP networks 

Direct NFS Use Cases 

One of the major advantages of Direct NFS Client is the direct interface between the database and the storage 

appliance bypassing the OS layer. Additionally, I/O parallelism is achievable over four parallel paths. One of the 

most popular use cases for Direct NFS Client implementation is running Oracle Database backups over 10 GbE or 

IB networks to NAS devices. Leveraging Oracle RMAN’s parallel streams over concurrent network interfaces, Direct 

NFS Client has been shown to deliver backup speeds up to 60TB/hr and restore speeds up to 62 TB/hr over IB 

between Oracle Exadata and an Oracle ZFS Storage Appliance system. Traditionally NAS devices have been used 

as file servers or backup media, but with the efficiencies gained from Direct NFS Client, it is common to find Oracle 

Database deployments using NAS devices as primary storage for OLTP and DW workloads. Using Oracle ZFS 

Storage Appliance systems for primary storage is especially attractive given the Oracle Intelligent Storage Protocol 

hints provided through Direct NFS Client and the advanced DTrace Analytics feature of Oracle ZFS Storage 

Appliance systems. Oracle Intelligent Storage Protocol is discussed in detail in the next section.  
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Another use case for NAS deployments is provisioning development and test (dev/test) databases quickly and 

effectively with thin cloning technology. Integration with Oracle Enterprise Manager makes provisioning shares on 

NAS devices straightforward and intuitive to DBAs. Advanced analytics with Oracle Intelligent Storage Protocol and 

Oracle Database 12c provide DBAs and storage administrators deep insight into the storage layer and the ability to 

tie that insight to the database that is generating the I/O workload. DBAs and storage administrators can do a deep 

dive into the database layer and isolate the database operation that is causing a performance issue or high CPU 

usage on the database server.     

Another use case for Direct NFS Client is thin cloning at the database layer using the CloneDB feature of Oracle 

Database 11g. This is different from the traditional Oracle RMAN cloning that requires duplicate storage 

requirements (thick cloning). CloneDB uses Oracle RMAN to make a consistent image copy of the source database 

and brings up the clone using this copy. Clone shares are mounted on NAS devices using Direct NFS Client. A My 

Oracle Support note with detailed instructions on CloneDB is listed in “Appendix C—References.” 

Oracle Intelligent Storage Protocol 

Introduction  

Oracle Intelligent Storage Protocol is a unique storage integration protocol available with Oracle Database 12c that 

enables Oracle ZFS Storage Appliance systems to be aware of the I/O characteristics of database workloads. Using 

Oracle Intelligent Storage Protocol, hints are passed from Oracle Database 12c to an Oracle ZFS Storage Appliance 

system to provide details that allow the storage layer to determine the nature of the I/O operations and where they 

are coming from. Information is passed indicating whether the I/O operations are coming from a streaming, 

asynchronous process, such as an Oracle RMAN backup, or they are associated with a random OLTP workload or 

with a synchronous write operation such as a log write (LGWR). This unique insight into the I/O characteristics 

enables an Oracle ZFS Storage Appliance system to make intelligent decisions on how to process the I/O request—

such as determining whether I/O blocks need to be cached in DRAM or written to disk. It also allows the storage 

device to determine if a write should be staged to the SSD and an acknowledgement returned to the database to 

speed up processing. This handshake between the database and the storage device is automatic and dynamic, 

because hints are passed in real time based on the database workload. 

More than 70 different hints are passed from the database layer to Oracle ZFS Storage Appliance systems. These 

are categorized into five groups at the storage layer. The hints passed identify the different file types associated with 

the I/O operations. A read/write request for a data file is treated differently from a request on a control file. Writes to 

a control file or log file are synchronous in nature, as opposed to writes to data files or backup files. Similarly, reads 

from data files would benefit from caching or prefetching if there is sequential processing of the data blocks in the 

file. Streaming I/O operations from a workload such as an Oracle RMAN process would not be cached. 

Oracle Intelligent Storage Protocol reduces the need for manual tuning of shares by the DBA or storage 

administrator. It also reduces the need to provision shares for each of the different database file type. Prior to Oracle 

Intelligent Storage Protocol, the recommended approach was to have different shares for each file type to have 

more-granular tuning capability. With Oracle Intelligent Storage Protocol, the DBA can provision databases on an 

Oracle ZFS Storage Appliance system with a couple of shares for data and log files, and then create directories 

within these shares for the different file types, as shown below. 
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Figure 7. Reduced mount points with Oracle Intelligent Storage Protocol 

 

Features 

Automatic Tuning 

With Oracle Intelligent Storage Protocol, the Oracle Disk Manager feature of Oracle Database passes optimization 

hints to tune two major parameters for the shares on an Oracle ZFS Storage Appliance system. 

Record Size: This sets the optimal record size for new files created within the share. This value is passed with each 

write file request but will apply only to new files created in the share. The record size for existing files is never 

changed. 

Sync Write Bias: This setting adjusts the optimal write bias to either latency or throughput for each write request. 

Latency-sensitive writes are staged in flash for faster acknowledgement back to the database. Control file and log 

file writes belong to this category. Throughput-sensitive writes are written directly to disk and evicted from DRAM as 

soon as possible, because they are asynchronous streaming large-block I/O operations. Examples of these 

operations include Oracle RMAN backups and restores, log archiving, and database writer process (DBWn) I/O 

operations.  

Fair Share Scheduling  

Fair share scheduling allows priority hints to be sent with each database I/O request to an Oracle ZFS Storage 

Appliance system. A higher priority I/O operation, such as a synchronous I/O operation, gets preferential treatment 

for storage resources (CPU and DRAM) than lower-priority I/O operations. This leads to more-consistent latency for 

critical database operations. It also prevents large bandwidth operations, such as backup and restore operations, 

from hogging resources at the appliance and forcing more-critical I/O operations to wait, which could cause 

performance degradation for applications. Separate thread pools for read, write, and synchronous I/O operations 

prevent I/O waits and result in lower latency and higher throughput for database operations. 
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Negative Cache Hints  

Oracle Database can send caching hints with I/O requests based on the operation type. Based on these hints, an 

Oracle ZFS Storage Appliance system determines whether to cache the I/O block in DRAM or evict it immediately to 

disk. For example, Oracle RMAN operations see no benefit from caching and, in fact, will negatively impact other 

concurrent operations by evicting critical data blocks from DRAM. By enforcing negative cache hints that are sent 

with the I/O request for a backup operation, the blocks associated with Oracle RMAN operations are written to disk 

without being cached in DRAM. This prevents more-critical data blocks from getting evicted from DRAM, thereby 

leading to more-consistent database performance with mixed workloads. 

Analytics  

Detailed granular analytics from Oracle Intelligent Storage Protocol allow DBAs to gain visibility into operations from 

database to disk—even at the pluggable database or individual virtual machine (VM) layer. Extended analytics 

based on the database name, database operation, and database file type are now available for Oracle Intelligent 

Storage Protocol operations—similar to the information obtained in Automatic Workload Repository reports from 

Oracle Enterprise Manager . This can help DBAs quickly determine the cause of I/O bottlenecks on the storage 

appliance by referencing the database and the operation that caused the bottleneck. These features help 

troubleshoot database performance issues much more effectively in a complex multitenant Oracle Database 12c 

architecture. 

 

 

Figure 8. Analytics for Oracle Intelligent Storage Protocol operations broken down by database function 
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Interoperability Matrix 

Oracle Intelligent Storage Protocol requires Direct NFS Client and the NFSv4 protocol to be set up on the database 

server. SNMP service must be enabled on the Oracle ZFS Storage Appliance system. 

Minimum requirements for the different components needed for Oracle Intelligent Storage Protocol are listed in the 

table below. 

TABLE 1: REQUIREMENTS FOR ORACLE INTELLIGENT STORAGE PROTOCOL VERSIONS 

Product Version Version Version 

Oracle Intelligent Storage Protocol version 1.0 

 

1.1 

 

2.0 

Oracle ZFS Storage Appliance OS minimum version OS8.0 (2013.06.05.0.1) OS8.3 (2013.06.05.3.0) OS8.7 (2013.06.05.7.0) 

Oracle Database minimum version 12.1.0.2 12.1.0.2 12.2.0.1 

NFS version 4.0 4.0 4.0 

Features Storage auto-tuning Database analytics  Fair share scheduling, 

negative cache hints, 

extended analytics 

 

 

Conclusion  

This paper discusses the best practices and benefits of implementing Direct NFS Client when deploying Oracle 

Database on NAS appliances such as products in the Oracle ZFS Storage Appliance family. Direct NFS Client is 

easy to implement and cost effective, and it provides exceptional performance. In many cases, it has proven to be a 

better alternative to deploying databases on expensive Fibre Channel SAN infrastructure. Direct NFS Client allows 

NAS appliances to be used as more than file servers. With ever-increasing network speeds, with technologies such 

as InfiniBand and RDMA, NAS appliances such as Oracle ZFS Storage Appliance systems are used as the backup 

media of choice by many enterprises. With their thin cloning capabilities, these devices are ideal for provisioning 

dev/test environments. Increasingly, more and more database deployments use NAS devices as the primary storage 

devices. This is seen increasingly with Oracle Database 12c deployments on Oracle ZFS Storage Appliance 

systems, because many customers want to take advantage of the co-engineering benefits of Oracle Intelligent 

Storage Protocol and advanced analytics.  
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Appendix A—Configuring Oracle Database Using Direct NFS Client 

When setting up Oracle Database on an Oracle ZFS Storage Appliance system with Direct NFS Client, follow these 

guidelines for optimal performance. 

Note: The examples and code syntax in this white paper reference an Oracle Database 12c single-instance 

database running on Oracle Linux 6.  

The steps involved are listed below and described in detail in subsequent sections. 

 Create shares on the Oracle ZFS Storage Appliance system and use a configuration appropriate for the 

file type and workload characteristics. 

 Mount the shares on the database host using kernel NFS. 

 Create the database using the mounted shares. 

 Configure the oranfstab file in $ORACLE_HOME/dbs.  

 Enable Direct NFS Client. 

 Verify Direct NFS Client. 

Create Shares on the Oracle ZFS Storage Appliance 

When setting up shares on the Oracle ZFS Storage Appliance system, use the tables below for setting the record 

length and synchronous write bias based on the Oracle workload characteristics. Also see Figure 9. 

TABLE 2: ORACLE RMAN 

Type Record Size Sync Write Bias Read Cache 

Oracle RMAN Backupset      

(Traditional) 

1 M Throughput Do not use cache devices 

Oracle RMAN image copies  

(Incremental Merge) 

32 K Latency All data and metadata 

 

TABLE 3: OLTP 

Type Record Size Sync Write Bias Read Cache 

Data files 32 K Latency All data and metadata 

Redo logs 128 K Latency Do not use cache devices 

Archive logs  1 M Throughput Do not use cache devices 

Temp files 128K Latency Do not use cache devices 

Control files 8 K Latency All data and metadata 

Cluster (voting disk, Oracle 

Cluster Registry for Oracle RAC) 

8 K Latency All data and metadata 
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TABLE 4: OLAP AND DW 

Type Record Size Sync Write Bias Read Cache 

Data files 128 K Throughput Do not use cache devices 

Redo logs 128 K Latency Do not use cache devices 

Archive logs  1 M Throughput Do not use cache devices 

Temp files 128 K Latency Do not use cache devices 

Control files 8 K Latency All data and metadata 

Cluster (voting disk, Oracle Cluster 

Registry for Oracle RAC) 

8 K Latency All data and metadata 

 

Figure 9. Creating shares on an Oracle ZFS Storage Appliance system 

 

Mount shares on the database node 

Create an empty mount point directory for each of the exported shares. Add a line to the /etc/fstab (Linux) or 

/etc/vfstab (Oracle Solaris) file for each mount point so that it will auto-mount following a server reboot. See the 

next section for recommended NFS mount options. 
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Figure 10. Mount point entries for database shares 

Recommended NFS Mount Options 

Direct NFS Client requires shares to be mounted at the database host using kernel NFS. The mount options vary 

depending on the NAS device and OS. The vendor can provide recommended mount options. Direct NFS Client 

automatically adjusts these settings based on the I/O workload. But if Direct NFS Client cannot communicate with 

the shares, the OS defaults to the kernel settings. My Oracle Support notes for the recommended mount options for 

Oracle ZFS Storage Appliance systems are listed in “Appendix C—References”. 

 

 

Figure 11. Mount options for database shares on Oracle ZFS Storage Appliance 

 

Create the Database 

Provision Oracle Database 11g or higher using the Oracle Database Configuration Assistant (see Figure 12) and 

customize the database to use the shares created on the Oracle ZFS Storage Appliance system, based on the file 

type and workload, as detailed in the tables in the “Create Shares on the Oracle ZFS Storage Appliance” section. 
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Figure 12. Create the database using Oracle Database Configuration Assistant  

 

Configure the oranfstab File on the Database Node 

This file holds information about the network paths available between the database and the storage appliance as 

well as the NFS mount points pertaining to database files. This file will be read by Direct NFS Client to mount the 

shares according to the NFS protocol version listed. Although this file is optional for bringing up a database, it is 

required for I/O load spreading among physical data links and advanced technologies that leverage Direct NFS 

Client, such as Oracle Intelligent Storage Protocol and the RDMA protocol. 

An example of the oranfstab file is shown below. 

 

$ORACLE_HOME/dbs/oranfstab 

server: zfs1 

local: 10.1.20.1  path:192.168.10.61 

local: 10.1.20.1 path: 192.168.10.62 

local: 10.1.20.1 path: 192.168.10.63 

local: 10.1.20.1 path: 192.168.10.64 

export: /export/hol1/datafiles mount: /zfssa/hol1/datafiles 
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export: /export/hol1/fra mount: /zfssa/hol1/fra 

server: zfs2 

local: 10.1.20.2  path:192.168.10.65 

local: 10.1.20.2 path: 192.168.10.66 

local: 10.1.20.2 path: 192.168.10.67 

local: 10.1.20.2 path: 192.168.10.68 

export: /export/hol2/datafiles  mount: /zfssa/hol2/datafiles  

export: /export/hol2/fra  mount: /zfssa/hol2/fra  

 

Here is an explanation of the file’s elements: 

server: the NAS server name  

path: specified by IP address or by name, as determined by running ifconfig on the NAS appliance (this 

example assumes four 10 GbE or InfiniBand cards per controller) 

local: specified by IP address or by name, as determined by running ifconfig on the client node 

export: exported volume on the NAS server  

mount: local mount point on the client node 

 

For the database shares created in the example, the oranfstab file configuration is listed below. 

 

Figure 13. The oranfstab file configured with database shares  

 

Enable Direct NFS Client 

Direct NFS Client is enabled by default on Oracle Database 12c Oracle RAC instances.  

For other instances, the following steps apply for turning on Direct NFS Client (for Oracle RAC databases, these 

steps need to be repeated on all nodes of the cluster). 
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Figure 14. Enabling Direct NFS Client on a database node 

 

Verify Direct NFS Client 

There are two methods to determine if Direct NFS Client is configured correctly. 

 The first method is to review the database alert log for messages indicating Direct NFS Client is set up: 

$ grep –i direct alert_*.log  

The output should show messages similar to this: 

 Oracle instance running with ODM: Oracle Direct NFS ODM Library Version 3.0 

 Direct NFS: channel id [0] path [10.79.31.210] to filer [10.79.31.210] via 

local [] is UP 

 

 

Figure 15. Alert log showing Direct NFS Client running on database node 

 
 

 The second method is to run the following command from the SQL*Plus prompt: 

  SQL> select * from v$dnfs_servers 

Log in as the oracle user to the database instance: 

SQL > shutdown immediate  

 

# cd $ORACLE_HOME/rdbms/lib 

 

# make –f  ins_rdbms.mk  dnfs_on 

 

SQL > startup 
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The output will show the file system mount path. 

Other views (v$dnfs_files, v$dnfs_channels, v$dnfs_stats): These views are populated with data based 

on the database I/O workload to the underlying files. They could be empty if there has been no access since the 

instance restart. 

 

 

Figure 16. Shares mounted using Direct NFS Client 

Appendix B—Configuring Oracle Intelligent Storage Protocol 

The steps to configure Oracle Intelligent Storage Protocol are listed below and details are provided subsequently for 

each step. 

 Enable the SNMP service on the Oracle ZFS Storage Appliance system. 

 Create database shares (datafile and logfile) on the system. 

 Mount the shares on the database host. 

 Create the database using the mounted shares. 

 Configure oranfstab with the NFS version set to nfsv4. 

 Enable Direct NFS Client on the database node. 

 Verify that Oracle Intelligent Storage Protocol is enabled 
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Enable SNMP the Service on the Oracle ZFS Storage Appliance System 

 

Figure 17. SNMP configuration on the Oracle ZFS Storage Appliance system 

Create the Database Shares on the System 

Create file system shares for data files and log files on the appliance with the default record size and log bias 

(Oracle Intelligent Storage Protocol should manage them dynamically). 
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Figure 18: Creating data files shares on the appliance 

 

Mount Shares on the Database Node 

Set up mounts for the exported database shares in /etc/fstab (Linux) to auto-mount using the recommended 

kernel options. (My Oracle Support notes for the recommended mount options for Oracle ZFS Storage Appliance 

systems are listed in “Appendix C—References.”) Direct NFS Client will automatically manage the mount settings for 

the shares. 

 

Figure 19. Database shares mounted on the client 
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Create the Database  

Create database using the shares mounted in the previous step .  

 

 

Figure 20. Database creation using Oracle Database Configuration Assistant  

 

Configure the oranfstab File on the Database Node 

Configure the oranfstab configuration file in the $ORACLE_HOME/dbs directory and enable NFSv4. This file is 

read by Direct NFS Client when starting up the instance. 
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Figure 21. The oranfstab configuration file with NFSv4 enabled 

 

Enable Direct NFS Client 

Configure Direct NFS Client on the database following the steps listed earlier in the “Enable Direct NFS Client” 

section (Appendix A). 

 

Verify Oracle Intelligent Storage Protocol Is Enabled 

There are couple ways to verify that Oracle Intelligent Storage Protocol is enabled and working: 

 The first method is to check the database alert log.  

Log in to the database server and navigate to the trace directory. 

Use the following command to verify that the SNMP service is running and Direct NFS Client is enabled: 

  egrep -i  'direct|zfs'  alert_*.log 

The sample output below indicates the database host is running NFSv4 and has discovered the Oracle ZFS 

Storage Appliance system, which indicates the SNMP service is running on the appliance. 
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Figure 22. Alert log indicates database host has found the NAS appliance and has shares mounted with the NFSv4 protocol 

 

 The second method is to use the Oracle ZFS Storage Appliance system’s browser user interface (BUI) analytics. 

Another way to check that Oracle Intelligent Storage Protocol is enabled is to look at the Analytics tab in the 

Oracle ZFS Storage Appliance BUI. Various analytics collected for Oracle Intelligent Storage Protocol operations 

as listed below. 

 Oracle Intelligent Storage Protocol operations per second broken down by database name 

Oracle Intelligent Storage Protocol operations per second broken down by database file type 

Oracle Intelligent Storage Protocol operations per second broken down by database operation 
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Figure 23. Oracle Intelligent Storage Protocol analytics by database name and function 

Appendix C—References 

TABLE 5: RELEVANT MY ORACLE SUPPORT NOTES  

Note Description 

1496040.1 This note covers some frequently asked questions related to Direct NFS Client. 

1495104.1 This note covers recommended patches for Direct NFS Client. 

1495739.1 This note covers Direct NFS Client monitoring and v$views 

762374.1 This note provides a step-by-step procedure for configuring Direct NFS Client on Linux (Oracle Database 

11g). 

2087231.1 This note provides guidelines for using Oracle ZFS Storage Appliance systems in an Oracle Exadata 

environment. 

1567137.1 This note covers Oracle Database 11g Release 2 NFS mount point recommendations for Oracle ZFS Storage 

Appliance systems. 

1943618.1 This note covers how to enable Oracle Intelligent Storage Protocol on Oracle ZFS Storage Appliance 

systems. 

1210656.1 This note covers how to clone a Direct NFS Client production database for testing. 

2169148.1 This note covers configuring Oracle Exadata for Direct NFS Client with RDMA. 
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