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Introduction 
The Oracle ZFS Storage Appliance Software supports the use of two appliances in a clustered 
configuration. This option offers high availability (HA) features that enable the deployment of data 
services in areas of important business continuity requirements. 

The HA features of an Oracle ZFS Storage Appliance clustered configuration—such as node failure 
redundancy, rolling software upgrades, and non-disruptive planned hardware maintenance—can be 
part of an HA and business continuity strategy. 

HA requirements can be derived from a wider business continuity plan. Such a plan provides 
information on the impact on business processes due to a disruption or catastrophic loss of, or loss of 
access to, business data. Key elements include the cost of downtime, cost of the loss of data, and the 
maximum tolerated downtime. These indicators help to determine the proper balance of HA investment 
costs and solution costs incurred due to any business disruption. 

This paper explains Oracle ZFS Storage Appliance cluster concepts and the advantages and 
disadvantages of a clustered solution compared with a standalone configuration.  

This paper also offers best practices for Oracle ZFS Storage Appliance clustered configurations. 

Readers are assumed to be familiar with Oracle ZFS Storage Appliance basics and the appliance’s 
configuration options. For further resources, see the “References” section for pointers to documents in 
the Oracle ZFS Storage Appliance documentation library. 
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Introducing Oracle ZFS Storage Appliance Cluster Concepts 
Oracle ZFS Storage Appliance can be set up in a clustered configuration to provide enhanced availability for the 
data services provided to application clients. A clustered configuration consists of two Oracle ZFS Storage 
Appliances (referred to as nodes in this paper), which share one or more disk shelves. 

Oracle ZFS Storage Appliance Software manages the availability of data services to clients by way of network and 
storage resources. The software uses a private cluster I/O subsystem, providing internode communication, to check 
the appliance’s peer status and to synchronize configuration information. The private I/O subsystem consists of 
three separate physical I/O data paths between the Clustron I/O cards consisting of two serial links and one local 
area network (LAN) link. 

 

Figure 1: Oracle ZFS Storage Appliance cluster components 

Oracle ZFS Storage Appliance Software provides a browser user interface (BUI) and a command-line interface (CLI) 
for setting up, managing, and monitoring a clustered configuration.  

The next sections describes the cluster operational modes, cluster node interconnect protocols, disk-sharing 
resources between cluster nodes, and cluster resource usage. 

Cluster Internode Communication 

The Oracle ZFS Storage Appliance Clustron ports are used to establish the cluster interconnection function. As 
shown in the next diagram, the Clustron connections consist of two serial ports and one LAN port.  
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Figure 2: Clustron node interconnections 

The cluster peer interconnect communication is established by making connections between the two cluster nodes 
using standard straight through EIA/TIA-568B 8–wire Ethernet cables. As shown in the following figure, connections 
are made between the two serial ports—port 0 and port 1 of each card—and one connection is made between the 
LAN ports. 

 

Figure 3: Cable connections for cluster node interconnects 

The proper functioning of the cluster interconnections can be observed in the BUI under the Cluster Configuration 
section. 

When the cluster interconnection protocol is active and the peer node is added to the configuration, all the 
configuration information for the active node is copied to the peer node. Any configuration changes made on one 
node are automatically replicated to the other node. For example, when a network interface is added on one node, 
its properties are also visible in the BUI or CLI on the peer node.  

Storage Pools 

Oracle ZFS Storage Appliance Software uses storage pools to configure storage capacity for client data services. A 
storage pool consists of a number of disk drives and one or more optional log devices. Create a storage pool by 
selecting a storage profile that matches the required data services’ availability and reliability characteristics. After 
creating a storage pool, a node is given ownership of that pool and data services are created to be served out of that 
node for use by clients. For most Oracle ZFS Storage Appliance models, the solid-state disks (SSDs) used as read 
cache devices in a pool are located in a cluster controller and not in the storage disk shelves. This implies that read 
caching is active when the pool is active on the node that owns the pool. If a pool is taken over by its peer node, no 
read caching will be available for as long as the peer node serves the pool. Note that some newer hardware models 
support the use of read cache devices in disk shelves. For more information, refer to the hardware documentation 
applicable to your Oracle ZFS Storage Appliance model. 
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Cluster Resources and Resource Management 

Oracle ZFS Storage Appliance Software controls the process of data services in an orderly fashion. The 
components used to provide data services to clients are managed as cluster resources. The node ownership of 
these resources is controlled by the cluster resource manager, which ensures that the appropriate node is given 
ownership of the network interfaces and storage pools that provide the configured data services. The cluster 
resource manager also keeps the entire Oracle ZFS Storage Appliance configuration data synchronized between 
the two cluster nodes.  

There are two classes of resources, storage, and network resources. Additional elements within the Oracle ZFS 
Storage Appliance cluster nodes are handled by the cluster resource manager, but are not visible to the 
administrator, and they are beyond the scope of this document. For details about cluster resources, refer to 
“Appliance Cluster Configuration” in the Oracle ZFS Storage Appliance Administration Guide. 

Either the cluster network resources can be locked to a specific node or be part of the node failover process, in 
which case the ownership of the resources is transferred to the peer node during a Takeover action. The following 
table compares the two resource types. 
 

TABLE 1. COMPARISON OF RESOURCE TYPES 
 
RESOURCE 

 
BUI ICON  

 
TAKEN OVER UPON FAILURE OF NODE 

Singleton   Yes 

Private  No 

 

Each node can be assigned a number of storage and network resources to spread the I/O load over the two cluster 
nodes, letting the cluster operate in an active-active mode. Alternatively, one cluster node can own all resources and 
the other node becomes the standby node, providing an active-passive mode of operation.  

In an active-passive cluster mode of operation, the active cluster node owns all storage resources and the singleton 
type always owns network resources. In an active-active cluster mode of operation, each node has ownership of a 
number of resources. When both nodes are in active mode, a resource is active on the node owning the resource. 
The diagram below shows a simple configuration with two pools, in which each node owns one pool. The network 
interfaces if0 and if1 are active on node A and network interfaces if2 and if3 are active on node B.  

 

Figure 4: Cluster network resources, active-passive network ports 

When node A fails, node B takes over Pool 1 and network interfaces if0 and if1. Node A is still the owner of the 
failed over resources, so that node B can fail back the resources to node A when node A becomes active. Note that 
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when configuring network interfaces as active-passive, the network ports on the peer node (to which the network 
interfaces will fail over) are not utilized when the cluster is running in active-active mode. 

When more network ports are required, the administrator can configure more than one VNIC on a single network 
port. Each VNIC has its own network interface instance. VNICs enable full utilization of all network ports on both 
nodes of the cluster configuration, as is show in the next figure. 

 

Figure 5: Cluster network resources, active-active network ports 

It is important to understand that both storage and network resources can be active on only one node at a time, 
meaning client data services can be connected to only by clients on the node for which the related data service is 
active at that time. Clients cannot have two or more connection paths active at the same time, for the same data 
service, to both nodes in the cluster. 

From a client perspective, there is a fundamental difference between the way data services using IP network 
connections and data services using Fibre Channel (FC) connections fail over.  

When data services (shares and iSCSI LUNs) fail over, the interface over which the related client data services are 
served, fails over to the peer node. Clients see the same IP address but experience a temporary loss of connection 
of that IP address. Note that the pool containing the data repositories for those data services also fails over at the 
same time. 

When clients use FC-type LUNs as a data service in clustered configuration, the clients see the same LUNs on both 
cluster nodes via their FC interface ports. However, the LUNs are active only on the node that owns the storage pool 
containing the LUNs. When the node on which the LUNs are active fails, the pool containing the LUNs moves to its 
peer and the LUNs are made active on the peer node. The client needs to be set up to use FC multipathing on the 
client side. See the “Fibre Channel High Availability Architecture Best Practices” section in this white paper for 
details about connecting FC ports and setting up zoning within the FC switches. For further information, refer to the 
white paper “Understanding the Use of Fibre Channel in the Oracle ZFS Storage Appliance.” 

Cluster Operational States 

In an Oracle ZFS Storage Appliance clustered configuration, each node can be in one of several states, depending 
on recent error events within a node. A node state can also change because of software configuration changes or 
user-initiated Failover or Takeback commands. 

The following figure shows the various states of a cluster node. A node starts its life cycle by being set up as the first 
node in the cluster or as a second node added to a cluster configuration.  

Setting up the first node involves creating storage pools (resources) and network connections to the client. After the 
first node moves to the state Active (takeover completed), it is ready to accept client connections. 
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After adding the second node, the second node moves to the Ready state. The second node remains in this state 
until an administrative Takeover action occurs or when the current active node fails.  

The second node becomes active by an administrator-initiated Failback command on the active (first) node. All 
resources that have the second node set as owner are exported from the first node and imported to the second 
node. Network interfaces become active on the second node and both nodes move to the Active state.  

 

 

Figure 6: Oracle ZFS Storage Appliance cluster node state diagram 

When the cluster is in operational mode, a node can change state due to a node failure or an administrator-initiated 
Takeover or Failback command. The result is that the surviving node, or the node on which the Takeover command 
is issued, will be the only node in the Active state and the other node will be in the Ready (waiting for failback) 
state. 

Node Failure 

A node’s failure is detected by its peer due to a loss of communication to the peer node on the private cluster I/O 
subsystem. To avoid the well-known cluster “split-brain syndrome,” each node attempts to perform SAS zone locks 
on all visible SAS storage expanders in its storage fabric. Whichever node is successful in its attempt to obtain all 
such locks will continue with the Takeover process. This process follows the same procedure as an administrative-
initiated Takeover command that is initiated from the BUI or CLI. 

Cluster Takeover Action 

The Takeover command is initiated using the BUI, as shown in the following figure, or by issuing a CLI command. 
When a Takeover process is initiated on a node, the node moves into the Active (takeover completed) state. Its 
peer loses access to its resources and moves to the Ready (waiting for failback) state. Do not start a Failback 
action until the peer node has reached this state. 
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Figure 7: Cluster Takeover action in BUI 

 

Cluster Failback Action 

A Failback action is issued to restore data services on the peer node, after a peer node failure has occurred or in 
advance of a planned outage for maintenance or software updates. All storage and network resources owned by the 
peer node are moved back to the peer node. If both nodes own a subset of the cluster resources, both cluster nodes 
operate in active mode. If the peer node is the sole owner of all resources, the current node does not host any data 
services, and the peer node is the only node on which all data services are active. 

 

Figure 8: Cluster Failback action in BUI 

Client Connections to Oracle ZFS Appliance Clustered Controllers 

Oracle ZFS Storage Appliance offers several types of connections and related data protocol options to make data 
services available to clients. Each type has a set of options and configuration rules when they are deployed in a 
clustered configuration. The following table gives a summary of the available options. 
TABLE 2. AVAILABLE SERVICE OPTIONS 

APPLIANCE DEVICE PORTS BLOCK DATA SERVICES FILE DATA SERVICES 
LAN  iSCSI SMB, NFS, FTP, HTTP, NDMP, replication, 

shadow migration, virus scan 

InfiniBand 
iSCSI over IPoIB 
iSCSI over iSER N/A 
SCSI over SRP N/A 

Fibre Channel SCSI over FC N/A 

 

Network connection failures to a client do not trigger a failure of a cluster node. This is true for both network and FC 
connections. To protect against any form of network connection failure, set up IP redundancy features for the 
relevant protocol such as IPMP, LACP, or client-based LUN multipathing.  

LAN connections provide IP connectivity over Ethernet to the appliance data services. Both block (iSCSI) and  
file-based data services are available.  

InfiniBand (IB) connections use IB partitions and require an IB fabric in which a subnet manager is active. File data 
services and iSCSI LUN services are available using the IPoIB protocol, (i)SCSI LUNs via SRP, or iSER. 

Fibre Channel (FC) connections support storage area network (SAN) infrastructure environments in which block 
storage is required. Setting up FC connections requires specific knowledge about SAN infrastructure to be able to 
create zoned fabrics and redundant multiple FC links between clients (initiators) and Oracle ZFS Storage Appliance 
cluster nodes (targets).  
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When you are designing an HA FC SAN environment, it is important to realize that link redundancy requires at least 
two physical FC connections per Oracle ZFS Storage Appliance cluster node. An FC initiator cannot initiate a 
failover of an FC LUN from one node to the other. The storage pool that the LUN is part of has to be moved from 
one node to the peer node. This can be done only by an administrator-initiated Takeover or Failback action, or when 
a cluster node failure occurs. 

Oracle ZFS Storage Appliance controllers have a number of built-in LAN ports. For IB, FC, or additional LAN ports, 
additional host bus adapters (HBAs) must be installed in the available I/O expansion slots of a cluster node. 

High Availability versus Performance 

Oracle ZFS Storage Appliance clustered configurations are often deployed to fulfill business availability 
requirements. A clustered configuration increases resilience for a number of hardware and/or software failures of the 
storage subsystem. A clustered configuration consists of two nodes, so it is tempting to size the cluster for the 
number of data services to be deployed based on the capabilities of both cluster nodes. This implies that if one node 
fails, the remaining node takes over the load of the failed node. In these situations, all data services remain available 
but with reduced performance capabilities. 

This way of using the nodes in the cluster is an active-active configuration. The storage and network resources are 
split over the two nodes, with each node given ownership of its own set of resources. When a failure occurs on a 
node, the peer node will take over all the resources of the failed node. After repairing and restarting the failed node, 
the administrator returns its resources from the other node so that the cluster can resume its normal active-active 
mode of operation. 

If maintaining the performance of the data services to clients is important, size the cluster in such a way that a single 
node can supply all client data services. The cluster then operates in an active-passive mode of operation. A single 
node has ownership of all storage and network resources. This node becomes the only node serving all clients. 
When this node fails, its peer takes over all data services. This way, the same performance level is always 
guaranteed. The consequence of this guarantee is that one node is always idle, that is, in standby mode. 

Therefore, the difference between an active-active cluster and an active-passive cluster operation is the allocation of 
ownership of storage and network resources to either one or two cluster nodes. If client data services performance 
and/or availability requirements change, move resources between the nodes by changing the ownership of the 
related resources. 

In summary, client resource sizing for an active-passive configuration is based on the active node being able to 
handle all clients’ I/O requests. For an active-active configuration, cluster resource sizing is based on both nodes 
handling client I/O requests and a reduced response to clients during a failure when the remaining node has taken 
over the data services of the failing node. 

Initial Cluster Setup  

Planning a Clustered Configuration 

Before connecting a clustered Oracle ZFS Storage Appliance and setting up the cluster nodes, carefully consider 
the network design, the layout and placement storage resources in the cluster, and the type of operation of the 
cluster nodes (active-active versus active-passive). 
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Consider the following factors when designing an HA network configuration for deploying a clustered Oracle ZFS 
Storage Appliance subsystem. 

» Available budget for both capital investment and operational costs 
» Security 
» Reliability/HA requirements 
» Scalability/performance requirements 
» Manageability requirements 

An important element of the design phase is scoping risks and the associated cost of the impact of a disaster on the 
business versus the costs of mitigating those risks by adding extra availability into an IT design. Consider adding 
redundant network switches to create multiple, independent IP data paths between clients and the Oracle ZFS 
Storage Appliance cluster. Understand the differences between the use of an active-active cluster and an  
active-passive cluster mode of operation in terms of the performance sizing of the cluster nodes. 

For security purposes, consider reserving a separate IP interface (from the data interfaces) for administrative and 
scripting access. This also avoids response-time delays for scripting commands caused by heavy data traffic over 
the same interface. Include the connection of the IP interface of the node’s Service Processor in the administrative 
IP subnet.  

The clustered configuration adds an extra dimension to the reliability and availability design options. Include 
redundant physical network connections as part of the availability design. Use the Link Aggregation Control Protocol 
(LACP) or IP Multipathing (IPMP) Oracle ZFS Storage Appliance options to provide extra network path redundancy. 
When connecting clients that use Oracle Solaris as the operating system, consider using MPXIO on the client side 
for block I/O path redundancy for iSCSI LUNs instead of using LACP or IPMP on the Oracle ZFS Storage Appliance 
side. 

For details about these topics, refer to white paper “Networking Best Practices with the Oracle ZFS Storage 
Appliance” and the white paper “Understanding the Use of Fibre Channel in the Oracle ZFS Storage Appliance.” For 
site redundancy requirements, consider the remote replication functionality of Oracle ZFS Storage Appliance. 

Scalability and performance requirements for a clustered configuration help to determine when to use an  
active-active or an active-passive cluster mode of operation. 

When designing solutions involving clustered storage systems, consider applications that are intolerant to I/O 
protocol disruptions that could occur during Takeover or Failback operations. 

A golden rule is to always keep a design as simple as possible and avoid using features with the intention of 
mitigating risks that in reality do not exist or are not relevant. Put yourself in the position of support engineers who 
might be called at 4 a.m. on a weekend to deal with a major downtime escalation. They must be able to understand 
the design to properly troubleshoot and restore operations while minimizing downtime. 

Setting Up the Cluster Peer Interconnect  

Oracle ZFS Storage Appliance cluster nodes connect to each other using the cluster interconnection ports at the 
back of each node. For connection details, refer to the installation instructions for each hardware model. There are 
three connections: a pair of serial ports that are cross-connected to each other and a LAN network port. Verify the 
status of the connections in the Configuration > Cluster pages of the BUI. 
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Figure 9: Cluster interconnection status in the BUI 

Make sure all three Clustron connections are active before continuing with the cluster setup procedure. 

Setting Up a New Cluster 

When setting up a new clustered configuration, you need the following network information: 

» At least one IP address per node to be used for administrative access 
» A logical node name (as registered in the DNS infrastructure) 
» DNS server information  
» Default router IP address 

This information is needed at the first stage of the installation process. 

In addition, the following cable connections need to be in place: 

» Three cables connect the Clustron interconnect ports of each node. 
» Cable at least one LAN network connection per node. Use the first built-in LAN network port for this. 

It is advised to reserve that connection for administrative access only and not use it for any client data service. 
This network connection must be able to connect to the DNS server and the default router IP address. 

» Configure CLI access to the appliance node to be used to start the cluster setup process. This can be either the 
node’s serial port or the console function from the Oracle Integrated Lights Out Management (Oracle ILOM)  
interface. 

» Connect the LAN Oracle ILOM port to the administrative network. This is not a prerequisite for the installation 
process but it is highly recommended to avoid remote access lock-out to the node because of network 
configuration errors.  

» Ensure that the disk storage shelves are connected using dual connections to each appliance node, as described 
in the Oracle ZFS Storage Appliance Cabling Guide. Use the Maintenance > Hardware screen to verify that the 
disk shelf paths are showing two connections, as shown in the next figure.  
 

 

Figure 10: Verify SAS path connections to disk shelves 
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Before going through the initial setup process of the Oracle ZFS Storage Appliance, use the Oracle ILOM function to 
gain access to the appliance console or set up a serial connection to the appliance serial console port, as described 
in the section “Connect to Administrative Client and Network” of the Quick Setup Guide. See also “Accessing the 
Appliance Console Through the Oracle ILOM Server” in Appendix A of this paper. 

Power up both nodes and select one of the two nodes for starting the initial cluster setup process. When powering 
up the system, the following screen displays on the console: 

 

Figure 11: Appliance initial screen after power up 

In the initial configuration screen, specify the IP address for the first network port, the netmask, the name server and 
default router information, along with the node name and the root password. The IP configuration of additional 
network ports can also be set up here, but it is easier to specify additional network ports in the BUI when it is 
available after the initial configuration. 

After completing the initial configuration step, the BUI is available via the URL https://hostname(or IP 
address):215, and the clustered configuration setup process can be continued from there. 

Continue the setup process in one of the following ways: add the second node to the cluster at the start of the setup 
process or postpone this step and continue the setup for the current node only. The advantage of adding the second 
node at the start is that all resources for the second node can be configured directly on that node, saving a Failback 
action on those resources. Note that changing ownership of resources after they are created can be done only when 
one cluster node is in the Ready state and the other node is in the Active state. 

Setting Up the Initial Network Connections 

After the initial cluster setup process is finished, configure the network infrastructure. If you need to preserve the 
number of network ports used for administrative access, use the setup described in the “Oracle ZFS Storage 
Appliance Cluster Best Practices” section, using the two VNICs on the first network port.  

It is important to set up the default route on each cluster node for its active network interface; each node needs a set 
of routing rules for its active network interfaces. 
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Assigning Node Ownership of a Cluster Resource 

When creating storage or network resources on a node, the resources are owned by that node. A network resource 
can be set to private or singleton. When set to private, that network resource will never be taken over by its peer 
node. Changing ownership of a resource can be done when one node is operating in the Active (takeover 
completed) state and the peer node and is in the Ready (waiting for failback) state, as shown in the following 
figure. 

 

Figure 12: Cluster resource management in BUI 

Making Changes to an Active Clustered Configuration 

When an Oracle ZFS Storage Appliance cluster configuration is active, make configuration changes on either node. 
All configuration changes made on one node are always replicated by the cluster resource manager to the peer 
node, resulting in both nodes always having identical copies of all configuration information. When one node is 
down, the remaining active node is considered to have the updated configuration information. As soon as the peer 
node (re)joins the cluster, its configuration information synchronizes with the configuration information of the active 
node. 

When adding or changing a storage and network resource, it is best to do this on the node that will become the 
owner of that specific resource. This avoids any Failback actions on those resources after they are created. 

Unconfiguring Oracle ZFS Storage Appliance Cluster 

When an Oracle ZFS Storage Appliance clustered configuration is no longer required, the nodes can be 
reconfigured as two standalone Oracle ZFS Storage Appliances. This is a destructive operation. During the process, 
one of the nodes will return to its factory-default configuration, after which it should be connected to its own set of 
disk shelves. If all configured data and network services must remain available to the node that remains active, 
perform a Takeover action of all services before unconfiguring the clustered configuration. 

Oracle ZFS Storage Appliance Cluster Best Practices 
An Oracle ZFS Storage Appliance clustered configuration is typically deployed when a higher degree of availability 
is required. A clustered configuration offers resilience against a cluster node outage that is either planned or 
unplanned. Additional resilience and availability technologies should be taken into account to create a  
business-continuity solution that meets your data services availability requirements.  
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Oracle ZFS Storage Appliance offers various hardware component redundancy features, including RAID, dual 
power supplies, and so forth. Clustering offers redundancy on a subsystem level. 

For redundancy on the network transport level, consider the use of network LACP and IPMP features in a network 
infrastructure design and LUN multipathing on clients for iSCSI and FC. For site or region redundancy, consider the 
use of data replication.  

This section focuses on best practices for deployment of a clustered configuration. Creating a redundant data 
infrastructure is beyond the scope of this white paper. 

General Tips 

One golden rule to take into account is always to keep the solution as straightforward and as simple as possible. 
Use only the features that are required for your site. Create a runbook with procedures for various failure and 
recovery scenarios, and keep the runbook up to date. Record all changes for storage pools, projects, and so forth in 
the runbook. Include in the runbook information about which data repositories are used by client and business 
applications, client availability requirements, and procedures for restoring client data services.  

For the latest clustered configuration information and management best practices, refer to the Oracle ZFS Storage 
Appliance Release Notes for the version of the Oracle ZFS Storage Appliance nodes.  

Hardware Configuration 

Oracle ZFS Storage Appliance nodes must be identical in terms of model type, option modules, type of I/O adapters, 
placement of the I/O adapters in the controller slots, and configuration parameters, such as IB partition keys and 
firmware versions. During node startup, the internal software will enumerate network ports in the order of their 
detection when scanning the available HBA I/O slots. Not using the same configuration on both nodes could result in 
different naming of network ports and/or disk I/O ports on each Oracle ZFS Storage Appliance node.  

This recommendation extends to the way network cables are connected. Consider each physical network port on a 
node to have a twin peer on the other node. Connect both an IP network port and its peer to the network 
infrastructure using the same subnet or VLAN. 

Connect the disk shelves as described in the Oracle ZFS Storage Installation Guide and the Oracle ZFS Storage 
Cabling Guide for the applicable appliance model. Connect each disk shelf to both cluster nodes via two different 
SAS connections. 

The Use of Cache Devices 

Log cache devices are located in the disk shelves and are configured as part of a storage pool on Oracle ZFS 
Storage Appliance. As such, they remain part of a storage pool after a Takeover procedure. No special provisions 
have to be made for the use of log cache devices in a clustered environment. 

The situation is different for the use of read cache devices. If the read cache devices are located within a cluster 
controller, they are not available to a storage pool after a Takeover event. This might lead to a significant increase in 
latency for read-biased workloads. A read cache device can be imported to the pool if it is present on the peer node 
following the “add storage” procedure outlined in the Oracle ZFS Storage Appliance Administration Guide. Note that 
some newer hardware models support the use of read cache devices in disk shelves. For more information, refer to 
the hardware documentation applicable to your Oracle ZFS Storage Appliance model. 
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User-Initiated Node Takeover 

As part of a planned maintenance activity, the administrator can bring down one of the two cluster nodes by initiating 
a Takeover process on its peer. After the peer node has taken over all data services, power down the node for 
maintenance. 

Making Configuration Changes 

Any configuration changes made on one node will always be present on its peer after the changes have been 
committed to the system. Configuration information about share and LUN properties is stored in the storage pool in 
which the shares and LUNs belong. Information about other resource and service properties is stored on both 
nodes, and any changes or additions are directly synchronized between the two nodes.  

The node on which a new resource is created is automatically given ownership of that resource. Considering the 
interaction between the resource cluster manager and the Takeover or Failback functions of the cluster, use the 
following best practices for creating and updating cluster resources: 

» When creating or changing a network or storage resource, work on the node that owns the current resource or will 
own the new resource. Doing so avoids additional Failback or Takeover actions needed to change node 
ownership of a newly created resource. Remember to create a default network routing rule for the primary or 
administrative network interface on each node. 

» Always make changes on one node at a time. Changes made to any resource will always be directly 
synchronized with the peer node. 

Administrative Access 

For security and availability reasons, reserve a physical network port per node for administrative and scripting 
access only. Most practical is to use the port that is used during the initial setup. During the initial setup procedure 
plan, use the IP address reserved for administrative access at that stage. Remember that an IP interface reserves a 
datalink and its respective network port on both nodes. The exception is when you use VNICs for datalinks, which 
allow the use of multiple IP interfaces on one network port.   

Use the VNIC feature to create one IP interface per cluster node on the same LAN port for each node. After setting 
up the first node, create two datalinks of type VNIC (vnc0a and vnc0b in the following figure) on the first network 
port, and point the administrative IP interface (adm-a) to one of the VNICs. In the Cluster Resource option window, 
change the IP interface from type singleton to type private and lock it to the node that is assigned to that 
administrative IP address. 

Connect the Service Processor IP interface to the administrative IP subnet. This ensures remote access to the node 
in the event of a catastrophic failure, which would prevent access to the node via the normal administrative IP 
interface. This way, there is no need to use either the IPMP or LACP options to create redundant administrative IP 
access.  

Note that the Oracle ILOM console function does not support the REST scripting API interface. 
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Figure 13: Setup of administrative IP interface using VNICs 

LAN Networking Best Practices 

A network component failure or network link failure event does not trigger a node Takeover or Failback action. 
Network path redundancy must be designed to use LACP and/or IPMP. For details about the use of IPMP and 
LACP, see the section “Scalability and Availability” in the white paper “Networking Best Practices with the Oracle 
ZFS Storage Appliance.”  

Network interfaces in a clustered configuration can be set to either singleton mode or private mode. In singleton 
mode, an IP interface moves to the peer node as part of a Takeover or Failback action. In private mode, an IP 
interface is locked to the node that owns that IP interface, as shown in the “Administrative Access” section. 

A best practice is to configure access to Oracle ILOM for each node in the cluster. If, for any reason, errors occur in 
the network configuration settings that might prevent a node from joining a cluster or result in an administrative-
access lockout on one of the nodes, Oracle ILOM access always provides access to the Oracle ZFS Storage 
Appliance CLI. You can use the CLI commands to restore normal administrative access. See “Accessing the Oracle 
ZFS Storage Appliance Console” section in Appendix A. 

Pay attention when setting up the routing configuration on each Oracle ZFS Storage Appliance node. For each 
interface on each node, configure routing information. Active interfaces require routing information for IP traffic to 
reach its destination. The initial default route entry created by Oracle ZFS Storage Appliance might not always be 
the optimal setting. Most users often use the first network port as the administrative access port and a related entry 
with the type default is added to the routing table. In some cases, this might result in data traffic being routed 
through the administrative interface. 
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A best practice is to use static configured IP addresses in clustered configurations. Do not use dynamic IP 
addressing through DHCP for cluster (singleton) IP addresses. Because IP addresses can fail over, there is no  
one-to-one relationship between an IP address and a MAC address, so you cannot use DHCP to provide fixed 
addresses  

When using IPMP, all network interfaces that are members of an IPMP group must be owned by the same cluster 
node. Take care when setting up an IPMP group using probing failure detection. IPMP probing involves the 
discovery of up to five peer systems that the IPMP daemon uses to detect path failures. It is important that there are 
actual systems present besides the cluster peer node for this and the same subnet as the IPMP IP probe address. If 
the cluster peer node is the only network target interface discovered, connectivity to the IPMP group might be lost 
after a cluster node Takeover action. 

Consider the following rules when creating IPMP groups: 

» When using IPMP probing (each IP interface in the IPMP group is given a valid IP address), each IP address 
used as part of the error probing process must be in the same subnet and at least one other active IP address 
(not being the cluster peer). 

» All IP interfaces used in an IPMP group must be owned by the same cluster node and all must be of the same 
type: singleton or private. 

» The IPMP group type (singleton or private) is inherited by the type of its members when the IPMP group is 
created and cannot be changed afterwards. 

» Once IP interfaces are member of an IPMP group, they no longer are shown on the Cluster Resources page. 
Only the IPMP group is shown. 

» IPMP groups of the type private are not shown on the Cluster Resources page. 

InfiniBand Best Practices 

As with IP interfaces built into Ethernet devices, an IP network built into an IB infrastructure needs a redundant 
InfiniBand fabric topology. This is required to provide protection against any connection disruption caused by a 
failing component in the InfiniBand infrastructure. Use IPMP in the appliance to protect against network path failures 
by letting IPMP route the traffic through the surviving path. 

As with LAN hardware components, ensure all InfiniBand HCAs are of the same type, are placed in the same PCI 
slots, and use the same partition key for each cluster node. Use an IB port as a member in only one partition in the 
IB subnetwork.  

The same rules on the use of IPMP and private versus singleton interface types apply for the use with IB as with 
LAN-based IP networks. The following figure shows a scenario using a configuration with subnet redundancy and 
two dual-port HCAs to create fully redundant network paths between the Oracle ZFS Storage Appliance cluster and 
the IB fabric. 
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Figure 14: Redundancy and availability using IB fabric 

 

Fibre Channel High Availability Architecture Best Practices 

The supported Fibre Channel HBAs for Oracle ZFS Storage Appliance all include two FC ports. This means that 
each cluster node provides two connections to a FC SAN infrastructure. Using a dual fabric–based SAN design 
ensures full path redundancy to the host.  

To ensure no single point of failures in the SAN components/paths, both host HBA port connections always “see” 
both cluster nodes. For each FC LUN on a cluster node, each host HBA port sees both an active and a standby FC 
connection.  
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Figure 15: Oracle ZFS Storage Appliance cluster in a SAN environment 

This methodology avoids connection loss to a LUN if a SAN connection between an FC switch and a cluster node 
fails—a situation that would not initiate an automatic node takeover.  

SAN zoning must be set up in such a way that each logical FC connection between the host initiator and the cluster 
FC target port is separated via a zone from any other path. In this example, it would mean creating four different 
zones. 

Different methodologies of zoning exist, such as WWN-based zoning and SAN switch port–based zoning. The 
preferred methodology often depends on a company’s IT security policies and configuration management rules.  

Special care should be given to partition alignment to the LUN volume block size when preparing the LUNs for use 
on the client host(s). 

For further details, refer to the white paper “Understanding the Use of Fibre Channel in the Oracle ZFS Storage 
Appliance.”  

Upgrading Oracle ZFS Storage Appliance Software on Clustered Controllers 

As part of ongoing functionality improvement and bug fixes, new Oracle ZFS Storage Appliance Software releases 
are made available to customers via the My Oracle Support web portal. Updating OS software in a clustered 
configuration can be done using a rolling update process. This process is described in detail in the Oracle ZFS 
Storage Appliance online help documentation and the white paper “Best Practices for Upgrading Oracle ZFS 
Storage Appliance.” It allows the administrator to update one controller at the time, while the other controller remains 
active. The controller to be updated is put into Ready state. Once the controller node is in the Ready state, the 
administrator can log in to this node and start the software upgrade process using either the CLI or BUI from the 
Maintenance > System > Software Updates menu. When the software update process is completed, the controller 
node is restarted. The peer controller can then be updated using the same sequence as used for the first controller. 
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System Health Check 

As part of the software upgrade process, a System Health Check is performed on the node to be updated. This 
Health Check ensures that the node meets the prerequisites of the new software. This Health Check can be run 
manually in advance of a planned update by using the CHECK option in the Software Update menu. This allows the 
administrator to check the state of the cluster before the planned maintenance activity, allowing the administrator to 
plan for any time needed to correct any issues this Heath Check might reveal. 

 

Figure 16: System Health Check 

Deferred Updates 

After a successful software upgrade on a cluster node, the previous version of software is preserved and always 
available to perform a rollback to that release. This involves a reboot of the node. In some cases, the new software 
installed might contain new functions that are not compatible with the previous releases of the Oracle ZFS Storage 
Appliance Software. The administrator has the option to not automatically install those options during a software 
upgrade. The administrator is given the option to apply them afterwards with the caveat that no rollback to a 
previous software release can be performed once the deferred software update has been performed. The release 
notes for a new software release contain details about new functionality and the presence of any deferred updates. 

 

Figure 17: The presence of deferred updates 

Minimalizing the Impact of a Takeover Process 

Keep the Node Time Synchronized 

For proper cluster functioning, it is important that the time on both nodes be identical. Not using the same time on 
both Oracle ZFS Storage Appliance nodes can have a significant negative impact on the length of a Takeover or 
Failback process. Set up NTP in the Appliance Services menu on each node to guarantee that the time on both 
nodes is identical.  
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Figure 18: Setup of NTP time service  

Manage the Amount of Analytics Data Sets and Their Sizes 

The number of items monitored by analytics and the size of analytics data sets influences the length of Takeover 
and Failback operations. The size of analytics data sets can be managed using Retention Policy settings in the 
Analytics-Settings menu. For detailed information on managing analytics data sets, refer to the Oracle ZFS Storage 
Appliance Analytics Guide. 

Ensure iSCSI Clients Do Not Have a Too-Short Session Replacement Timeout Value 

Some iSCSI clients configure a default session replacement timeout value or connection retry timeout value that is 
too short, and that can lead to timeouts during cluster takeover and failback scenarios, particularly when very large 
numbers of logical units and/or shares are exported. Set the iSCSI session replacement timeout or connection 
timeout value to at least 240 seconds. Apply this configuration option on the client side; no changes are required on 
Oracle ZFS Storage Appliance. Please consult the appropriate client software documentation to modify this 
configuration setting. 

Oracle Linux Multipath Configuration Information 

Improper configuration of Oracle Linux multipath settings can result in I/O failure during system takeover and slow 
performance on client-side reboots and on failed or nonrecovered paths. This applies to both FC- and  
iSCSI-connected LUNs. Refer to My Oracle Support Doc ID 1628999.1 for configuration instructions. 

Takeover and Failback Performance Data 
In recent Oracle ZFS Storage Appliance firmware releases, considerable effort has been made to reduce the time 
needed for Oracle ZFS Storage Appliance cluster Takeover and Failback actions. 

Tests were performed on an Oracle ZFS Storage Appliance clustered configuration using Oracle ZFS Storage 
software versions OS8.4.4, OS8.5.5, and OS8.6.0. Each node had a storage pool with 1,000 configured LUNs. Of 
those 1,000 LUNs, 400 were subjected to a specific I/O workload. The same workload was used on both nodes 
while executing Takeover and Failback actions. 

For each Oracle ZFS Storage Appliance Software version, four workloads were used: idle, 8 KB transfer size, 16 KB 
transfer size, and 128 KB transfer size. During each workload, 10 Takeover and Failback actions were initiated.  

The following graph shows a histogram of the times measured for each OS release of the duration of the Takeover 
and Failback actions. 

The main takeaway from the test results was that the number of LUNs is the most significant factor, determining the 
length of Takeover and Failback actions. 
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Figure 19: Takeover and failback duration test results 

The following table summarizes the data of the Takeover and Failback tests run on Oracle ZFS Storage Appliance 
Software versions OS8.4.4, OS8.5.5, and OS8.6.0 and lists the improvement of those between the OS versions. 
TABLE 3. TEST RESULTS 

CLUSTER 
ACTION 

 OS8.4.4 OS8.5.5 % TO 8.4.4 OS8.6.0 % TO OS8.5.5 

Takeover 
Duration 

Median (seconds) 565  216     62 % 80 63 % 
Standard 
Deviation 
(seconds) 

  56   57  - 1.7 % 16 72 % 

Failback 
Duration 

Median (seconds) 447  216   52 % 76 65 % 
Standard 
Deviation 
(seconds) 

  35   55 - 57 % 6.4 88 % 

 

As can be seen from the table, significant improvements in the reduction of the time for Takeover and Failback 
actions were seen between the OS8.6.0, OS8.5.5 and OS8.4.4 versions. 

NOTE: Do not use these Takeover and Failback time figures as a general illustration on the length of Takeover and 
Failback times. Takeover and Failback times depend on many setup and configuration factors, such as the number 
of shares or LUNs, the number of storage pools, the storage pools active on one node or both nodes, and so forth. 

Appendix A: Accessing the Appliance Console Through the Oracle ILOM Server  
If you cannot access the Oracle ZFS Storage Appliance through the network, gain access to the console prompt 
using Oracle Integrated Lights Out Management (ILOM). 

Setting Up IP Access to Oracle ILOM 

The Oracle ILOM server has a separate IP interface that is reachable through a web GUI or ssh command using 
the Oracle ILOM’s IP address. Make the Oracle ILOM connection to the user's network the network port labeled 
NET MGT.  
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Figure 20 : Network management port 

 

If the Oracle ILOM’s IP address is unknown or not yet configured, the Oracle ILOM server can be reached through 
the serial port connection labeled SER MGT. This enables an administrator to gain access to the Oracle ZFS 
Storage Appliance console when attempts to gain access through the IP network fail. 

Setting Up a Serial Connection to the Oracle ILOM Server 

To connect to Oracle ILOM using a serial connection, complete the following steps: 

1. Attach a serial cable from a terminal, a serial terminal concentrator, or a PC running terminal emulation 
software to the SER MGT port of Oracle ZFS Storage Appliance. The cable should be 4.5 m or less in 
length. 

2. Verify that your terminal or laptop is operational. 

3. Configure the terminal device or the terminal emulation software to use the following settings: 

• 8N1: eight data bits, no parity, one stop bit 

• 9600 baud 

• Disable software flow control (XON/XOFF) 

• Disable hardware control 

4. Verify that power is supplied to either PSU. If power is applied to either PSU, Oracle ILOM will be 
functional regardless of the power state of the compute nodes. 

5. Press Enter on the terminal device. A connection between the terminal device and the Oracle ILOM is 
established. The Oracle ILOM login prompt is displayed. 

6. Log in to the CLI using the default user name and the password (root and changeme). The default 
command prompt is displayed. 

7. If Oracle ILOM has not been set up for network access, follow the procedure described in the sections 
“Configuring a Static IP Address” or “Configuring the ILOM to use DHCP” of the documentation that came 
with your Oracle ZFS Storage Appliance. 

Note: Plan to allocate an IPv4 address for the Oracle ILOM network interface. The Oracle ILOM network interface 
does not support IPv6. 
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Accessing the Oracle ZFS Storage Appliance Console 

When using ssh or a serial connection to connect to Oracle ILOM, use the following command to access the Oracle 
ZFS Storage Appliance console: 

> cd /SP/console 

> start 

To return from the CLI shell to the Oracle ILOM prompt, press the following two keyboard keys: Esc and (. Do not 
forget to log out of the Oracle ZFS Storage Appliance console shell before terminating the Oracle ILOM console 
session to prevent unauthorized access to Oracle ZFS Storage Appliance through the Oracle ILOM console 
function. 

When using the web GUI, use the remote management option to start a redirected console session. 

Serial RJ-45 Signal Definitions 

 

Figure 21 : Serial management port 

The following table shows the serial RS232 signals used and how to connect them to a serial port of a terminal or a 
terminal concentrator. 

 
TABLE 4. SERIAL MANAGEMENT RJ-45 CONNECTION SIGNALS 
PIN SIGNAL DESCRIPTION PIN SIGNAL DESCRIPTION 

1 Request to Send 5 Ground 
2 Data Terminal Ready 6 Receive Data 
3 Transmit Data 7 Data Set Ready 
4 Ground 8 Clear to Send 
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