
Abstract
The explosive growth of file-based information is having a dramatic impact on enterprises in every industry. The 

storage and archive management features of Sun™ Storage Archive Manager software and the shared file system 

and enhanced performance features of Sun QFS software provide innovative data management capabilities 

that address enterprise requirements for handling huge data volumes. When configured together, Sun SAM 

and Sun QFS software provide a complete data management solution that reduces the complexity and cost of 

consolidating, sharing, managing, and protecting valuable corporate data.
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Chapter 1

Data Management Challenges

Making sound business decisions requires timely access to accurate data. Every 

day operations in every industry generate vast quantities of data, including email, 

video, complex computer simulations, scientific data sets, medical images, records, 

and more. In addition, regulatory and industry requirements mandate ongoing 

data preservation, hastening the growth of massive volumes of data that must 

be managed and retained. This data poses serious challenges in the areas of 

management, sharing, protection, and retention.

Data Availability
In order to provide value to the organization, corporate data must be available 

to users across the enterprise for analysis, trending, and other purposes. Many 

organizations find that applications and data are stovepiped within departments or 

divisions, and decision makers can miss vital information. Even if data can be shared, 

it is not useful if it cannot be accessed in a timely fashion. Indeed, organizations 

with service-level agreements (SLAs) that stipulate data availability time frames and 

allowable data response times can face stiff penalties if SLAs are not met.

Rapidly growing volumes of data can adversely affect timely data access. Traditional 

file systems and volume managers cannot handle the terabytes of data generated 

by today’s applications, and are not written to handle elaborate storage subsystems 

and channel connectivity options. Organizations need file access and sharing 

capabilities that truly scale in terms of performance, capacity, and utility.

Data Protection
Companies perform backups to facilitate data restoration in the event of a disaster, 

hardware failure, or user error. Whether used to cope with catastrophes or simply to 

aid the recovery of older versions of a file, backups can be problematic when applied 

to large file systems. Traditional backup operations can require backup windows 

during which applications are taken offline. Recovering systems in the event of a 

failure can entail lengthy restoration times. In addition, the typical schedule of full 

and incremental backups consumes storage, network, tape, and administration 

resources. A file that is backed up as part of a weekly full backup schedule can have 

52 copies on 52 different pieces of media at the end of the year. Such a strategy 

wastes an enormous amount of media, adds significantly to media cost and 

administration overhead, and becomes untenable for large files and file systems. 

Due to business requirements, many organizations can no longer take applications 

offline for backup operations and cannot afford the amount of downtime necessary 

to restore large file systems from backup media. Clearly, a new approach is required.
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Data Recovery
Vast quantities of data can pose significant challenges when systems fail and require 

the recovery of data from backups. Such large data volumes can take a long period 

of time to restore, leaving organizations unable to access vital corporate data until 

completion of the backup operation. Depending on the number of tape and disk 

devices available, and the amount of data to be restored, operations to recreate 

the system could take days. Being without the data that forms the lifeblood of the 

organization for such an extended period can be a significant setback and threaten 

the continued viability of the business.

Regulatory Oversight
Various industry and governmental regulations have been passed in recent years 

mandating compliance in maintaining data for specified periods of time. In some 

cases, data must be retained using methods that ensure that data is not altered in 

any way. Legislation such as Sarbanes-Oxley, the Health Insurance Portability and 

Accountability Act (HIPAA), and Section 17a of the Securities Exchange Act of 1934 

addresses data security and governance issues with provisions for retaining data for 

a number of years. The Basel II Accord contains recommendations for international 

banking industry reporting requirements and specifies data retention periods of 

three to seven years of data history1.

In Europe, the European Union Data Retention Directive (EUDRD) requires ISPs 

and communications service providers (CSPs) to retain all fixed and mobile-related 

communications, as well as Internet-related communications data for a period of 

six months to two years. The data must be kept secure, yet be easily accessible 

for legitimate viewing purposes. In complying with this directive, a typical ISP can 

expect to retain between 1 billion and 100 billion transaction records, and even a 

small provider with a 100,000 subscriber base can expect to retain around 2 billion 

records, potentially straining IT resources2.

Data Preservation for Long-Term Data Retention
Many organizations are also exploring methods for long-term data retention as 

business requirements dictate that important corporate data be available for many 

years to come, or even indefinitely. The methods to be used must take changing 

technologies into account. In the future, specialized hardware and software used 

to create data archives may no longer be functional, but the data must still be in a 

format that enables data access. Organizations must make provisions for migrating 

data off obsolescent technology.
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High Costs and Complexity
Demand is growing for multigigabyte files and file systems of tens or hundreds of 

terabytes while continuing the expectation of resiliency and ease of management 

associated with smaller file systems. In actuality, the effort involved in managing 

and retaining immense volumes of data can prove costly. The amount of hardware 

required to maintain such large data volumes can be prohibitive, and can entail 

higher costs for additional space and increased power and cooling. In addition, 

managing hardware and software complexity and ensuring the proper utilization of 

vast quantities of storage resources demands skilled administrators. 

Organizations need to find ways to centralize control, simplify configuration and 

management, and efficiently retain valuable data and make it available to all areas 

within an enterprise — even across multiplatform SAN environments — at less cost. 

Addressing Data Management Challenges

This white paper discusses Sun™ Storage Archive Manager (SAM), and the Sun 

QFS shared file system — software that provides a common code base with two 

distinct functions — a storage archive manager and a POSIX file system that can 

be configured locally as a single node, or distributed in a shared, multinode SAN — 

Internet SCSI (iSCSI) or Fibre Channel — configuration. Organizations can use these 

flexible, configurable software packages separately, tailored to particular application 

workloads and user environments to address various data management challenges. 

The software can also be combined to configure a unique and compelling data 

management solution that comprises more than the sum of its parts.
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Chapter 2

The Archive Service — Sun Storage Archive 
Manager Software

Sun SAM software provides archiving services for comprehensive data protection and 

fast recovery and facilitates automatic data management and policy-based storage 

tiering. 

Improving Data Management
The acquisition and operating costs of storage devices such as high-end disk drives 

and tape devices can be quite expensive, while lower-cost SATA drives offer a 

more affordable solution for no-frills storage. For this reason, the best and most 

cost-effective approach is to select high-performance disk drives to store the most 

valuable and frequently accessed corporate data, and utilize inexpensive SATA drives 

or tape storage for less vital information. 

Sun SAM software provides data classification and policy-driven data management 

across different classes of storage — enabling the utilization of storage devices 

based on data value and the frequency of data access, a process known as storage 

tiering. With tiering it is possible to place the right data on the right storage devices, 

improving resource utilization and saving time and money. While the use of offline 

storage devices in traditional storage tiering can make it difficult for organizations 

to retrieve less frequently used data, deploying Sun SAM software for tiered storage 

facilitates the rapid and transparent retrieval of archived files for users. 

Sun SAM software is also crucial to improving storage resource utilization for 

applications where data needs to be available continuously and must be quickly 

restored in the event of business interruption. When implemented as part of an 

effective long-term data storage solution, the software helps to minimize the need 

for additional backups, support long-term data access with an open format, and can 

provide faster disaster recovery capabilities.

Sun SAM software can manage many petabytes to exabytes of data, easily keeping 

pace with data growth by continuously, automatically, and transparently making 

copies of new or changed files to tape or other secondary media. Using Sun SAM 

software can help to manage backup windows more efficiently or even replace 

backups completely. There is no need to stop access to the file system or files while 

Sun SAM software copies files, and no backup window is required. The software can 

make multiple copies of the files simultaneously to multiple locations, including 

remote sites. Unlike traditional backup solutions that copy all files repeatedly — 
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whether they have changed or not — Sun SAM software copies only changed or new 

files. This strategy dramatically decreases the amount of data copied and uses media 

much more efficiently.

Planning for the Future
The Sun SAM software makes it possible for IT staff to plan for technological 

obsolescence. Organizations that need to retain data indefinitely can deploy Sun 

SAM software because it stores data in an open format that is understood by 

UNIX® file systems. Sun SAM data archives can be restored without the use of Sun 

SAM software, supporting migration of data onto newer technologies as they are 

introduced, and preserving data for future generations.

How Sun SAM Software Works
Sun SAM software archives files by copying the files from online disk cache to archive 

media (Figure 2-1). In an archiving file system configuration, the Sun SAM software 

manages online, nearline, and offline data automatically and transparently to users 

or applications. The software presents users and administrators with a standard file 

system interface that supports the reading and writing of files as though the files 

reside on primary disk storage, regardless of their actual location. 

The software backs up files continually, automatically, and unobtrusively whenever 

they are modified. To be a candidate for archiving or re-archiving, a file must close or 

be changed. Sun SAM software archives multiple copies of files to archive media in 

a format compatible with standard UNIX tar commands. Archive media can consist 

of removable tape or magneto-optical cartridges in automated or manually-loaded 

storage devices. Data also can be archived to files in another file system through a 

process known as disk archiving. 

Administrators can use the Sun SAM software to automatically maintain online disk 

space at site-specified usage thresholds. Disk space associated with archived file data 

can be released for reuse, and the archived files restored to online disk at a future 

date. Data archiving can be performed on an as-needed basis, according to defined 

policies that determine when data should be archived, or in accordance with specific 

set schedules.

Tape Management in Sun SAM Software
There are unique and distinct performance advantages to deploying Sun SAM 

solutions for archiving data. The software takes advantage of tape infrastructure by 

creating archive candidates and writing the archives to tape in tarballs — multiple 

files in tar format. This approach keeps the tape devices running as data is streamed 

to tape in large chunks, instead of starting and stopping tapes as individual files are 

modified and written to the archive.
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The Sun Sam Archiving Lifecycle
Sun SAM software offers four core policy-based processes that comprise the data 

management lifecycle — an archiver, releaser, stager, and recycler.

Archiving

The archive process copies files from a file system to a volume that resides on 

a removable media cartridge or on a disk partition of another file system. The 

archiving function is initiated after disk-based files match a site-specific set of 

selection criteria. Creating up to four archive copies on a variety of archive media, 

administrators can specify the destination of the archive copy, how long the copy is 

kept, and how long the software waits before performing the archive operation. It is 

also possible to specify that files either never archived, or archived immediately. Disk 

volumes should be created on a different disk from the one where the original files 

reside. 

Releasing

The process of releasing reclaims disk cache space, making room for other files 

to be created or staged from archive media and maintaining the disk cache at a 

manageable size while older data is moved to lower cost storage tiers. Only files that 

have been archived can be released. 

The SAM software invokes the releaser process when a site-specified disk threshold 

is reached. Two threshold values, the high-water mark and the low-water mark, both 

expressed as a percentage of total disk space, are used to manage free space in the 

online disk cache. When online disk consumption exceeds the high-water mark, the 

system automatically begins releasing the disk space occupied by eligible archived 

files. Disk space occupied by archived file data is released until the low-water mark is 

reached.

Files are selected for release depending on their size and age, and the process can 

be performed automatically or through manual commands. Administrators can 

specify that files are to be released immediately after archiving, never released, or 

only partially released. Options can include retaining the first portion of a file on disk 

for speedy access and for masking staging delays, or releasing portions of the file 

individually if a file has been archived in segments. 

Staging

The stager process makes copies of file data from nearline or offline storage archives 

and places them back in online storage. When a user or process requests file data 

that has been released from the disk cache, the stager automatically copies the 

file data back to the online disk cache. To make the file available to an application 

immediately, the read operation tracks along directly behind the staging operation 
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so that the access can begin before the entire file is staged. The number of active 

stage requests can be virtually unlimited — the gating factor is the number of 

available disk drives that can be used for data restoration.

If a staging error is returned, the system attempts to find the next available archive 

copy of the file if one exists and there is a device available to read the archive 

copy media. Many staging errors such as media errors, unavailability of media, 

unavailability of an automated library, and others can be automatically processed.

Recycling

The goal of recycling is to transform space used by expired data into free space 

without losing any current data. As files in the file system are changed or removed, 

their archive images expire and the classification of their data changes from current 

to expired. The recycler keeps the amount of space consumed by expired data to the 

minimum level defined by site-specific parameters. 

The recycler transparently identifies archive volumes with the largest proportions 

of expired archive copies and moves the unexpired copies to separate volumes. 

If a removable media volume contains only expired copies, administrators can 

relabel the volume for immediate reuse or export the volume to offsite storage as 

a historical record of file changes. Standard UNIX utilities can be used to restore 

previous versions of files from expired archive copies.

Disk Cache

Clients

Sun SAM
and

Sun QFS
Software

Tape Archive

Archiving

Staging

Figure 2-1. Archiving and staging files using Sun SAM software
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Configuring an Archiving File System for High 
Availability
A Sun SAM archiving file system can be configured for high availability by using 

Solaris™ Cluster software for application failover. The cluster software monitors the 

node running the Sun SAM software. Should the monitor detect that the node is 

not responding or has gone offline, the cluster software isolates the node and fails 

over the Sun SAM software processes to a designated secondary node. By allowing 

the secondary node to host the archiving workload in the event of a primary node 

failure, the Solaris Cluster software can significantly reduce downtime and increase 

productivity.

NOTE:  Providing high availability in a Sun SAM software configuration is dependent upon 
a Solaris Cluster agent for the Sun SAM software. As a result, this configuration must be 
installed with a shared Sun QFS file system that is mounted and managed by the cluster 
agent.
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Chapter 3

The File System Function — Sun QFS Software

Sun QFS software is a shared SAN file system designed to solve file system 

performance bottlenecks by leveraging underlying disk technology and hardware. 

The high-performance, configurable Sun QFS file system helps to overcome 

traditional UNIX file system shortcomings such as the lengthy amounts of time 

required for file system checks after an unintended interruption, the amount of time 

needed to generate file systems, and limitations in file system scaling due to a finite 

number of files and inodes. 

In standard UNIX file systems, metadata — the information used to manage files on 

a disk device — is contained in files called inodes, with one inode for each data file 

on the disk. At file system creation, UNIX sets up a fixed number of inodes and places 

them at the beginning of the disk, resulting in a finite amount of space available for 

inodes. When the available inodes are exhausted no more files can be created on 

the disk, even if there is still disk space available. Placing the inodes on the same 

device as the data files they describe limits the maximum number of files the system 

can hold. Unlike traditional file systems, Sun QFS software allows the metadata to 

be placed on a separate disk device, making it easy to scale as storage needs grow, 

without limiting system performance.

To help ensure optimized throughput and scalability, the Sun QFS software limits the 

disk drive head movement through the use of new technologies such as metadata 

separation, variable block size — also known as disk allocation units (DAU) — pre-

allocation, direct I/O, and other features. Reading and writing to physical disks can 

be properly tuned with the hardware, regardless of whether a disk or RAID subsystem 

is used. Embedded volume management functions such as disk striping and disk 

allocation help to eliminate additional software layers and can use fewer system 

resources than other UNIX file systems to further improve performance and increase 

scalability.

Applications that write or request large files can gain maximum benefit from Sun 

QFS software. Linear scalability can be realized when the hardware is configured 

with several I/O channels to the disk, and when the applications, Solaris OS, and disk 

subsystems are optimized. While environments with less than two disk I/O channels 

and applications with very small files and I/O requests do not realize significant 

performance benefits, they can benefit from other Sun QFS software features such as 

the ability to share the file system.
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Consolidation and Utilization Benefits
In addition to performance enhancements, Sun QFS software can help to consolidate 

and improve utilization of resources (Figure 3-1). The Sun QFS system can be 

configured as a standalone local file system or as a shared SAN file system, and 

can host multiple readers with a single node that is able to write to the file system. 

The distributed file sharing services of Sun QFS software provide fast access and 

centralized control over large volumes of business data. For example, organizations 

can consolidate content for Web services serving static or semi-static Web pages, 

maintaining a single copy of the Web content that can be read by all Web servers 

and updated periodically. This approach streamlines Web page administration and 

eliminates the need for replicating content across multiple servers.

Figure 3-1. Resource consolidation using Sun QFS software
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How Sun QFS Software Works
Sun QFS software is implemented through the standard Solaris OS virtual file system 

(vfs/vnode) interface that is integrated into the Solaris OS kernel. File systems are 

activated in the system through this framework, eliminating the need for kernel 

modifications when a new file system is needed. The file system is protected from 

operating system changes and typically does not require extensive regression testing 

when the operating system is updated.

Unique File System Features
With a number of unique features, Sun QFS software can provide significantly 

enhanced performance. Designed to remove NFS bottlenecks, the Sun QFS software 

distributes file services among multiple servers accessing the data directly from the 

storage devices. Several unique features and capabilities enhance performance and 

differentiate the Sun QFS software from other UNIX file systems, including:

Metadata separation

File sharing in a storage area network (SAN) environment

Variable block size (DAU)

Integrated volume management features for disk striping

Fast file system recovery

Simultaneous reads and writes to a file from different threads (Q-Write)

Automatic direct I/O

Pre-allocating disk blocks

Multireader in a SAN

Multireader versus multiwriter

Metadata Separation

The Sun QFS file system supports the storage of metadata on a different device from 

the file data, which can help to improve system performance. When a file request 

is issued in a traditional file system, the inode must be read in order to locate the 

physical blocks on the disk. When requests for other files are issued, disk read 

operations are interrupted and the disk heads must reposition to read the inode 

information. Writing files requires the disk heads to reposition to update the inode 

information at the beginning of the disk and then move back to continue writing 

data. This continuous repositioning of the disk head severely limits data throughput 

and reduces overall performance of the system. 

When utilizing the Sun QFS file system, administrators can define one or more 

separate metadata devices to separate metadata from file data. The metadata 

disks have dedicated connections, providing an added level of security and 

performance benefits, as metadata lookup and data I/O operations do not interfere 
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with each other or cause contention. The metadata can be accessed and updated 

simultaneously on a separate device, resulting in reduced device head movement 

and rotational latency and improved RAID cache utilization. Another advantage of 

separate metadata devices is the ability to mirror the metadata without mirroring 

the file data. Mirroring the metadata significantly reduces the amount of disk drives 

needed while providing further performance enhancements. 

Maintaining metadata on a separate server from the server that contains the actual 

data files has another benefit. Without a fixed number of inode files placed on the 

device at file system creation, there are no limits on the maximum number of files 

the system can hold. As a result, the number of files — and the file system as a 

whole — can be enlarged dynamically. 

The Sun QFS software is also sufficiently flexible to support dispersing metadata 

across a single device. Configuring the file system in this way can provide better I/O 

performance for small file applications.

File Sharing in a Storage Area Network Environment

In addition to its role as part of a local archiving file system, Sun QFS software 

provides the ability for multiple Solaris OS hosts to read and write to a standard 

UNIX file system simultaneously. This innovation provides a new way to share data 

via iSCSI, FC, or Fibre Channel SANs. The Sun QFS shared file system passes file data 

directly from the Fibre Channel disks to the hosts via local path or direct access I/O, 

offering a performance advantage over NFS-based file systems that transfer data 

over the network.

When configured in this way, one Solaris OS host acts as the metadata server for the 

file system. The QFS Metadata Server provides allocation and file locking across all 

hosts mounting the shared file system. Additional hosts can be configured as clients. 

Kernel-to-kernel communication is used between the QFS Metadata Server and client 

hosts using TCP sockets. Multiple QFS Metadata Servers can be defined for a given 

file system, but only one QFS Metadata Server can be active at a given time. 

Variable Block Size

Disk space is allocated in basic units of online disk storage called disk allocation 

units (DAUs). While sectors, tracks, and cylinders describe the physical disk geometry, 

the DAU describes the file system geometry. The DAU setting is the minimum 

amount of contiguous space that is used when a file is allocated or updated — it 

determines the size of an I/O write to the file system. Sun QFS software supports the 

use of variable DAU sizes that administrators can define according to the type of I/O 

performed by particular applications. 
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Many users install RAID subsystems, with the most frequently implemented RAID 

levels being RAID-0, RAID-1, and RAID-5. RAID-0 concatenates disks to create a larger 

virtual disk. RAID-1 mirrors the disk drives within or across RAID arrays. RAID-5 

provides data protection by interleaving parity information across all the disks in the 

RAID-5 array. If one of the disks in the array fails, the parity data on the remaining 

disks can be used to reconstruct the data that was lost on the failed disk.

In a RAID-5 configuration, parity information must be changed every time a file is 

modified. The parity information is read and modified to reflect file changes and 

then written back to disk in a read-modify-write operation. If the DAU is not properly 

aligned with the hardware, the read-modify-write operation can generate significant 

system overhead and adversely affect system performance.

When writing data to a RAID-5 subsystem, the controller moves between available 

data disks (one disk less than the actual number of disks in the array due to the 

parity data) based on the stripe width setting, usually a value between 8 KB and 

128 KB. For example, in a RAID-5 subsystem with three data disks and one parity disk 

(3+1) and a stripe width setting of 16 KB, the DAU should be set to 48 KB (3 data disks 

x 16 KB = 48 KB) or a multiple of 48 KB such as 96 KB or 144 KB. This helps to ensure 

that the 16 KB blocks are contiguous and helps to minimize performance loss due to 

read-modify-write operations, disk latency, over- or under-writing tracks, and head 

repositioning delays. 

Integrated Volume Management Features for Disk Striping

While disk striping is not a new concept, Sun QFS software facilitates the creation 

of file systems based on disk stripes. The embedded volume manager functions in 

Sun QFS software bypass the Solaris Volume Manager software kernel routines and 

make it possible to create larger, single file systems from multiple disks, slices, RAID 

partitions, or subsystems. All reads and writes can be performed simultaneously 

and directly to multiple devices. This approach avoids the bottlenecks found in file 

systems that dictate the operation through only one meta device, and that limit 

scalability and performance due to additional volume management software layers. 

Sun QFS file systems are designed to provide increased bandwidth to sequential 

I/O applications and multiuser applications with flexible stripe options, allowing 

multiple I/O streams to simultaneously write a file across multiple disks. Sun QFS 

software supports both round-robin and striped allocation methods. Round-robin 

allocation generally provides the greatest aggregate throughput for multiple, 

simultaneous file streams by writing one data file at a time to a logical disk. The next 

file is written to the next logical disk, and so on. When the number of files written 

equals the number of devices defined in the family set, the file system writes the 

next file to the first device in the set. If a file exceeds the size of the physical device, 

the first portion of the file is written to the disk, and the remainder of the file is 

written to the next device containing available storage. The size of the file being 
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written determines the I/O size. Sun QFS file systems can also stripe files across all 

disk components at the file system allocation level, providing maximum throughput 

per single file.

To achieve truly extraordinary file system performance, Sun QFS software extends 

the striping concept to support stripe groups — a stripe of stripes. In addition to 

supporting standard striped or round robin allocation methods, Sun QFS software 

supports grouping individual disks or RAID partitions into a single logical disk. These 

logical disks can be striped together and accessed either in round robin fashion or as 

a large stripe. Sun QFS file systems link the disks together, allowing them to operate 

simultaneously and achieve predictable throughput speeds that can exceed those of 

other UNIX file systems. This approach is vital for data-intensive applications such as 

ATM transaction processing or video-on-demand that are performance-sensitive and 

typically support vast numbers of users.

Fast File System Recovery

In working with ultra large file systems, many IT planners fail to take into account 

the amount of time necessary to create the file system, restart or reconstruct the 

file system in the event of system interruption or loss. The process of creating, 

rebuilding, or recovering a traditional, non-journaled file system requires a time-

intensive file system check (fsck) to verify and repair inconsistencies in the file 

system structures. With file systems as large as a terabyte or more, hours or even 

days can be needed to complete an fsck process, assuming there are no further 

interruptions that require a restart. Even when recovering journaled file systems — 

which require several asynchronous processes to complete — not all transactions are 

guaranteed to be recoverable.

Sun QFS software contains built-in consistency processing that does not require 

performing an fsck. Integrated error checking dynamically detects and recovers 

critical I/O errors. Critical metadata writes are serialized and metadata identification 

records are recorded to help keep the file system consistent. These consistency 

processing methods help ensure that completed transactions are recoverable and 

keep overhead to a minimum.

By dynamically assigning inodes, Sun QFS software dramatically reduces the amount 

of time required to establish the file system structure. This approach also allows for 

an almost unlimited number of files in a Sun QFS file system and makes it possible to 

grow the file system without dumping and restoring the contents — a process often 

required by other file systems. As a result, creating, rebuilding, or growing a Sun 

QFS file system — even for terabyte-sized systems or larger — only requires a few 

seconds to complete.
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Q-Write

The Q-Write feature of QFS software enables simultaneous reads and writes to the 

same file from different threads by disabling the POSIX write-lock mechanism. This 

benefits databases and multithreaded applications by allowing multiple execution 

threads to update a single file in parallel. The Q-Write feature can be set for the 

entire file system when the file system is mounted via the qwrite parameter to the 

mount(1m) command, enabled in the /etc/vfstab file, the samfs.cmd file, or 

switched on through the API. It can also be extended across multiple sharing hosts. 

Applications using the Q-Write feature must be designed to control multiple threads 

writing to the same file to ensure data integrity is not compromised.

Automatic Direct I/O

Sun QFS software supports two different types of I/O. 

Paged I/O — Also known as cached or buffered I/O, paged I/O caches user data in 

virtual memory pages and the Solaris Virtual Memory Manager writes it to disk. 

Using paged I/O to read or write to disk can improve performance dramatically for 

small files and small I/O requests. By default, Sun QFS software uses paged I/O 

managed through standard Solaris OS interfaces.

Direct I/O — Direct I/O writes user data directly to disk cache and can yield 

substantial performance improvements for files containing large block, 

sequential, aligned I/O. There are a number of ways to specify direct I/O in QFS, 

depending on how the file system is configured. Direct I/O is advisable for large 

files and large requests.

If file sizes in the system are mixed, using direct I/O as the mount option decreases 

performance for small files and small I/O, so administrators should use the direct 

I/O file system mount option with caution. Sun QFS software allows the selection of 

direct I/O for individual files and directories by setting a file attribute. However, it  

can be time-consuming to manually try to determine which files require which type 

of I/O and set file attributes accordingly.

Sun QFS software supports switching between paged I/O and direct I/O based 

on contiguous reads or writes. This feature can improve the performance of the 

file system for environments containing a mixture of random and sequential 

workloads. Small files or small request sizes and larger sequential workloads can be 

automatically detected and the most appropriate I/O type applied. The automatic 

detection of workloads can be configured for reads, writes, or both, allowing for 

tuning the file system to the type of workloads presented by applications.
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Pre-Allocating Disk Blocks

The Sun QFS file system supports pre-allocation of disk blocks. When requested, the 

QFS software assigns a set of contiguous disk blocks for the write operation. Since 

these blocks are sequentially assigned, the application can write block after block to 

the disk without having to ask the file system to allocate additional blocks that may 

or may not be contiguous. Pre-allocating disk blocks can be used in conjunction with 

direct I/O, increasing performance by writing directly and sequentially to disk and 

bypassing the Solaris OS page cache.

Multireader in a SAN

Fibre Channel technology increases connectivity by allowing multiple servers to 

connect to the same disk drive or subsystem through multiported disk arrays or Fibre 

Channel switches. While UNIX file systems can share the same hardware by splitting 

up disk subsystems, multiple servers cannot share the same physical disk area. Files 

on these disks can only be shared via methods such as NFS mounting or FTP.

With Sun QFS software multireader functionality, any Sun QFS file system can be 

configured to be mounted directly on multiple systems simultaneously and shared by 

several Solaris servers. There is no limit to the number of Sun QFS shared file system 

mount points. One system mounts the file system as a reader/writer and all other 

systems mount the same file system as readers. In this configuration, there can only 

be one writer at any given time. In a failover situation, however, the file system can 

be remounted on any reader system as a reader/writer by simply unmounting the 

reader file system and remounting the file system as a reader/writer on another 

system.

In a Sun QFS file system configured as a multireader environment, when the writer 

closes a file, the Sun QFS software immediately writes all information for that 

file to disk and makes it available to a reader host. In addition, any time a file is 

accessed — whether through cat(1), ls(1), touch(1), open(2), or other method — 

the Sun QFS software invalidates and refreshes the metadata for the file on a reader 

host. A user-specified refresh rate ensures that the data is correct at the time the 

refresh is done, and helps to ensure that no host system in a multireader file system 

gets out of sync with the file system. This process ensures that all servers accessing 

the same file system can always access current data.
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Figure 3-2. Sun SAM and Sun QFS software configured as an archiving file system 
across multiple nodes in a shared SAN environment.

Configuration Options
The combined software packages can be configured as an archiving file system on a 

single node or distributed across multiple nodes in a shared SAN environment. Other 

file system configuration options support the creation of a multireader file system or 

a highly available file system with Solaris Cluster.

As a standalone file system on a single host.

As a shared file system — A shared file system grants multiple hosts the ability 

to write to and read from the file system and can provide heterogeneous shared 

access to data over a SAN. In a shared file system configuration, one Solaris host 

acts as the metadata server while the other servers act as clients.

As a multireader file system — A multireader file system lets a file system be 

mounted and accessed by multiple servers. Multiple hosts can read from the file 

system, but only one host can write to the file system. There is no limit to the 

number of file systems that can be mounted as readers. The file system helps to 

ensure that all servers that access the same file system can always access the 

current file system structures and data. When the writer closes a file, the Sun QFS 

software writes all information for that file to disk immediately.

With the Sun SAM software — This configuration provides a shared SAN file 

system with integrated Storage Archive Manager functions (Figure 3-2).

TCP/IP

Network-attached

Tape Library

Metadata Data

(FC or iSCSI LUNs)
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With the Solaris Cluster product for failover and high availability — Sun QFS 

software can be implemented with Solaris Cluster software in both shared or 

unshared configurations, depending on requirements. When the Solaris Cluster 

software in a shared file system configuration fails over, it automatically moves 

the Sun QFS file system operations from the failing server to a different server. 

The Solaris Cluster software then moves the metadata server’s operations from 

a failing node to another node automatically. Shared clients can be configured 

outside of the cluster as part of a Solaris Cluster environment. In the event 

of failure of a node configured as a highly available local system resource (an 

unshared configuration), the Solaris Cluster software automatically moves the file 

system to another node.

Sun QFS software provides the shared file system support for Solaris Cluster 

Advanced Edition for Oracle RAC.

Write-Once Support
The file system function supports the creation of file systems on write-once, read 

many (WORM) technology. WORM technology is non-editable data storage that 

cannot be altered, overwritten, or corrupted. WORM technology is used in many 

applications requiring high levels of data integrity or those relying on the accepted 

legal admissibility of stored files that use the technology. WORM technology can also 

play a role in storing other fixed content such as images and business data.

The WORM file system capabilities of Sun QFS software offer default and 

customizable file retention periods, data and path immutability, and subdirectory 

inheritance of the WORM setting. Once the feature is enabled and at least one 

WORM file is resident in the file system, subsequent attempts to rebuild the file 

system through the sammkfs() command fail. The WORM attribute is stored in the 

mount table and enables WORM files to be created in directories anywhere in the file 

system. 

Flexible Configurations
The worm_lite and emul_lite mount options create a modified WORM 

environment that eases the restrictions on actions that can be taken on WORM-

enabled volumes and retained files. Mechanisms exist to alter and even reverse 

some data retention decisions. The WORM lite options can be a solution for 

companies with document management and retention policies requiring data 

retention guarantees but not the strict constraints that WORM places on systems. 

The worm_lite and emul_lite options can also be used for testing and 

configuring WORM systems and applications before upgrading to the more strict 

standard WORM policies.
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Chapter 4

Creating a Complete Data Management Solution

Sun QFS and Sun Storage Archive Manager software can be configured to work 

together to support data-intensive applications that require scalable and flexible 

storage, superior data protection, and swift disaster recovery. While Sun QFS 

software can be installed alone if only file system features are needed, Sun SAM 

archiving features depend on Sun QFS software capabilities. Administrators must 

install the Sun QFS software, followed by SAM software, to obtain both file system 

and archiving functionality.

Sun Storage Archive Manager and Sun QFS Software
The combination of Sun SAM and Sun QFS software creates a compelling data 

management configuration. These two software packages can be configured in a 

couple of ways:

A local archiving file system

A shared SAN file system with archiving enabled

These software configurations provide advanced file sharing services with integrated 

data management for performance file sharing, automatic data protection, long-

term data retention, and fast recovery for large volumes of data. The various 

features of the software can be enabled or disabled depending on the application 

workload, performance requirements, service levels, and other user considerations 

for cost-effective and efficient data management. The ability to tune the software for 

application and user requirements results in a powerful solution.

Intended for organizations that need to improve user access and file sharing 

performance and reduce complexity and costs, the blended software configurations 

help businesses to automate data management and archive services across storage 

tiers based on the business value of the data generated.

Consolidation and Increased Utilization

The file system features of the 5.0 software release are Solaris Zones software-aware. 

Solaris Zones are a component of Solaris Containers technology, which provides an 

isolated and secure environment for running applications. A zone is a virtualized 

operating system environment created within a a single instance of the Solaris 

OS that provides standard Solaris operating system interfaces and application 

environments. Organizations can run Sun QFS and Sun SAM software within Solaris 

Zones as part of an effort to virtualize and consolidate resources and increase 

utilization.
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Multiple applications in one or more zones can access the same data by 

implementing the file system features with multireader and multiwriter capability. 

Utilizing these software configurations within Solaris Zones substantially reduces 

the amount of disk space used by each container, reduces installation and patch 

application time, and allows greater sharing of text pages in the virtual memory 

system.

Increase Data Availability and Data Access Speeds

Configurations using Sun SAM and Sun QFS software can be used to make the entire 

file system appear to be local and online, even when infrequently accessed files 

are copied to near-line storage devices such as tape libraries (Figure 4-1). These 

software tools work well for data-intensive environments such as video production, 

medical imaging, digital respositories, or other environments where the amount of 

data exceeds the ability to manage it efficiently or cost-effectively online. Deploying 

such a configuration can maximize disk utilization while still providing access and 

visibility to the entire file system for applications that need it.

NFS File

System 

TCP/IP

Sun QFS
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Sun SAM and  

Sun QFS Software

Sun SAM and 

Sun QFS Software

Copy 1

Copy 4

Copies

5 and 6

Copy 2
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Figure 4-1. A shared file system with archiving enabled can help to secure files and 
facilitate backup and restore operations.
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Data Retention for Regulatory or Industry Compliance

A number of regulations require organizations to retain data for specified periods 

of time and ensure it is stored in a secure fashion with complete audit trails. These 

regulations include Sarbanes-Oxley (SOX), the Health Insurance Portability and 

Accountability Act (HIPAA), Securities and Exchange Commission (SEC 17a), Basel II, 

and many others. Sun SAM software provides a tiered storage approach that can be 

implemented for data retention purposes, but sometimes legal requirements dictate 

more secure methods. The WORM file system functionality in Sun QFS file systems 

can be used to archive data in fixed-content, non-erasable format. The technology 

assures data integrity and can be legally admissible, making it a good solution 

for secure, long-term safeguarding of data for regulatory or industry compliance 

purposes. At the same time, data stored in this fashion can be easily accessible 

and retrieved quickly. A configuration utilizing Sun SAM and Sun QFS software can 

provide storage tiering while maintaining data that must be rigorously conserved 

with the write-once capabilities of Sun QFS software.

Digital Repository and Video-on-Demand Applications

The combination of Sun QFS software for scalability and high-performance file 

sharing and SAM software for archiving functions supports storage of program-

length video files while offering high throughput speeds to satisfy demand. 

Numerous organizations have used these software tools together in configurations 

that provide media content delivery and archiving solutions. With many different 

applications for video, networks use it as a digital repository for standard definition 

(SD) and high definition (HD) programming and other digital media companies use 

it for content delivery and project management. It is also vital for tele-surveillance 

applications where video files must be retained for specified periods of time.

Government Agencies Implement Data Archiving Solutions

The high-performance file system and archiving features of these software products 

appeal to government agencies with requirements to store large digital archives 

securely and efficiently. The Library of Congress implemented a solution combining 

Sun SAM and Sun QFS software that can create 10 million files in four hours. 

Performing at a minimum of 2 GB per second at full duplex, the solution is limited 

only by the amount of storage available.

Sun SAM software provides application transparent migration between media during 

hardware replacement cycles to dramatically simplify the process of moving to newer 

technologies and support future infrastructure upgrades. The archive is designed 

to last as long as the United States continues to exist. The Library of Congress 

solution consists of an AMD Opteron™ processor-based Sun server configured with 

large memory capacity and high-performance PCI Express buses attached to a Sun 

StorageTek FlexLine 380 Storage System using a 4 Gbps RAID controller. 
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To allow file system data and metadata to reside on devices best suited for different 

data access patterns, the Library uses 72 GB 15K RPM drives for small block random 

file system metadata and 300 GB 10K RPM drives for file system data that has a 

streaming access pattern. Sun StorageTek 4 Gb Fibre Channel PCIe HBAs provide 

failover and load balancing for the RAID devices.

High Availability Archiving Configuration Using Solaris Cluster
A solution that combines Sun SAM and Sun QFS software can be configured for 

high availability by using Solaris Cluster software to enable application failover. 

The software monitors the node running the software and automatically relocates 

archiving services to a designated node in the event of a failure. By allowing another 

node in the cluster to host the archiving workload when the primary node fails, 

Solaris Cluster software can significantly reduce downtime and increase productivity.

A high availability configuration that integrates Sun SAM and Sun QFS software 

depends on the Sun QFS Solaris Cluster agent to relocate services. As a result, this 

configuration must be installed with a shared Sun QFS file system that is mounted 

and managed by the Sun QFS Solaris Cluster agent.
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Chapter 5

For More Information

Sun SAM and Sun QFS software can be utilized by organizations of all sizes to 

improve shared access to information across the enterprise and to more easily 

manage, scale, and protect large data-intensive environments. With features that 

make it possible to consolidate massive volumes of data, the combined benefits 

of Sun SAM and Sun QFS software can help organizations to tackle the cost and 

complexity of traditional data management solutions. 

Implementing Sun SAM and Sun QFS software can help organizations to provide 

automatic data protection without taking applications offline. Written to address 

the particular challenges of immense data stores, the innovative software features 

support fast data access and recovery and can enhance performance while 

maintaining data integrity and consistency.

To read more about Sun Storage Archive Manager and Sun QFS File System, see the 

URLs listed below or contact your local Sun sales representative.

Table 5-1. Web sites for more information.

Topic URL

Sun QFS Software sun.com/storage/management_software/
data_management/qfs/

Sun QFS Software Datasheet sun.com/storage/management_software/
data_management/qfs/qfs_datasheet.pdf

Sun Storage Archive Manager sun.com/storage/management_software/
data_management/sam/ 

Sun Storage Archive Manager and QFS File 
System Information Center

wikis.sun.com/display/SAMQFSDocs/
Home

Sun Storage White Papers sun.com/storage/white-papers/
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