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Chapter 1 

Increasing Importance of Business Data 

The flow of commerce produces data at every turn, prompting the creation of information 

repositories that can be mined and analyzed to improve future business results. The benefit of 

electronic information to thriving in today’s competitive markets is undeniable. Indeed, the 

ability to reap the full value of enterprise data is quickly becoming a vital part of business success. 

Effective management of large data repositories now plays an important role in everything from 

meeting day-to-day organizational objectives to launching a product ahead of the competition. 

The Need for Effective Data Sharing 

A key to gaining the most value from stored data lies in better information sharing. The ability to 

provide broader organizational access to data repositories can help companies dramatically 

improve results. For example, enabling business analysts to access data from a variety of sources, 

including the manufacturing process, sales efforts, and financial systems, can increase the 

accuracy of their decisions. In the product development arena, data sharing increases the visibility 

of important findings among a community of researchers or engineers, helping to reduce time to 

market for new products. Access to inventory data at multiple locations helps operations staff 

optimize the flow of product manufacturing and also can reduce costs by avoiding unnecessary 

duplication of data collection.  

Comparing Approaches to Data Storage 

Storage architectures heavily influence the simplicity of file sharing and the scalability of the data 

repository. Two basic data storage architectures — Network Attached Storage (NAS) and 

Storage Area Networks (SAN) — constitute the most prevalent approaches to data storage 

within today’s datacenters. 

NAS architectures are generally built with storage appliances that include Fibre-Channel or Serial 

Advanced Technology Attachment (SATA) drives in a RAID array along with built-in software 

offering features such as file system journaling, checkpointing, remote mirroring, and clustering 

options. Clients access a NAS infrastructure through a TCP/IP connection in the local area 

network using protocols such as NFS, Common Internet File System (CIFS), and HTTP 

(Figure 1). In order to perform data transfers, a NAS device identifies data by file names and byte 

offsets. Oracle’s NAS offerings include Sun Storage 7000 Unified Storage Systems which scale up 

to 288 TB of storage space. 
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Figure 1. Typical NAS architecture 

 

Storage area networks utilize modular general-purpose and enterprise-class storage arrays with 

Fibre Channel and SATA drives. A Fibre Channel switch resides between servers and these 

storage arrays to establish high-bandwidth connectivity (Figure 2). Multiple hosts can connect to 

a SAN to share access to the total amount of storage space. A SAN addresses data by disk block 

number and transfers raw disk blocks. Oracle’s SAN offerings include the Sun StorageTek 9990V 

system that scales up to 1134.5 TB of data. 

 

 

Figure 2. Typical SAN architecture 
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Despite the rich feature set offered by modern NAS devices and their ability to rival the reliability 

of a SAN infrastructure, SANs remain more scalable and continue to offer better performance 

through a direct, high-bandwidth connection between servers and storage. Projects with 

performance sensitivity, vast amounts of data, or large numbers of users continue to benefit from 

SAN deployments. 

Maximizing the Value of SAN Infrastructure Investments 

The return on new and existing investments in SAN infrastructure can be further maximized by 

employing Sun Storage Archive Manager (SAM) and Sun QFS shared file system software. The 

technologies within Sun SAM and Sun QFS software enhance the scalability of file systems in a 

SAN infrastructure and add capabilities such as enterprise-wide file sharing, advanced data 

lifecycle management, and strong data protection.  

Sun SAM software provides an archiving service and Sun QFS software supports the 

implementation of a local or shared file system. Flexible configuration options offer the ability to 

create various deployments, including a local file system, a local archiving file system, a shared 

SAN file system, and a shared SAN file system with archiving enabled. Utilizing both products in 

a SAM-QFS configuration creates a shared SAN file system with archiving enabled that can 

deliver the following benefits: 

• Enhances collaboration with simultaneous, shared access to files and data 

• Optimizes workflow with rapid data storage and access, as well as the ability to fine-tune file 

services for better performance 

• Reduces storage costs by improving operating efficiencies  

• Enhances data availability by automating data lifecycle management 

• Allows retention of more business data by maximizing file system scalability 
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Chapter 2 

Build a More Capable SAN Infrastructure 

Based on the ability to offer exceptional performance, reliability, and scalability, many enterprises 

choose SANs to serve as the backbone for storage of the most critical business data. With a 

SAM-QFS configuration, organizations can derive additional value from current investments in 

SAN technology through improved data sharing, policy-based archive services, and even greater 

scalability. This approach to enhancing enterprise data management capabilities can simplify the 

retention of additional business process data, lead to more effective use of large data repositories, 

and create a pathway for collaboration that can result in better business results. 

Simplify Sharing Files Across the SAN 

SAN infrastructures support massive data storage scalability and the Fibre Channel switches 

within a SAN topology serve to enable the connection of multiple hosts. However, separation 

mechanisms designed to protect data integrity keep the hosts within a particular SAN from 

accessing the same data simultaneously. In addition, SANs traditionally lack the ability to 

understand popular file access protocols. These limitations of a SAN infrastructure can increase 

the complexity of providing access to valuable business information when and where it is needed. 

Many organizations can benefit from adding the Sun QFS shared file system to a SAN 

infrastructure to increase data access flexibility while also continuing to support strong data 

integrity.  

As shown in Figure 3, the Sun QFS shared file system can provide users across the enterprise 

with shared, simultaneous, heterogeneous access to files or data sets. The Sun QFS shared file 

system supports file sharing across multiplatform SAN environments using protocols such as 

NFS, CIFS, Apple Filing Protocol, FTP, and Samba. Users and enterprise applications can share 

files and access large volumes of data with little or no degradation in performance. Up to 512 

systems running QFS can share access to the same data while maintaining file integrity. To 

protect data, the QFS software handles allocation and file locking across all hosts mounting the 

shared file system. Kernel-to-kernel communication is used between the Sun QFS Metadata 

Server and client hosts using TCP sockets. 
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Figure 3. The Sun QFS shared file system increases file access flexibility, simplifies data sharing, and helps ensure data integrity. 

Maximizing Scalability 

SANs excel at overall data storage scalability. However, there are two important elements related 

to evaluating the scalability of a file system within a SAN — the number of files supported and 

maximum file system size. Paving the way for storage of a large number of files within any 

storage architecture relates to the handling of metadata — the information used to manage files 

on a disk device. Constructs related to metadata within the structure of standard UNIX® file 

systems can artificially limit file system scalability. For example, UNIX file systems commonly set 

aside a fixed amount of space for metadata. Running out of space for metadata prohibits the 

creation of additional files on a disk — even if the disk still has additional storage capacity. In 

contrast, Sun QFS software places metadata and data on separate disk devices, setting virtually 

no limits on the number of files or file systems that can be created. 

To maximize file system size, Sun QFS software facilitates the creation of file systems based on 

disk stripes. The embedded volume manager functions in Sun QFS software bypass the Oracle 

Solaris volume manager software kernel routines and make it possible to create larger, single file 

systems from multiple disks, slices, RAID partitions, or subsystems. All reads and writes can be 

performed simultaneously and directly to multiple devices. This technique also helps avoid the 
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bottlenecks found in traditional file systems that dictate the operation through only one meta 

device, and that limit scalability and performance due to additional volume management software 

layers. With this approach, Sun QFS software delivers file system scalability up to 4 PB. To 

reduce the complexity of managing large amounts of data, Sun QFS software offers the ability to 

grow or shrink file systems online. 

High-Performance Data Access 

I/O throughput tends to be one of the most common bottlenecks to achieving faster application 

performance. The retrieval of data from a disk drive requires the physical rotation of disk 

platters, introducing greater latency than nearly every other application processing step. To 

maximize I/O performance, Sun QFS software supports two different types of I/O that can 

help reduce the number of read and write requests to and from physical disk drives. 

• Paged I/O — Also known as cached or buffered I/O, paged I/O caches user data in virtual 

memory pages and the Oracle Solaris virtual memory manager writes it to disk. Using paged 

I/O to read or write to disk can improve performance dramatically for small files and small 

I/O requests. By default, Sun QFS software uses paged I/O managed through standard Oracle 

Solaris operating system interfaces. 

• Direct I/O — Direct I/O writes user data directly to disk cache and can yield substantial 

performance improvements for files containing large block, sequential, aligned I/O. Direct 

I/O is advisable for large files and large requests. 

Paged and direct I/O capabilities help improve the performance of databases and other 

applications that use random file access. To improve the performance of sequential applications, 

Sun QFS software offers integrated volume management with striped and round-robin disk 

access. This approach enables multiple I/O streams to write in parallel across multiple disk 

systems. Adjustable disk allocation units let users tune file systems to maximize performance 

based on the number and size of files. To further optimize I/O throughput, Sun QFS software 

also supports switching between paged I/O and direct I/O based on contiguous reads or writes. 

Through automatic detection mechanisms the most appropriate I/O type is applied, improving 

the performance of the file system for environments that contain a mixture of random and 

sequential workloads.  

As previously mentioned, the Sun QFS file system supports the storage of metadata on a 

different device from the file data. Because the metadata disks have dedicated connections, 

metadata lookup and data I/O operations do not interfere with each other or cause contention. 

This structure can improve the performance of data reads and writes over a traditional UNIX file 

system by reducing device head movement and rotational latency and improving RAID cache 

utilization.  
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Effective Data Lifecycle Management 

Given an increasing reliance on electronic business transactions, the data repositories within 

many enterprises are continually expanding. While retaining this business information can bring 

value to the organization, storing massive amounts of data while also ensuring adequate data 

protection can seem cost prohibitive. Using Sun SAM software can help organizations achieve 

continuous automated data protection while minimizing the expense of data storage.  

Sun SAM software provides archiving services that allow users to create archive copies of files 

across different storage tiers based on the business value of the data. The archiving service of 

Sun SAM software supports the creation of up to four archive copies to different media types or 

different tiers of storage, including disk and tape (either local or remote) for disaster recovery. 

Based on specific retention and retrieval policies, data is automatically written on the most cost-

effective storage. Regardless of the storage location chosen for any particular piece of data, the 

software supports direct user access to data and applications remain unaware of the physical 

location of data. This active management of data reduces expenses by exploiting the substantial 

cost differences between high-end disk drives, lower cost SATA drives, and economical tape 

media and libraries. In addition, files are stored using an open storage format, supporting the 

migration of data onto newer technologies as they are introduced, and preserving data for future 

generations. 
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Chapter 3 

The Business Benefits of Advanced Data Services 

Advanced data services are becoming vital to making effective use of valuable business data 

repositories. Figure 4 highlights some of the main capabilities that Sun SAM and Sun QFS 

software can add to SAN infrastructure to help organizations improve data management and 

achieve better business results. As described in the following examples, many organizations 

already realize the benefits of deploying a shared SAN environment that includes Sun SAM and 

Sun QFS software. 

 

Figure 4. By optimizing data management, organizations can improve business results. 

Improve Workflow with Enterprise File Sharing 

For many types of workers, documents and event records are critical to completing their day-to-

day job responsibilities. Simplifying access to the right information often makes a significant 

difference in the efficiency of an organization. For example, the German Federal Ministry of 

Finance set out to develop and implement automated tariff and local customs handling systems 

(ATLAS) to improve customs procedures. This German government agency, in support of an 

overall eGovernment initiative, created a new highly available three-tier system to automate 

customs clearance based on Sun servers and storage systems. Data is stored on four Sun 

StorageTek 9990 and 9980 systems at two locations approximately 10 kilometers apart, and on 

Sun StorageTek 6540 arrays for disaster recovery. The Sun QFS shared file system supports file 

sharing and Sun StorageTek Operations Manager software supports storage area management. 
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Since deploying the ATLAS system, customs clearance is faster and more accurate, and the 

agency has been able to reduce customs staff by approximately 700 employees. For more 

information please see: sun.com/customers/servers/fed_ministry.xml 

Scale to Meet Demanding New Business Initiatives 

Within every industry, technology can introduce inflection points that bring about a radical 

departure from business as usual. Today, taking best advantage of scalable data repositories can 

be the difference between significantly better business results and mere survival. For example, 

combining the ability to store massive amounts of data for rapid retrieval with the digitization of 

video and music recordings is revolutionizing the entertainment industry. During this unique 

time of transition, organizations need technology solutions that help ease the move to more 

advanced programming capabilities. To meet this business challenge, HBO called on Sun and 

Grass Valley technology to help build a digitized, server-based storage and play-out system to 

support its bicoastal network of 30 standard-definition (SD) and four high-definition (HD) 

channels, as well as on-demand distribution.  

Within the HBO solution, Sun QFS high-performance file-sharing software provides the 

scalability needed to store the large program-length video files and the powerful performance 

required to meet HBO’s demanding throughput goals. The multitiered storage solution that 

houses the HD content includes 192 TBs of Sun StorageTek 9990 storage. HBO’s Oracle 

software-based broadcast scheduling application runs on clustered Sun Fire V440 servers which 

are attached to a Sun StorageTek 3510 disk array. Based on the software’s ability to handle large 

blocks of streaming data, HBO chose Sun QFS file system software to support the applications.  

This marriage of computer industry and broadcast industry technology gave HBO an 

environment that provides broadcast-quality throughput and broadcast quality-of-service (QoS) 

levels at costs well below what could be achieved through a traditional video tape-based storage 

and delivery system. The reliability, redundancy, and high availability of the Sun solution 

supports HBO’s aggressive mission to provide five-nines (99.999%) availability to its customers. 

Sun’s effective enterprise servers, storage solutions, software, and services provide the reliability 

HBO needs to plan for tomorrow’s programming challenges. For more information please see: 

sun.com/customers/storage/hbo.xml 

Speed Progress 

For scientific researchers, the time to complete electronic computations, models, and simulations 

directly impacts the pace of discovery. Because sizable data models are key to these analyses, I/O 

throughput plays an important role in speeding progress. The Arctic Region Supercomputing 

Center at the University of Alaska Fairbanks operates under the U.S. Department of Defense 

High Performance Computing Modernization Program (HPCMP). Located on the campus of the 
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Arctic University of the United States, ARSC is a research leader in supporting scientific analysis 

and discovery of Polar Regions with state-of-the-art technology and high-performance 

computational resources. ARSC needed a cost-competitive solution for supercomputing in a 

complex, heterogeneous environment that supported 24x7 access to computational resources for 

worldwide community of Arctic researchers and HPCMP users.   

To collect and store the terabytes of data associated with the large HPC systems, ARSC uses Sun 

Fire E6800 servers backed by a new Sun StorageTek SL8500 modular library system. A SAM-

QFS configuration supports the high-speed file transfers between the compute nodes and the 

archive. The supercomputer’s planned, optimum computing performance at teraflop speed aids 

scientists to predict weather patterns that have immediate impact on the safety of aircraft and 

passengers. For more information please see: sun.com/customers/servers/arsc.xml 

Realize Cost-Effective Data Retention and Protection 

As the size of data repositories continue to grow, organizations are realizing the need for 

approaches to data management that can help minimize costs and administrative burden without 

compromising data protection. The Idaho National Laboratory (INL) provides an example of the 

benefits of utilizing a SAM-QFS configuration to meet these needs. INL is an applied 

engineering laboratory dedicated to supporting the U.S. Department of Energy’s missions in 

nuclear and energy research, science, and national defense. In 2002, U.S. Secretary of Energy 

Spencer Abraham designated the INL as the lead laboratory for nuclear energy research. As part 

of the Generation IV nuclear energy systems initiative, secure collaboration was crucial.  

Sun’s grid computing solution provides the security levels INL required. By using Oracle Solaris 

Containers technology, CPUs, physical memory, and network bandwidth can be allocated and 

controlled on a fine-grained basis, helping simplify computing infrastructures and improving 

resource utilization. Moving to the Sun solution also offers INL a fundamental improvement in 

data storage. INL uses a SAM-QFS configuration to manage data on the storage arrays. The 

solution automatically backs up work in progress and creates file copies from the source that can 

be migrated to any storage media. By setting archiving policies that determine when, where, and 

how information is stored, large volumes of data can be managed cost-effectively. For more 

information please see: sun.com/customers/servers/inl.xml 
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Chapter 4 

Conclusion 

A SAN infrastructure offers the reliability and scalability required for the most critical and 

demanding enterprise projects. By supporting shared file access, massive file system scalability, 

extensive data protection, and smart archival services, Sun SAM and Sun QFS software can help 

organizations maximize the value of investments in a SAN infrastructure. The advanced services 

supported by the Sun SAM and Sun QFS software can help organizations unlock the true value 

of data repositories, increasing collaboration through data sharing, maximizing productivity with 

fast file transfer speeds, managing more data with greater simplicity, and reducing costs through 

policy-based data archival.  

For More Information 

To learn more about Oracle products and the benefits of Sun SAM and Sun QFS software, 

please contact an Oracle sales representative, or consult the related Web sites listed in Table 1. 

 

TABLE 1. WEB SITES FOR MORE INFORMATION 

DESCRIPTION URL 

Sun Storage Archive Manager sun.com/storage/management_software/data_management/sam 

Sun QFS Shared File System sun.com/storage/management_software/data_management/qfs 

Sun Storage Tape Products sun.com/storage/tape.jsp 

Sun Storage Disk Systems sun.com/storage/disk.jsp 

Sun Storage Solutions sun.com/storage/solutions.jsp 
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