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Introduction 

This paper provides reference architectures for setting up a secure, multitenant, infrastructure as a 

service (IaaS) private cloud using Oracle OpenStack for Oracle Solaris. The reference architectures 

are useful for cutting costs by condensing database workloads and achieving faster deployment of 

Oracle Database instances. OpenStack also provides a single management tool for multiple clouds 

and, hence, makes data center operations simpler. The reference architectures are based on Oracle 

servers, the Oracle ZFS Storage ZS3-2 appliance, and Oracle network switches, and they run Oracle 

Solaris 11.3, which comes fully integrated with the Juno release of OpenStack. 
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Oracle OpenStack for Oracle Solaris 

OpenStack is a project that started between Rackspace and NASA back in 2010, when the two organizations 

collaborated to codevelop cloud software they had both started developing in-house. OpenStack is open source 

software, built using Python, and it provides the foundation for IaaS, platform as a service (PaaS), and software as a 

service (SaaS). Since those early years, it’s become the fastest growing open source project, with thousands of 

commercial and individual contributors spread across the globe. OpenStack combines compute, network, and 

storage resources at a higher level, exposed through a web portal with a single management pane, allowing 

administrators to manage a variety of storage devices and hypervisors. Additionally, all cloud services are exposed 

with a series of RESTful APIs, allowing developers and administrators to easily connect these and expand the 

capability of the platform. 

Oracle Solaris 11 includes a full distribution of OpenStack as a standard, supported part of the platform. Thus, this 

platform brings all the strengths of a robust enterprise operating system—immutable zones, zero-overhead 

virtualization, ZFS compression, and deduplication and encryption—to a secure cloud solution that is easy to deploy, 

easy to manage, and easy to observe. This combination enables organizations to securely deliver services in 

minutes rather than in weeks or months and, using OpenStack’s vendor-neutral API, also manage a heterogeneous 

mix of hypervisors and infrastructure in the data center. 

Basic OpenStack Services 

» Cinder: This service provides block storage for the OpenStack compute instances. It manages creation, as well as 

attaching and detaching block devices to servers. 

» Glance: This component provides discovery, registration, and delivery services for disk and server images. The 

stored images can be used as templates for deployment of virtual machines (VMs). Glance allows querying of VM 

image metadata as well as retrieval of the actual image. 

» Horizon: This component provides a dashboard management tool to access, provision, and automate cloud-

based resources. 

» Keystone: This service provides authentication and high-level authorization between cloud services. It provides a 

central directory of users mapped to the cloud services they can access. 

» Neutron: This is a service for managing networks and IP addresses. It provides a variety of networking topologies. 

Software-defined networking can be used to support a high level of multitenancy and massive scale. 

» Nova: This is the primary service that provides the provisioning of virtual environments based on user requirement 

and the available resources.  

» Swift: This component provides object storage through a redundant and scalable storage system, with objects 

and files written to disk drives across multiple servers in a data center and managed by OpenStack software.  

Project Background 

This document shows how to roll out a converged infrastructure (combined server, storage, and network) based on 

OpenStack. A use case can be a database as a service (DBaaS) cloud, for example, running Oracle Database as a 

cloud service for testing and development. 

Goals for DBaaS  

For enterprise customers operating large data centers, the common reasons for moving to OpenStack based cloud 

are the following: 

» Self-service deployment of databases 

» Ability to condense database workloads to reduce the database resources needed and, hence, save money 

» Reduced deployment time and efforts 

» Standardization and reduced complexity 
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» Flexible use of resources 

» Self-service lifecycle management 

» Ability to use a single management tool for multiple clouds 

Business Challenges 

There are many business challenges, because the cloud is a new way to run services in a data center for a 

customer. The typical concerns are as follows: 

» Security in the cloud 

There are security concerns and apprehensions about moving corporate operations to a private cloud. In this age, 

where cyberattacks are common, customers are afraid of unauthorized access to sensitive customer data, so 

security is a major concern when creating private clouds. 

» Ability to connect to the existing corporate network 

Customers want a new cloud infrastructure to be able to connect to the existing corporate network with as little 

effort as possible. Thus, the new infrastructure required for the cloud has to be prepackaged and ready to go by 

plugging in to the corporate network with a controlled access point.  

» High availability 

For moving to the cloud, one major concern is to have cloud services be available with no downtime because a 

cloud outage leads to downtime for developers for a test and development cloud.  

Architecture of a Private Cloud 

Oracle OpenStack for Oracle Solaris combined with Oracle hardware provides a highly secure, self-service, private 

cloud platform that is optimized for Oracle workloads such as those from Oracle Database and Java applications.   

Enterprises face a number of architectural decisions while rolling out a private cloud for their data center. This 

section covers the various choices regarding the network and storage capability for the cloud, along with the merits 

and demerits of each. Then, two cloud architectures—a multitenant cloud architecture and a single-tenant cloud 

architecture—are described. These architectures consist of Oracle servers, Ethernet switches, and ZFS storage 

prepackaged in a rack and powered by Oracle Solaris.  

Network Options 

A variety of connectivity options exist for the private cloud, depending on the desired level of isolation and network 

performance.  

For simple, single-tenant clouds, a flat network is usually the best choice. In the case of a flat network, the compute 

nodes are directly connected to the data center. Hence, all cloud instances can communicate with each other 

because there is no network isolation, as shown in Figure 1.   

For supporting multiple tenants in a private cloud, a layer 2 network virtualization technology such as tagged VLAN 

or VXLAN is needed. The cloud instances created on compute nodes are assigned to isolated OpenStack networks, 

called broadcast domains. All VMs within the same broadcast domain can reach each other by broadcast at the data 

link layer and, hence, they belong to the same tenant. Figure 2 shows a typical multitenant cloud architecture using 

VLAN/VXLAN. 

Features of Different Network Choices 

» Flat network 

» All devices are part of the same broadcast domain. 

» This architecture reduces cost, maintenance, and administration for simple clouds. 

» There is no redundancy or network isolation because this architecture routes all traffic through a single 

switch, so there is no possibility of multitenancy in the cloud. 
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» Tagged VLAN 

» Encapsulation for overlay networks exists at layer 2 (L2). 

» This architecture provides excellent network performance. 

» This architecture requires access to the used switches to enable traffic for multiple VLANs on certain ports. 

» VXLAN 

» Encapsulation for overlay networks is at layer 3 (L3). 

» There is no need to configure switches. 

» Performance can be limited due to protocol overhead and required offload functions for VXLAN in network 

adaptors. 

Thus, between the two network virtualization technologies, VXLAN is good for easy setup of cloud networks, 

whereas tagged VLAN enables better network performance. 

Figure 1: Single-tenant cloud architecture using a flat network architecture 
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Figure 2: Isolated multitenant cloud network architecture using VLAN/VXLAN 

 

Neutron L3 Agent 

The Oracle Solaris implementation of Neutron supports a provider router with private network deployments. By 

default, this router doesn’t allow network traffic between different private networks belonging to the same tenant.  

This router provides connectivity to the outside world for the tenant VMs. It does this by performing bidirectional 

network address translation (NAT) on the interface that connects the router to the external network. Tenants create 

as many floating IP addresses (public IP addresses) as they need or as are allowed by the floating IP address 

quota, and then they associate these floating IP addresses with the VMs that need outside connectivity. Figure 3 

shows a bidirectional NAT table with floating IP addresses for the VMs on two compute nodes. 
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Figure 3: Bidirectional NAT table for floating IP addresses at Neutron L3 agent  

 

Network 10.134.13.0/24 is reachable from the outside world. Tenants will create floating IP addresses from this 

network and associate them to their VMs. VM1, VM2, and VM3 have floating IP addresses 10.134.13.40, 

10.134.13.42, and 10.134.13.9 associated with them, respectively. These VMs are reachable from the outside world 

through these floating IP addresses. 

Storage Options 

There are two storage options: shared storage and local storage. 

Shared Storage 

In a shared storage architecture, disks storing the running instances are located outside of the compute nodes. 

Cloud instances can then be easily recovered through migration and evacuation, in the event that a compute node 

fails. Using shared storage is operationally simple because having separate compute hosts and storage makes the 

compute nodes “stateless.” Thus, if there are no instances running on a compute node, the node can be taken 

offline and wiped completely clean without having any effect on rest of the cloud. This type of storage can be scaled 

to any number of spindles. 

However, heavy I/O usage by some instances can affect unrelated instances on other compute nodes. Also, heavy 

use of the storage network can decrease performance. 

A decision about what type of shared storage to use can be made based on performance, cost, and availability. 

Choices include an Oracle ZFS Storage Appliance, shared storage through an Oracle Solaris node as an iSCSI 

target server, or shared storage through a Fibre Channel (FC) storage area network (SAN) storage system.   

Comparison of Different Shared Storage Options 

While FC SAN storage delivers the best performance and high availability (HA), it is the costliest option. Not only are 

the storage controllers more expensive than iSCSI solutions, but also the required FC network switches are more 

expensive than a typical 10 Gb/sec Ethernet switch needed for iSCSI storage.  
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iSCSI storage is less expensive, but it is known for lower scalability, lower availability, and poorer performance. Also 

iSCSI setups are seen as being more-complex setups.  

To overcome the latter issue, Oracle ZFS Storage Appliance can be used to ease the iSCSI setup. 

Local Storage 

Each compute node’s internal disks store all the data of the instances it hosts. Thus, heavy I/O usage on one 

compute node doesn’t affect the instances on other compute nodes.  

Direct access to disks allows for better storage performance and is very cost effective, because there is no need for 

a separate storage network. The disk performance on each compute node is directly related to the number and 

performance of existing local disks. The chassis size of the compute node will limit the number of spindles able to be 

used in a compute node. 

However, if a compute node fails, the instances on it can’t be recovered. There is no possibility of instance migration 

or evacuation. This can be a major issue for cloud services that create persistent data. But there are other cloud 

services possible that run just processing services without storing local data. In this case, no local data is created 

and a redundancy of cloud instances is created through external load balancers. 

Cloud Architecture Options  

There are two cloud architecture options: a multitenant architecture and a single-tenant architecture. 

Multitenant Cloud Architecture 

The grouping of multiple information technology components into a single, optimized computing package is referred 

to as a converged infrastructure (CI). Figure 4 shows an overview of a multitenant cloud architecture. The compute 

nodes are invisible to the corporate network. Compute instances connect to the corporate network through an 

OpenStack L3 node, which provides routing, NAT, and firewall services for the cloud. 

A converged infrastructure rack with Oracle Solaris has the following: 

» Management nodes with multiple Oracle Solaris Kernel Zones as the cloud controller 

» Compute nodes 

» Oracle ZFS Storage ZS3-2 appliance as the shared storage 

  

Figure 4: Schematic of multitenant cloud architecture showing different nodes and networks 
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This architecture is very powerful in that it is a fully optimized solution and the cloud network, storage network, and 

OpenStack network are all internal to the rack. Thus, the user is required to plug only a couple of wires into the 

network node—those for the utilities controller and the OpenStack controller—in order to integrate the system into 

the customer’s data center. 

Thus, a multitenant cloud architecture using network virtualization with VLAN/VXLAN can have two architectural 

choices based on the type of storage, as shown in Figure 5 and Figure 6.  

Multitenant Cloud Architecture with Shared Storage 

This configuration offers a highly scalable, HA architecture with complete isolation of the cloud infrastructure and the 

control logic from outside the cloud. This architecture is suitable for running mission-critical applications in a 

multitenant cloud because the cloud instances can be live-migrated if a compute node fails. 

 

 

Figure 5: Multitenant cloud architecture with shared storage 

 

Multitenant Cloud Architecture with Local Storage 

This configuration offers a cost effective, scalable architecture that has good storage performance due to direct 

access. This architecture is suitable for simple multitenant clouds, such as processing services where no local data 

is stored in the cloud. The direct access to storage leads to better storage performance compared to accessing 

storage over the network.  
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Figure 6: Multitenant cloud architecture with local storage on compute nodes 

Single-Tenant Cloud Architecture 

This OpenStack setup is used for simple clouds that require the best network performance. The compute nodes are 

directly connected to the corporate network. Reducing the number of switching tiers by using flat networks enables 

the kind of any-to-any connectivity between servers and nodes on the network that allows for rapid and automated 

VM migration. This will diminish latency and could ultimately reduce management overhead.  

Hence, the cloud instances are directly connected to the corporate network and share tagged VLAN or VXLAN 

networks as shown in Figure 7. A different OpenStack network can still be created in such a way as to get routed 

through the OpenStack L3 router. The advantage of this architecture is that it provides the best network 

performance because of direct network connections. But compared to the multitenant option, all compute nodes 

need direct network connections to the data center. 

 

Figure 7: Single-tenant cloud architecture  

 

A single-tenant cloud architecture can have two choices based on the type of storage, as shown in Figure 8 and 

Figure 9. 

Single-Tenant Cloud Architecture with Shared Storage 

This offers low network latency and high availability with rapid and automated VM migration. This architecture is 

suitable for running single-tenant applications in the cloud because the cloud instances can be live-migrated if a 

compute node fails. 
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Figure 8: Single-tenant cloud architecture with shared storage 

 

Single-Tenant Cloud Architecture with Local Storage 

This offers a low-cost, single-tenant cloud with good storage performance due to direct access. However, this 

infrastructure doesn’t offer any isolation of the cloud instances from the outside world, and there is no possibility of 

instance migration if a compute node fails. Thus, it has limited usability in an enterprise data center. 

  

Figure 9: Single-tenant cloud architecture with local storage on compute nodes 
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Summary of Storage and Networking Options 

The options for storage and networking are summarized and evaluated in Table 1. 

TABLE 1: SUMMARY COMPARING THE DIFFERENT CLOUD INFRASTRUCTURE OPTIONS 

Choice of 

Architecture 

Isolation of the 

Cloud 

Network Performance Cost 

Multitenant cloud 

architecture 

High Good High 

Single-tenant cloud 

architecture 

Low Optimal Low 

 

Choice of 

Storage 

Reliability and 

HA 

Storage Performance Cost 

Latency Throughput*  

iSCSI Lower Slowest Lower Lower 

SAN High Slower High High 

Local Lowest Fastest Lowest Lowest 

 

Choice of L2 

Network 

Network 

Performance 

Ease of Setup  

VLAN Optimal Harder  

VXLAN Good** Easy  

* Throughput depends on the number of available disks. 

**  
The network throughput achieved by a single stream of VXLAN on a 10 GbE switch is around 1.6 Gb/sec. The multistream 

VXLAN throughput is around 5 Gb/sec. For VXLAN with Oracle Solaris Kernel Zones, it is suggested to switch on single root 

input/output virtualization (SR-IOV) on the kernel zone’s VNIC. In the future, the hardware offloads for VXLAN will eliminate most of 

the performance overhead that exists for VXLAN today. 

Thus, from the table, it can be seen that a multitenant cloud architecture provides better security and isolation in a 

multitenant environment but has a lower network performance and is more expensive to implement than a  

single-tenant cloud architecture. Similarly, a cloud setup that uses iSCSI as storage and VLAN as the L2 network 

has lower storage performance and lower reliability but better network performance compared to a setup that uses 

FC SAN and VXLAN. 

Additional Design Considerations 

Keep the following considerations in mind. 

» Power the infrastructure and the workloads with Oracle Solaris Kernel Zones. The cloud infrastructure is 

powered by Oracle Solaris 11, which enables zero-overhead virtualization, allowing enterprise workloads to be 

run securely in Oracle Solaris Zones. Oracle Solaris Kernel Zones provide the ability to run independent kernel 

versions, independent patch levels, and secure live migration for greater flexibility with application workloads. The 

cloud control logic is deployed in Oracle Solaris Zones, allowing for independent and scalable deployment.  
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» Zero downtime hardware maintenance with live migration. Live migration allows movement of Oracle Solaris 

Kernel Zones in a running state to another physical host. Because the memory state of a kernel zone is copied to 

the migrated guest, a live migration results in a very brief outage time that is not noticeable to applications and 

end users. Thus, live migration is useful for all applications that require minimum downtime and must remain in a 

running state. Further, live migration makes hardware maintenance easier, because kernel zones can be moved 

to another physical host while global zone updates are being done, thereby preventing any downtime to the end 

user.    

» Isolate the cloud. Network isolation is needed for network security and resource management. In multitenant 

cloud architecture, with the help of VXLAN and network interface virtualization (vNICs), logical network isolation is 

achieved such that all outside network access is limited to cloud instances. There is no direct access to 

infrastructure components and control logic from outside the cloud and from OpenStack instances into the cloud 

infrastructure. 

» Build the cloud with Oracle OpenStack for Oracle Solaris. Oracle Solaris 11.3 has OpenStack with all its core 

services fully integrated with underlying Oracle Solaris features. Thus, deploying Oracle OpenStack for Oracle 

Solaris to provision a private cloud provides all the benefits of an advanced enterprise OS. This enables a single-

vendor, fully optimized solution which, when deployed on top of Oracle storage, provides a single point of contact 

in the event of an issue. 

» Optimize for Oracle Database workloads. Oracle Solaris with OpenStack is the best platform for running Oracle 

Database—no other vendor can provide the same level of integration across different hardware and software 

components or the variety and flexibility of running different database versions in a single solution. The Oracle 

Solaris platform is optimized for simplified database management by providing dynamic system global area (SGA) 

resizing, zero-overhead virtualization, and fast database cloning using ZFS. 

» Optimize lifecycle management of the cloud. With integrated lifecycle management technologies such as 

Oracle Solaris Image Packaging System (IPS), an administrator can quickly start an update of the cloud services 

via trusted a path, all the way down to the firmware level with full dependency checks, including all virtualized 

environments. Thus, the admins don’t have to spend months creating patch bundles and ensuring that they are 

compatible with all layers of the stack. In case of an error, Oracle Solaris provides the ability to do a full fail-safe 

rollback if necessary. 

Benefits of a Converged Infrastructure (CI) 

» Aggregation: The rack can be added into an existing infrastructure just by plugging in a couple of wires to the 

corporate network connection and then used in conjunction with the existing infrastructure. 

» Interoperability: The standardized OpenStack API allows multiple OpenStack clouds from different vendors to be 

controlled with shared Keystone and Horizon components. This simplifies administration while still providing the 

flexibility for a multivendor private cloud solution.  

» Security: A CI provides all the security features of Oracle Solaris. The cloud services run with minimal privileges 

and are integrated with the Oracle Solaris Service Management Facility to provide an easy-to-operate and fail-

safe cloud environment. A multitenant cloud architecture is isolated from the corporate network and there is no 

direct access to the OpenStack infrastructure. Access to the infrastructure of the cloud is allowed by using the 

Oracle Integrated Lights Out Manager (Oracle ILOM) management login (console) of the management node or 

through the utilities node, using this as an “SSH jump host.” 

» Scalability: A CI rack has eight unassigned units which provide for the ability to expand with additional compute 

or storage nodes as capacity demands it. In addition, it provides multirack scalability required for scaling to 

production level workloads. The infrastructure can be expanded to accommodate larger workloads by either 

adding identical racks or adding racks with only compute or only storage, depending on the requirements, as 

shown in Figure 10. 



  
 
 

 

 

13  |   OPENSTACK CLOUD INFRASTRUCTURE 

 

Figure 10: Two methods of scaling from a single rack to a multirack deployment depending on the requirements. The left side of the 

figure illustrates adding full racks consisting of solely compute or storage nodes to existing infrastructure. The right side illustrates 

adding identical racks that have compute, storage, and network nodes. 

 

Multirack Architecture 

All the CI racks can be connected in parallel to the existing corporate network for expansion of compute and 

storage, as shown in Figure 11. A project can begin with a single rack and can later be expanded by adding more 

racks. 

 

Figure 11: Multirack architecture 

Proof of Concept  

This section describes an OpenStack proof-of-concept multitenant cloud architecture. It details the services running 

on different nodes and the network architecture inside a rack.     
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Hardware          

The rack includes one SUN Rack II 1242 (42U) from Oracle. The following is the assignment of the units: 

» Four switches: Oracle Ethernet Switch ES2-64 for Communications   

» Two Oracle Server X5-2 servers for cloud management nodes 

» Eight Oracle Server X5-2 servers 

» One Oracle ZFS Storage ZS3-2 cluster (160 TB, 12U) 

» Eight units reserved for compute and storage expansion 

» Patch panel and empty units (6U) 

 

Figure 12: How the rack’s units are allocated 

 

In a multirack setup, only the first rack has the two additional Oracle Server X5-2 servers for cloud management. 

Note that this is an example, using the hardware available at the time of the writing this paper. 

In order to connect multiple racks together, additional switches need to be added. These switches are referred to as 

spine switches.  

The patch panels at bottom of the rack are provided for connecting the rack to a customer’s network. All external 

connections to the rack are done through sockets on the patch panel as opposed to connecting network cables to 

individual network switches. This makes connections easy and more reliable. 

Note: Although Oracle Server X5-2 servers are used as compute nodes in this example, it is possible to use 

Oracle’s SPARC T7-1 servers for this purpose. In fact, it is also possible to use a combination of the two as Oracle 

Solaris OpenStack compute nodes. 

Services  

The multitenant cloud architecture has three node types, namely compute, storage, and management nodes, as 

shown in the multirack architecture in Figure 11. This is slightly different from the layout in Figure 4, where you see a 

separate network node, a separate OpenStack controller, and a separate utility controller. It was decided to put the 

utilities, the OpenStack controller, and the network controller as Kernel Zones in the management nodes. 
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This section zooms into the services that run on each node type. 

» The compute nodes have the Nova compute daemon to run VM instances in Oracle Solaris Kernel Zones. 

 

  

Figure 13: Services on the compute nodes 

 

» Storage nodes run supporting services such as NTP, iSCSI, and REST in a clustered configuration on an Oracle 

ZFS Storage ZS3-2 storage appliance. 

 

  

Figure 14: Services on the storage nodes 

 

» The control/management node has the following kernel zones (as shown in Figure 15):  

» Utilities: A local DNS server is required for cloud internal host name resolution. In addition, utilities run an 

Oracle Solaris Automated Installer server, an NTP proxy, and an IPS proxy pointing to an external Oracle 

Solaris IPS repository. This node can run additional services for monitoring and managing the cloud—for 

example, a green/yellow/red indicator for the state of the cloud.  
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» OpenStack controller: This runs all the OpenStack services such as Horizon, Keystone, Glance, Cinder, 

Nova, Neutron (the EVS controller), and Heat, as well as the supporting services (for example, the RabbitMQ 

messaging service and the MySQL database). For scalability and availability reasons, RabbitMQ, MySQL, 

and the EVS controller can be separated and each can run in its own Kernel Zone.  

 

» Network controller: This runs the networking services such as the Neutron L3 agent, the Neutron DHCP 

agent, and the metadata agent. In the multitenant cloud  use case, L3 connects all cloud networks with the 

external network. 

 

Figure 15: A management node showing the various service kernel zones 

 

High Availability 

Oracle Solaris Cluster 4.3 can be used to deliver highly available OpenStack services. This is done by clustering the 

management node Kernel Zones as failover Kernel Zones, as shown in Figure 16.  

For more information and a detailed description of setting up such a cluster, please refer to “Providing High 

Availability to the OpenStack Cloud Controller on Oracle Solaris with Oracle Solaris Cluster.” 

  

Figure 16: Oracle Solaris Cluster for management nodes 

 

 

http://www.oracle.com/technetwork/server-storage/solaris-cluster/documentation/ha-for-openstack-cloud-2537455.pdf
http://www.oracle.com/technetwork/server-storage/solaris-cluster/documentation/ha-for-openstack-cloud-2537455.pdf
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Network Layout 

One of the requirements that customers might put forth is the ability of the new infrastructure to be “slot in” and 

connect to the existing corporate network for their data center. Within the multitenant cloud architecture rack, four 

independent networks are provisioned for the isolation and availability of each network. There is a complete 10 

Gb/sec network infrastructure within the rack, which is used for connection to the corporate network.  

Redundancy is provided to each network using DataLink Multipathing (DLMP).  

Four different networks were used in this proof-of-concept configuration to deliver the cloud functionalities 

inside the cloud: 

» OpenStack network: To connect compute, network, and storage resources along with OpenStack services. This 

network is used for OpenStack management information and live migrations. 

» Data/cloud network: For Oracle Solaris Zones to communicate between each other and to communicate with the 

corporate network through the L3 router. 

» Storage network: For all the iSCSI network traffic. 

» Management network: A separate network that is always available and dedicated to network management. The 

network connects all Oracle ILOM ports together for out-of-band console access. 

The data/cloud, OpenStack, management, and storage networks are all internal to the multitenant cloud architecture 

rack and, hence, invisible to the external infrastructure, as shown in Figure 17. 

 

Figure 17: Network layout within the multitenant cloud architecture rack 
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Deployment  

The OpenStack installation and configuration is done by a set of IPS packages called Oracle Cloud Infrastructure, 

which deliver first-boot System Management Facility services for the automated setup of OpenStack. The setup is 

based on various Oracle Solaris 11 technologies such as the Automated Installer, Image Packaging System, Unified 

Archives, Service Management Facility, role-based access control, and first-boot services available in Oracle Solaris 

11. 

The installation of the cloud starts with the installation and configuration of one management node. An Oracle Cloud 

Infrastructure repository is then created on this management node. Additional management nodes, Kernel Zones, 

and compute nodes are created automatically by an Automated Installer server. The installation of an installer 

package and dependencies define the role of a node. The main considerations and features of this deployment are 

the following: 

» Automate as much as possible. The setup is based on the Oracle Solaris Automated Installer, Unified Archives, 

and IPS packages. This approach automatically installs all the packages and dependencies required for a 

particular node’s functionality. This method can be used to create replicable setups of OpenStack-based private 

clouds. 

» Use different cloud configuration files to enable single-node, small, or large setups and different use 

cases. A change in the configuration enables the automated setup of a different cloud configuration. For the 

Automated Installer to work, a configured DNS server is needed to deliver IP addresses and host names for the 

various networks. 

» Enable lifecycle management for the configuration and the architecture. Oracle Solaris lifecycle 

management with IPS and the Service Management Facility allow updates to be done while you are running the 

system. Hence, upgrade when you are live and then roll over to the new environment. In addition, boot 

environments make it easy for single-step rollbacks. 

Summary 

Oracle OpenStack for Oracle Solaris enables highly secure private cloud setups. Oracle Solaris provides hardened 

security with read-only Oracle Solaris Zones (immutable zones) to prevent unauthorized access and accidental 

administrative errors. With integrated PCI DSS compliance reporting, Oracle Solaris allows the creation of 

compliance reports with just a few clicks. In addition, Oracle Solaris enhances the OpenStack security posture by 

automatically sandboxing the infrastructure services, limiting allowed behavior, and providing seamless methods to 

administer, delegate, and record administrative actions across hardware, software infrastructure, and application 

tiers. 

Oracle products can provide all layers of an OpenStack architecture: hardware, OS, virtualization, and software-

defined networking. Oracle OpenStack for Oracle Solaris has been engineered to take advantage of the software 

management differentiators in Oracle Solaris 11, namely the Image Packaging System, ZFS boot environments, and 

the Service Management Facility. This means that an administrator can quickly start an update of a cloud 

environment, and can each service and node can be quickly updated with a single update. 

Oracle’s coengineered hardware and software stack is optimized for enterprise workloads. Oracle OpenStack for 

Oracle Solaris and other Oracle products, combined with Oracle experience, make OpenStack enterprise-ready, 

allowing enterprises to run their mission-critical applications on an enterprise operating platform in a cloud 

environment.  

 



  
 
 

 

 

19  |   OPENSTACK CLOUD INFRASTRUCTURE 

More Information 

» Oracle Open World 2015 session: Deploying a Secure Cloud with OpenStack 

» A detailed description of setting up Oracle Solaris Cluster for OpenStack services 

» OpenStack Technology Spotlight web page 

» OpenStack on Oracle Solaris 11 Frequently Asked Questions 

» Oracle Solaris 11.3 Frequently Asked Questions 

 

 

 

 

 

 

 

 

 

https://published-rs.lanyonevents.com/published/oracleus2015/sessionsFiles/695/CON3225_Drewanz-CON3225_The_Cutting_Edge_of_Technology-v10.pdf
http://www.oracle.com/technetwork/server-storage/solaris-cluster/documentation/ha-for-openstack-cloud-2537455.pdf
http://www.oracle.com/technetwork/server-storage/solaris11/technologies/openstack-2135773.html
http://www.oracle.com/technetwork/server-storage/solaris11/documentation/solaris11-2-openstack-faqs-2194278.pdf
http://www.oracle.com/technetwork/server-storage/solaris11/documentation/solaris-11-3-faqs-2489291.pdf
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