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Managing System Processes 

  4 Weights   Exam 101   Objective 103.5 

 

Every time a program or command is run, a new process is created for it.  When that process is created, a 

unique identifier is associated with it so the kernel can keep track of each running process.  This unique 

identifier is called the process identification or PID for short.  System processes are critical to keeping the 

system up and running or providing services to clients.  Knowing how to manage processes can help keep 

your system stable (or help you to troubleshoot when it becomes unstable).  In this post we'll take a look at 

how you can create, monitor, and manage system processes. 

 

Process Number One 
 

When you power a system on, the very first process that is created is the kernel.  The kernel is then 

responsible for setting up the system and spawning all the required processes for the system to run.  This 

creates a parent/child relationship from which all processes on the system are derived.  Understand that 

performing any action on system processes can have serious repercussions so be careful what you do.  In 

addition to process creation, the kernel can communicate with each process via signals.  These signals can 

do things like kill a process (SIGKILL), reload a particular service (SIGHUP), or even perform a graceful 

termination of a program (SIGTERM).  There are special cases in which you will want to use signals that 

I’ll cover later.  Let's start by taking a look at some useful commands to help with process management: 

 

& Start a process in the background 

bg Resume a job in the background 

fg Resume a job in the foreground 

jobs List current active jobs 

nohup Used to keep a process running outside of a shell 

ps Displays information about running processes 

kill Terminates a process 

killall Terminates all processes with a specified name 

top Monitors system resources (similar to Task Manager in Windows) 

uptime Shows the amount of time the system has been up for 

free Shows the amount of memory usage on a system 

 

Each of these commands has its place when it comes to process management, but we'll look at some 

examples for each one.  Before you start spawning all sorts of processes, it's important to know how you 

can view what is already running.  This is where the ps command comes in.  The ps command is very 

flexible and will be used throughout this post for numerous tasks. 
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Syntax:  ps [options] 

 

The ps command has a ton of options, which is why it's extremely useful.  As a quick example you can use 

the ps command with no options to see all the processes you currently have running: 

 

$ ps 

 PID TTY          TIME CMD 

1916 pts/1    00:00:00 bash 

3178 pts/1    00:00:00 ps 

 

Not really exciting huh?  Let's see if we can't get a little more information with some options: 

 

$ ps au 

USER   PID %CPU %MEM    RSS TTY     STAT START   TIME COMMAND 

root   766  0.0  0.0    736 tty4    Ss+  04:25   0:00 /sbin/getty -8 38400 tty4 

root   776  0.0  0.0    736 tty5    Ss+  04:25   0:00 /sbin/getty -8 38400 tty5 

root   782  0.0  0.0    736 tty2    Ss+  04:25   0:00 /sbin/getty -8 38400 tty2 

root   783  0.0  0.0    736 tty3    Ss+  04:25   0:00 /sbin/getty -8 38400 tty3 

root   786  0.0  0.0    736 tty6    Ss+  04:25   0:00 /sbin/getty -8 38400 tty6 

root   879  0.1 11.2   4860 tty7    Ss+  04:25   0:55 /usr/bin/X :0 -auth /var/ 

root   1181  0.0  0.0   896 tty1    Ss+  04:25   0:00 /sbin/getty -8 38400 tty1 

dev01  1916  0.0  0.4  4276 pts/1   Ss   04:25   0:00 bash 

dev01  3063  0.0  0.4  4204 pts/2   Ss+  13:47   0:00 bash 

dev01  3181  0.0  0.1  1220 pts/1   R+   13:59   0:00 ps au  

 

Now that's more like it!  Here you can see the user associated with each process, the CPU utilization, 

memory utilization, and more.  Also take note of the TTY field, which represents the terminal that a 

process is running on (if at all).   

 

WARNING:  The ps command is very picky about the use of "-" when used with options.  When supplying options 

make sure you note that "u" is different from "-u", and "a" is different from "-a", etc. 

 

TIP:  The ps command without any options only displays processes that are associated with the terminal it is run 

from.  By making use of its options we can extend our view to include processes from other terminals or all 

processes running on the system. 

 

Now that you know how to view processes we can table the ps command for now (I'll come back to it later 

on). 
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Creating Some Processes 

 

I want to turn your attention now to process creation.  In any directory you'd like, open a text editor and 

copy the following bash script: 

 

$ nano p-example 

#!/bin/bash 

 

while [ TRUE ] 

do 

 #echo "Hello" 

 sleep 10 

done 

 

TIP:  If you are using nano (like in the example), press Ctrl+O to save the file and then Ctrl+X to quit. 

 

Next, change the permissions on the bash script so that you can run it: 

 

$ chmod 777 p-example 

 

Before you run this script, I want to point out that this script is design to run in an infinite loop.  The reason 

I did this is so you can see how the process that runs this script works.  If I were to execute this script "as-

is" the output of the script would be shown over and over in my shell.  The logic here being you are 

running this script in the foreground.  Any script or command that you run in a shell is run in the 

foreground, but usually they'll complete their action and then return you to a prompt.  Because this script 

never completes it "locks" the shell to indicate that it is busy. 

 

TIP:  If you get stuck in a script during testing you can use Ctrl+C to terminate the script and return to the shell 

prompt. 

 

What if you wanted to run the test script, but still have access to the shell for additional commands?  Would 

you need to open a second shell?  You could, but that would defeat the purpose of this post!  Instead you 

can execute the script in the background using &, which allows it to run while giving you access to the 

shell. 

 

Syntax:  & 

 

Execute the sample script as a background process: 
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$ ./p-example & 

[1] 3186 

 

You'll notice that nothing seemed to happen, but in fact your script started as a background process. 

 

WARNING:  Don't execute any script or command with sudo as a background process.  There are certain 

intricacies in the way that sudo works, which prevent the job from functioning properly or being accessed again. 

 

To view a list of processes that are currently in the queue, be in running or not, you can use the jobs 

command. 

 

Syntax:  jobs [options] 

 

View the background job that we recently started: 

 

$ jobs 

[1]+  Running                 ./p-example & 

 

You'll see here the job ID, the current state of the job, and the name of the process that was executed (in our 

case it is the name of our script).  Since our script doesn't really do anything at the moment except sleep, we 

can kill it using the kill command (more on the kill command later). 

 

Supply the job ID to kill it: 

 

$ kill %1 

 

Now that you understand how to start a background process, let's modify our sample script so we can see 

some output and know it is executing properly.  Open the p-example file again and uncomment the echo 

line: 

 

$ nano p-example 

#!/bin/bash 

 

while [ TRUE ] 

do 

 echo "Hello" 

 sleep 10 

done 
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Save the file and exit when finished.  This time, execute the script normally (in the foreground) to ensure it 

works properly and then we'll move it to the background afterward. 

 

$ ./p-example 

 

After about 30 seconds you should see three "Hello" printed in the terminal.  In order to suspend the 

execution of the current process use Ctrl+Z: 

 

$ ./p-example 

^Z 

[1]+  Stopped                 ./p-example 

 

TIP:  The ^Z represents the Ctrl+Z. 

 

Check the jobs queue to see your process and its current state: 

 

$ jobs 

[1]+  Stopped                 ./p-example 

 

Notice that your process is in the queue, suspended.  At this point you could kill it or leave it there to 

resume later on, but we want to get our process back into motion.  You have two options; use the bg 

command to resume the process in the background or use the fg command to resume the process in the 

foreground. 

 

Syntax:  bg [%job-id] 

 

Syntax:  fg [%job-id] 

 

First, resume your process in the foreground: 

 

$ fg %1 

./p-example 

 

Once the "Hello" prints you can once again suspend the process with Ctrl+Z.  Now resume the process in 

the background: 

 

$ bg %1 

[1]+ ./p-example & 
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TIP:  You can also resume a process by using the following signal with the kill command: 

 

$ kill -CONT [%job-id] 

 

Leaving the Shell 
 

All of this process running is fine and dandy...provided you are sitting at a terminal and entering 

commands.  What happens though if you want to run a script or process, exit your terminal, and come back 

later to check the results?  Everything we have been discussing so far in terms of process management 

assumes you are at the terminal working.  In order to create a process that isn't attached to a terminal you’ll 

need to use the nohup command. 

 

Syntax:  nohup COMMAND [args] 

 

If we wanted to run our p-example script detached from a shell we could do the following: 

 

$ nohup ./p-example & 

[1] 3232 

nohup: ignoring input and appending output to `nohup.out' 

 

The nice part about nohup is the fact that output is still stored even with the shell closed.  The directory in 

which you launch the job will store output in a nohup.out file for when you open a new shell later on.  If 

you run the jobs command you will find that the state of the job will show as "Done" when it has finished.  

This only applies to jobs that have been started with the nohup command. 

 

Killing a Process 
 

As much as we would like to believe all programs and scripts run properly all the time; it just doesn't 

happen.  When you have a process that is "misbehaving" you will need to deal with it quickly.  They can 

cause system instability and affect the performance of other tasks.  As promised earlier, let's take a deeper 

look at the kill command. 

 

Syntax:  kill [-signal] pid 

 

If you remember from the jobs command, we only saw that the job ID was displayed and not the PID.  

Remember our handy little friend ps?  We can use the ps command to find the PID of the script. 

 

Launch our test script: 

 

$ ./p-example & 
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[1] 3242 

 

Find the PID: 

 

$ ps 

 PID TTY          TIME CMD 

1916 pts/1    00:00:00 bash 

3242 pts/1    00:00:00 p-example 

3243 pts/1    00:00:00 sleep 

3244 pts/1    00:00:00 ps 

 

The process we are looking for has a PID of 2144, which you can now pass to the kill command to 

terminate the process: 

 

$ kill 3242 

 

One of the many things I love about Linux is the great many ways you can accomplish the same task.  

Instead of using the ps command to find the PID, you also could have used the jobs commands with the -

l option.   

 

Start the script again in the background: 

 

$ ./p-example & 

[1] 3246 

 

Find the PID: 

 

$ jobs -l 

[1]+  3246 Running                 ./p-example & 

 

Kill the script once again: 

 

$ kill 3246 

[1]+  Terminated              ./p-example 
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TIP:  Sometimes a process will behave badly and find itself in an unstable state.  If you run the kill command you 

may get an error indicating the process can't be terminated because it is busy.  The system "sees" it as busy, or 

locked, because it is in an unstable state.  This is also referred to as a blocking state where the process won't 

respond to certain interrupts like the kill command.  To circumvent this you can use the -9 signal with the kill 

command.  By using this signal the system sends a kill signal to the process in question which can't be blocked.  

This forces the process to end. 

 

TIP:  You can use the -l option to list each signal available for the kill command. 

 

TIP:  Before you run out and start killing your friend’s sessions while they are working, note that the kill 

command only kills processes that you own.  Now if you are the root user, well that's another story... 

 

The kill command also has a useful sibling; killall.  The difference is that killall expects a name 

instead of a PID.  This can be useful if you are testing code that can run multiple instances under the same 

name.  To clean up all running instances of a program you could use the killall command. 

 

Syntax:  killall [options] name 

 

Let's kick off three instances of our sample script: 

 

$ ./p-example & 

[1] 3251 

$ ./p-example & 

[2] 3253 

$ ./p-example & 

[3] 3255 

 

Verify that they are all running properly: 

 

$ jobs 

[1]   Running                 ./p-example & 

[2]-  Running                 ./p-example & 

[3]+  Running                 ./p-example & 

 

Now kill all of processes that we just started: 

 

$ killall p-example 

[1]   Terminated              ./p-example 
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[2]-  Terminated              ./p-example 

[3]+  Terminated              ./p-example 

 

You should see all three jobs terminate instantly. 

 

WARNING:  Be very careful with the kill and killall commands.  If you accidently terminate a process that is 

required by the system you could cause some serious instability within the system.  If you are using the killall 

command as root, always supply the -i option making the task interactive so you don't acidently kill something 

you don't mean to. 

 

Keeping Tabs on Your Processes 
 

Performance tuning and monitoring is a critical system administration skill to have.  Not only will you need 

to be able to tune your systems, but you will have to troubleshoot by closely monitoring your system as 

well.  When you are running a single server and testing some applications this might not be a big deal, but 

when you manage a server farm of hundreds of servers that server millions of users...every little bit of 

performance counts.  There are several tools at your disposal when it comes to monitoring system 

performance and processes: 

 

ps Displays information about running processes 

top Monitors system resources (similar to Task Manager in Windows) 

uptime Shows the amount of time the system has been on since a poweroff or reboot 

free Shows the amount of memory usage on a system  

 

See anything familiar in there?  That's right...the ps command again!  I told you it was a very dynamic tool.  

Let's start with the easiest command here; uptime.   

 

Syntax:  uptime 

 

The uptime command will provide you with the current time, how long the system has been running, the 

number of users on the system, and the average system loads over 1, 5, and 15 minutes. 

 

Check the current uptime: 

 

$ uptime 

 14:58:12 up 10:33,  2 users,  load average: 1.05, 0.49, 0.35 
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TIP:  This isn't Windows.  Rebooting a Linux server rarely ever fixes the problem!  In fact, most Linux admins pride 

themselves on having the longest uptime on their systems.  I think the longest uptime I have seen is somewhere 

around ten years (although I'm sure it's not the longest by far). 

 

Next we'll look at the system memory.  In the real world, if you ever work with application servers you will 

quickly find that they run out of memory all the time.  Quite often, bugs in software cause the application to 

eat away at memory and eventually crash.  Knowing how to monitor memory usage can greatly help when 

diagnosing issues like this. 

 

Syntax:  free [options] 

 

The common options used with the free command each represent a size of data (b for byte, k for kilobyte, 

etc.).  This allows you to quickly manipulate the output into a readable format for analysis. 

 

View the current memory information in megabytes: 

 

$ free -m 

             total       used       free     shared    buffers     cached 

Mem:           995        911         84          0         29        217 

-/+ buffers/cache:        664        331 

Swap:         1021         27        994 

 

You can see from the output here that used, free, and total memory is shown for the system as well as the 

swap.  My current memory utilization is a great example of why using free is important.  My current 

memory utilization is around 85% (817MB used out of 995MB total).  If I was to run a memory intensive 

program right now I would quickly deplete the remaining memory on my system and force the use of my 

free swap space.  While this won't crash the system it will most certainly degrade performance and cause 

thrashing on my hard drive where the swap is located.  As a system admin you could probably use these 

results to justify the purchase of more RAM for my system.  Luckily in my case this is a virtual machine 

and I can add RAM on the fly! 

 

Coming back to the ps command we are going to look at three specific options this time: 

 

a list all processes, including those belonging to other users 

u list the user that is associated with each process 

x lists all processes that aren't attached to a tty (usually those processes that are running in the 

background) 

 

With these three options you can pull together some solid information about what is happening on the 

system.  Because these options look through all the processes on the system, it is recommended that you 
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use them in conjunction with a regex style filter to find specifically what you are looking.  Let's see some 

examples. 

 

Show all processes on the system that are attached to a terminal: 

 

$ ps a 

 PID TTY      STAT   TIME COMMAND 

 766 tty4     Ss+    0:00 /sbin/getty -8 38400 tty4 

 776 tty5     Ss+    0:00 /sbin/getty -8 38400 tty5 

 782 tty2     Ss+    0:00 /sbin/getty -8 38400 tty2 

 783 tty3     Ss+    0:00 /sbin/getty -8 38400 tty3 

 786 tty6     Ss+    0:00 /sbin/getty -8 38400 tty6 

 879 tty7     Ss+    1:04 /usr/bin/X :0 -auth /var/run/lightdm/root/:0 –nolist 

1181 tty1     Ss+    0:00 /sbin/getty -8 38400 tty1 

1916 pts/1    Ss     0:00 bash 

3063 pts/2    Ss+    0:00 bash 

3280 pts/1    R+     0:00 ps a 

 

Show the same processes with their associated user: 

 

$ ps au 

USER     PID %CPU %MEM   RSS TTY    STAT START   TIME COMMAND 

root     766  0.0  0.0   736 tty4   Ss+  04:25   0:00 /sbin/getty -8 38400 tty4 

root     776  0.0  0.0   736 tty5   Ss+  04:25   0:00 /sbin/getty -8 38400 tty5 

root     782  0.0  0.0   736 tty2   Ss+  04:25   0:00 /sbin/getty -8 38400 tty2 

root     783  0.0  0.0   736 tty3   Ss+  04:25   0:00 /sbin/getty -8 38400 tty3 

root     786  0.0  0.0   736 tty6   Ss+  04:25   0:00 /sbin/getty -8 38400 tty6 

root     879  0.1 11.7  0116 tty7   Ss+  04:25   1:05 /usr/bin/X :0 -auth /var/ 

root    1181  0.0  0.0   896 tty1   Ss+  04:25   0:00 /sbin/getty -8 38400 tty1 

dev01   1916  0.0  0.4  4316 pts/1  Ss   04:25   0:00 bash 

dev01   3063  0.0  0.4  4204 pts/2  Ss+  13:47   0:00 bash 

dev01   3281  0.0  0.1  1220 pts/1  R+   14:58   0:00 ps au 

 

Show all processes running on the system (with or without an attached terminal): 

 

$ ps aux 

USER       PID %CPU %MEM    VSZ   RSS TTY      STAT START   TIME COMMAND 

root         1  0.0  0.2  24436  2052 ?        Ss   04:24   0:00 /sbin/init 

root         2  0.0  0.0      0     0 ?        S    04:24   0:00 [kthreadd] 

root         3  0.0  0.0      0     0 ?        S    04:24   0:01 [ksoftirqd/0] 

... 
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daemon     809  0.0  0.0  16900   212 ?        Ss   04:25   0:00 atd 

whoopsie   811  0.0  0.4 202300  4156 ?        Ssl  04:25   0:00 whoopsie 

root       844  0.0  0.2 270656  2952 ?        Ssl  04:25   0:00 lightdm 

mysql      855  0.0  3.2 689376 33224 ?        Ssl  04:25   0:23 /usr/sbin/mysq 

... 

www-data  2771  0.0  3.4 222968 35468 ?        S    08:20   0:00 /usr/sbin/apac 

www-data  2773  0.0  0.5 195652  5940 ?        S    08:20   0:00 /usr/sbin/apac 

www-data  2775  0.0  3.4 222052 35112 ?        S    08:20   0:00 /usr/sbin/apac 

... 

root      2918  0.0  0.0      0     0 ?        S    12:29   0:00 [flush-8:0] 

dev01     3063  0.0  0.4  27216  4204 pts/2    Ss+  13:47   0:00 bash 

root      3217  0.0  0.0      0     0 ?        S    14:38   0:01 [kworker/0:2] 

root      3250  0.0  0.0      0     0 ?        S    14:53   0:00 [kworker/0:1] 

root      3279  0.0  0.0      0     0 ?        S    14:58   0:00 [kworker/0:0] 

dev01     3283  0.0  0.1  22352  1220 pts/1    R+   15:02   0:00 ps aux 

 

Much of the above output is truncated due to its length.  I’ve include small sections that show you a few 

different users and their processes.   

 

Query all processes again, but only show results for those associated with the Apache web service: 

 

$ ps aux | grep apache 

root       990  0.0  0.7 195560  7412 ?     Ss   04:25   0:02 /usr/sbin/apache2  

www-data  1004  0.0  0.5 195652  5952 ?     S    04:25   0:00 /usr/sbin/apache2  

www-data  1005  0.0  3.2 222872 32924 ?     S    04:25   0:00 /usr/sbin/apache2  

www-data  1007  0.0  0.5 195652  5948 ?     S    04:25   0:00 /usr/sbin/apache2  

www-data  1008  0.0  0.5 195652  5952 ?     S    04:25   0:00 /usr/sbin/apache2  

www-data  2771  0.0  3.4 222968 35468 ?     S    08:20   0:00 /usr/sbin/apache2  

www-data  2773  0.0  0.5 195652  5940 ?     S    08:20   0:00 /usr/sbin/apache2  

www-data  2775  0.0  3.4 222052 35112 ?     S    08:20   0:00 /usr/sbin/apache2  

www-data  2776  0.0  0.5 195652  5964 ?     S    08:20   0:00 /usr/sbin/apache2  

www-data  2777  0.0  0.5 195652  5968 ?     S    08:20   0:00 /usr/sbin/apache2  

www-data  2778  0.0  3.5 223012 35828 ?     S    08:20   0:00 /usr/sbin/apache2  

dev01     3285  0.0  0.0  13580   888 pts/1 S+   15:02   0:00 grep --color=auto  

 

If you don't have apache installed you may not get any results from this last example, but the point is that 

you can filter for a specific process. 
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TIP:  When checking for misbehaving processes you can also limit your ps query to a specific user as well.  For 

instance, if you suspect that a developer is testing a new application that is leaking memory you can query all 

running processes from the developer by using the -u option and the username (dev02): 

 

$ ps -u dev02 

 PID TTY          TIME CMD 

3293 pts/2    00:00:00 su 

3301 pts/2    00:00:00 sh 

3302 pts/2    00:00:00 p-example 

3303 pts/2    00:00:00 sleep 

 

The ps command has many other useful options as well.  I'd you check out the various choices using the --

help option: 

 

$ ps --help 

********* simple selection *********  ********* selection by list ********* 

-A all processes                      -C by command name 

-N negate selection                   -G by real group ID (supports names) 

-a all w/ tty except session leaders  -U by real user ID (supports names) 

-d all except session leaders         -g by session OR by effective group name 

-e all processes                      -p by process ID 

T  all processes on this terminal     -s processes in the sessions given 

a  all w/ tty, including other users  -t by tty 

g  OBSOLETE -- DO NOT USE             -u by effective user ID (supports names) 

r  only running processes             U  processes for specified users 

x  processes w/o controlling ttys     t  by tty 

*********** output format **********  *********** long options *********** 

-o,o user-defined  -f full            --Group --User --pid --cols --ppid 

-j,j job control   s  signal          --group --user --sid --rows --info 

-O,O preloaded -o  v  virtual memory  --cumulative --format --deselect 

-l,l long          u  user-oriented   --sort --tty --forest --version 

-F   extra full    X  registers       --heading --no-heading --context 

                    ********* misc options ********* 

-V,V  show version      L  list format codes  f  ASCII art forest 

-m,m,-L,-T,H  threads   S  children in sum    -y change -l format 

-M,Z  security data     c  true command name  -c scheduling class 

-w,w  wide output       n  numeric WCHAN,UID  -H process hierarchy   

 

You're probably thinking that all this process hunting with ps and memory analysis with free is great, but 

how do you get a "big picture" in real time of what is going on?  Should you open a few different terminals 
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and run all the commands at the same time over and over?  While that might be amusing to watch, you can 

actually just use the top command. 

 

Syntax:  top [options] 

 

Once you launch the top command you will see real time data being processed and displayed, including 

details about everything we've covered in this post.  The best part about top is the ability to also manage 

processes within the dashboard itself.  Use the "h" key to bring up all of your options within the program.  

Some common options include: 

 

s Used to change the refresh rate of the screen (in seconds) 

h Shows the help menu 

q Quits the top program 

c Changes the color scheme of top 

 

The top command in action 
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When you are finished using top you can press "q" to quit.  Knowing how to fine tune a Linux system takes 

some time and practice, but by now you should be able to monitor the basics of the system.  Make sure that 

you are comfortable creating, killing, and monitoring different types of processes.  In the next post we'll 

look at how you can adjust the priority of new and existing processes. 

  

 

 

Comments  
 

Normally ps will truncate output to fit within the context of your terminal.  Sometimes you may 

want more information that can fit.  Which ps option would you use to display all output beyond 

what the terminal can hold?  Give an example command that would save all ps output into a text 

file named results.txt. 

REPLY 

 

You are getting reports that the application server is behaving slowly.  You run the ps aux 

command and get the following results: 

$ ps aux | grep apache 

root      976  0.0  0.8 195560  8476 ?  Ss 23:03  0:00 /usr/sbin/apache2  

www-data  991  0.0  0.5 195592  5224 ?  S  23:03  0:00 /usr/sbin/apache2 

www-data  992 60.3 92.3 195592  5224 ?  S  23:03  0:00 java –c test.jar 

www-data  993  0.0  0.5 195592  5224 ?  S  23:03  0:00 /usr/sbin/apache2 

www-data  994  0.0  0.5 195592  5224 ?  S  23:03  0:00 /usr/sbin/apache2 

www-data  995  0.0  0.5 195592  5224 ?  S  23:03  0:00 /usr/sbin/apache2 

Based on these results, why might the application server be running slowly?  How can you fix 

this situation? 

REPLY 

 

User dev02 executes a process in the background.  You are logged in as dev01.  If you run the 

jobs command, what output would you expect to see? 

REPLY 
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What is the numeric or name of the signal used to force kill a process? 

REPLY 

 

You run the following command: 

$ uptime 

23:11:08 up 8 min,  1 user,  load average: 0.06, 0.16, 0.13 

What do the three load averages mean? 

REPLY 

 

What command would you use to kill a job in the background with a job ID of 3? 

REPLY 
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Process Priorities 

  2 Weights   Exam 101   Objective 103.6 

 

One morning you come into work and the director of the marketing department comes into your office to 

speak with you.  He explains that late last night the marketing department finished putting together all the 

animations for the new commercial that is going to air next week and now he needs you to run the 

rendering program to put it all together.  You turn to your terminal, kick off the program, and your system 

immediately begins to slow down.  You face begins to melt as you notice all your valuable CPU cycles 

starting to disappear because of the program you just started.  No problem; how long can rendering this 

video possibly take?  You wait a few minutes as the program calculates an ETA to completion, and once 

again look at your screen in despair as the software displays and ETA of twelve hours!  What are you going 

to do though, you can't just stop the rendering program or the marketing director will freak!  While this 

scenario might be a little extreme, the point being made is completely real.  As discussed in the previous 

post, each program and command has its own process.  What I didn't mention is that each process also has a 

priority assigned to it when it's created.  The kernel uses a scheduler to determine the priorities of process 

and assign CPU time to each process.  The good news is that process priority can be manipulated, giving 

less CPU cycles to long running jobs (and thereby increasing system performance).  You can also flip the 

priority the other way and assign more CPU cycles to help the job finish faster.  Based on our rendering 

dilemma, let's take a look at two commands that could help you out: 

 

nice Launch a program with a specific priority 

renice Adjust the priority of running process 

 

Process priority has an interesting twist to it.  The default value for any program being run is 0 and the 

range of priorities is -20 to 19.  Now the twist here is the negative numbers having a higher priority.  As an 

example, assume the rendering software from earlier has a process call mkt-render.py that was launched 

normally.  Let's see how we can help it along. 

 

Syntax:  nice [option] [command] 

 

As I mentioned already, if you launch any program the default priority will be 0.  If you use the nice 

command without any priority specified the default is 10.  A normal user can assign a priority value 

between 0 and 19 to any program being launch, however only the root user can assign a priority with a 

higher status.  If you knew that mkt-render.py was going to take a long time in advance (assuming 

you've done this for marketing before), you could have done the following: 

 

$ nice -n 15 /opt/mkt/mkt-render.py 

 



 

  19 

This will launch the rendering software with a lower priority of 15, ensuring that it doesn't take up too 

much CPU time (causing less tax on the system).  If you have a system that had extensive hardware, to 

increase the speed of rendering, you could have taken a different approach as well.  You can either become 

the root user or use the sudo command to launch the process with an increased priority, allowing the CPU 

to work harder and crank out the rendered video file faster: 

 

$ sudo nice -n -16 mkt-render.py 

 

WARNING:  Make sure that if you do assign a higher priority to a specific process that the system can support 

what you are doing.  For example, don't try to render a video with priority -19 on old hardware that can't handle it.  

The result will cause the CPU to become "pegged", which can be a hard state to recover from without forcing a 

poweroff of the system.  This isn't good for hardware or operating system stability. 

 

Adjusting Priorities 

 

Sticking with the original story, you have already launched the mkt-render.py program so you don't 

want to kill it and re-launch it at this point.  No problem, we can use the renice command to adjust the 

priority of the already running process. 

 

Syntax:  renice [-n] PRIORITY [pid | -u user | -g pgrp] 

 

In order to make use of the renice command you'll need the PID of the process you want to adjust.  If you 

read the previous post you should know at least three different ways to obtain the PID, but I'll stick with 

what I'm sure is your favorite command; ps. 

 

$ ps u 

USER     PID %CPU %MEM    RSS TTY      STAT START   TIME COMMAND 

dev01   1989  0.0  0.4   4400 pts/3    Ss   14:32   0:00 bash 

dev01   2217  0.4  0.4   4248 pts/4    Ss   14:39   0:00 bash 

dev01   2271  0.2  0.5   5328 pts/4    S+   14:39   0:00 /opt/mkt/mkt-render.py 

dev01   2274  0.0  0.1   1216 pts/3    R+   14:40   0:00 ps u 

 

You can see the PID is 2271, which we can now pass to the renice command.  Adjust the mkt-

render.py program to have a higher priority: 

 

$ sudo renice -13 2271 

2271 (process ID) old priority 0, new priority -13 

 

Although we might see a bigger hit to performance after running this command, you will also have the 

rendering job complete faster because of better priority.  You might be wondering how you can verify that 
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the priority was indeed changed to the new value.  By using ps again you can define which fields you want 

to see in the output, including priority.  Use the -o option and specify the fields you'd like. 

 

Show the priority of current processes: 

   

$ ps ao user,pid,nice,pri,command 

USER       PID  NI PRI COMMAND 

root       822   0  19 /sbin/getty -8 38400 tty4 

root       831   0  19 /sbin/getty -8 38400 tty5 

root       837   0  19 /sbin/getty -8 38400 tty2 

root       838   0  19 /sbin/getty -8 38400 tty3 

root       850   0  19 /sbin/getty -8 38400 tty6 

root      1153   0  19 /sbin/getty -8 38400 tty1 

dev01     1989   0  19 bash 

dev01     2217   0  19 bash 

dev01     2295 -13  30 /opt/mkt/mkt-render.py 

dev01     2299   0  19 ps ao user,pid,nice,pri,command 

 

Notice the program has indeed had its priority changed to -13.  One other great feature of the renice 

command is that you can reassign priority to multiple processes at a time based on a particular user.  For 

example, if I wanted to reassign all processes/programs from user dev02 to a lower priority I could do the 

following: 

 

$ sudo renice 8 -u dev02 

1001 (user ID) old priority 0, new priority 8 

 

Now all processes that user dev02 has running will receive a lower priority.  While changing process 

priority is a critical part to managing system processes, always remember that you have to monitor your 

work carefully.  Make good use of the ps and top commands to monitor changes to processes and how 

they affect system performance as a whole. 

  

 

 

Comments  
 

I have a program running on the media server, but it’s taking too long to produce any results.  

Running the renice command to change the priority to -3 produces an error message.  Do you 

know what the problem is? 
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REPLY 

 

Do you know what the different between the following commands is? 

$ nice my-program.py 

$ nice –n -10 my-program.py 

$ nice -10 my-program.py 

REPLY 

 

 


