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Chapter 1 – Virtual LANs 
 

I. VLAN Concepts 
a. Trunking with ISL and 802.1q 

i. VLANs separate broadcast domains. 
ii. VLAN trunking is necessary for multiple VLANs (other than native vlan) to 

communicate with each other and also necessary for using router-on-a-stick. 
iii. VLAN trunking causes the switches to use a process called VLAN tagging, which 

the sending switch adds another header to the frame before sending it over the 
trunk.  

iv. A VLAN header includes a VLAN identifier (VLAN ID) field, which informs the 
receiving switch about which particular VLAN the frame belongs to. 

v. Cisco switches support two different trunking protocols: Inter-Switch Link (ISL) 
and IEEE 802.1Q. 

vi. When packets are destined to another VLAN other than the native VLAN, the 
link between the switch and the router MUST be trunking. 

 

 ISL 

 ISL is a Cisco proprietary protocol – it can only be used between Cisco 
switches supporting ISL. 

 ISL fully encapsulates each original Ethernet frame in an ISL header and 
trailer, which also includes a VLAN field. Source and destination address 
uses the MAC address of the sending and receiving switch. 

 IEEE 802.1Q 

 802.1q is a standardized protocol and uses native VLAN 1 by default, 
which means other switches that doesn’t understand 802.1q knows to 
just use VLAN 1. 

 802.1q does not encapsulate the original frame like ISL. Instead, it 
inserts an extra 4-byte VLAN header into the original frame’s header 
(after the destination and source address). 

 The extra 4 byte VLAN header is called the Tag in the frame, which 
includes: Type, Priority, Flag, and VLAN ID. 

 When a packet is destined for another VLAN, it has its current VLAN ID 
in the packet before it hits the router. After it hits the router and comes 
back, it has the VLAN ID of the destination host (only if it’s not native 
VLAN) 

 802.1q also runs on 10 Mb/s Ethernet interfaces. 

 ISL and 802.1q Compared 

 Both trunking protocols support 4094 VLANs. 

 Of the supported VLANs, note that VLAN IDs 1-1005 are considered 
normal range VLANs, and 1005-4094 are considered extended range 
VLANs. 



 Both support a separate instance of STP for each VLAN, which means 
engineers can tune the STP parameters so that some VLANs’ traffic goes 
to one set of links and the other VLANs’ traffic uses other link. 

 802.1q defines one VLAN on each trunk as the native VLAN 1 by default. 
Switches that receive the frame without the 802.1q header knows that 
the frame belongs to native VLAN 1. ISL does not use that concept. 

  
b. IP Subnets and VLANs 

i. Devices in different VLANs need to be in different subnets. 
ii. For hosts in one VLAN to forward packets to a host in another VLAN, a router 

must be involved. 
c. VLAN Trunking Protocol (VTP) 

i. VTP is a Cisco-proprietary protocol that means Cisco switches can exchange 
VLAN configuration information. 

ii. VTP advertises about the existence of each VLAN based on its VLAN ID and the 
VLAN name. It does not, however, advertise the details about the switch 
interface that are assigned to the VLAN. 

iii. VTP allows switches to synchronize all of their VLAN configuration information 
with each other. This is much more convenient than configuring VLAN 
information on multiple switches. 

iv. Switches send VTP messages as soon as their VLAN configuration changes. 
v. Switches use one of three VTP modes: server mode, client mode, or transparent 

mode. The engineer sets some switches to use server mode and the rest to use 
client mode. VLAN configuration can be added on the servers, with all other 
servers and clients learning about the changes to the VLAN database. 

vi. Clients cannot be used to configure VLAN information. 
vii. Switches cannot disable VTP; they have to use transparent mode, which causes 

a switch to forward VTP messages, but not process them. 
 

 Normal VTP Operation Using VTP Server and Client Modes 

 The VTP process begins with VLAN creation on a VTP server (switch). 
The VTP server only distributes VLAN configuration changes through 
VTP messages, sent only on ISL and 802.1q trunks. 

 Both VTP servers and clients process VTP messages, update their VTP 
configuration database, and then independently send VTP updates out 
their trunks until all switches know all VLAN information. 

 VTP servers and clients choose whether to react to VTP updates and 
update their VLAN configurations based on whether the VLAN database 
configuration revision number increases. 

 Each time a VTP server modifies its VLAN configuration, the VTP server 
increments the current configuration revision number by 1. 

 VTP servers and clients also send periodic VTP messages every 5 
minutes, in case any newly added switches need to know the existing 
VLAN configuration. 

 VTP defines three different types of message: 



1. Summary advertisements – lists the revision number, domain name, 
and other information, but no VLAN information. These are the 
periodic messages that occur every 5 minutes. 

2. Subset advertisements – If something changes, the summary 
advertisement message are followed by one or more subset 
advertisement, which gives information regarding the VLAN 
database. 

3. Advertisement request – allows a switch to immediately request 
VTP messages from a neighboring switch as soon as the trunk 
comes up.  

 

 Three Requirements for VTP to Work Between Two Switches 

 The link between the switches must be operating as a VLAN trunk (ISL or 
802.1q). 

 The two switches case-sensitive VTP domain name must match. 
Switches will only listen to VTP messages that are within the same VTP 
domain. 

 If configured on at least one switch, the two switches’ case-sensitive 
VTP password must match. 

 Avoiding VTP by Using VTP Transparent Mode 

 VTP transparent mode switches can configure VLANs, but they do not 
update their VLAN database based on incoming advertisements. 

 Switches that are configured to use VTP transparent mode forwards VTP 
updates received from other switches, just to help with synchronization. 

 Storing VLAN Configuration 

 To forward traffic for a VLAN, switches need to know the VLAN’s ID and 
its VLAN name. 

 When VTP clients and servers store VLAN configuration, it is stored in a 
file called vlan.dat in flash memory. 

 VLAN configuration is not in the running-config or startup-config file. 

 Using the erase startup-config command will not remove VLAN 
database information; instead, you have to use delete flash:vlan.dat. 

 Switches in transparent mode store VLAN configuration in both running 
and start-up config (ex. The interfaces are assigned to a particular VLAN. 
This information is stored in the running and startup-confi). 

 VTP Versions 

 Cisco supports three VTP versions: aptly named versions 1, 2, and 3. 

 Version 2 forwards all VTP updates regardless of VTP domain and 
password, whereas VTP version 1 would check the VTP update domain 
name and password, discarding the VTP update as opposed to 
forwarding it. 

 VTP Pruning 

 VTP pruning allows VTP to dynamically determine which switches do not 
need frames from certain VLANs, and then VTP prunes those VLANs 
from the appropriate trunks. 



 Pruning basically means that when forwarding frames, switches that do 
not necessarily need the frame has their interfaces pruned from the 
trunks. 

II. VLAN and VLAN Trunking Configuration and Verification 
a. Creating VLANs and Assigning Access VLANs to an Interface 

i. VLAN 1 and VLANs 1002-1005 are automatically configured and cannot be 
deleted. 

ii. An interface that is currently using trunking is called a trunk interface, and all 
other interfaces are called access interfaces. 

iii. The switchport mode access command tells the switch to only allow the 
interface to be an access interface, which means that the interface will not use 
trunking. 

iv. If you use the interface vlan command and the VLAN does not exist, the switch 
will automatically create that VLAN for you. 

b. VLAN Trunking Configuration 
i. By default, Cisco switches negotiate the type of trunking that will be used, using 

Dynamic Trunk Protocol (DTP). They both use ISL if they support both trunking 
protocols.  

ii. The type of trunking preferred on an interface is configured using the switchport 
trunk encapsulation {dot1q | isl | negotiate} interface subcommand. 

iii. Administrative mode refers to the configuration setting for whether trunking 
should be used on an interface. Administrative mode refers to what’s 
configured; operational mode refers to what’s currently happening on the 
interface. 

0 
iv. The static access operational mode in the output of show interfaces switchport 

command indicates that the port is an access port and it is not being used for 
trunking. 

v. The native operational trunking encapsulation in the output of show interfaces 
switchport command means that the switch does not add any trunking header 
to the forwarded frames on this port, treating frames as if they are in an 802.1q 
native VLAN. 

vi. The administrative trunking encapsulation points out the supported type of 
trunking. On a switch that supports ISL and 802.1q, this would show as 
“negotiate”. 

 

 Controlling Which VLANs Can Be Supported on a Trunk 

 The allowed VLAN list feature provides a way for engineers to 
administratively disable a VLAN from a trunk. 



 The switchport trunk allowed vlan {add | all | except | remove} 
interface command provides an easy way to add and remove VLANs 
from a trunk. 

 Here are reasons a switch has to prevent VLANs from crossing a trunk: 
1. A VLAN has been removed from the allowed VLAN list. 
2. A VLAN does not exist, or is not active, in the switch’s VLAN 

database. 
3. A VLAN has been automatically pruned by VTP. 
4. A VLAN’s STP instance has placed the trunk interface into a state 

other than a forwarding state. 

 Trunking to Cisco IP Phones 

 Cisco includes a small LAN switch in the bottom of each Cisco IP phone, 
which allows a cable to be connected from the wall and from the PC. 

 Cisco recommends placing PCs and IP Phones in different VLANs so that 
engineers can more easily manage IP address space, QoS mechanisms, 
and to provide better security by separating data and voice traffic. 

 When a switch port connects to an IP phone with a PC connected to the 
phone, the port requires both switchport voice vlan and switchport 
access vlan. 

 
c. Securing VLANs and Trunking 

i. Administratively disable the unused interface, using the shutdown interface 
command. 

ii. Prevent trunking from being negotiated when the port is enabled by using the 
switchport nonegotiate interface subcommand to disable negotiation, or the 
switchport mode access interface subcommand to statically configure the 
interface as an access interface. 

iii. Assign the port to an unused VLAN, sometimes called a parking lot VLAN, using 
the switchport access vlan <vlan-id> interface command. 

III. VTP Configuration and Verification 
a. Using VTP: Configuring Servers and Clients 

i. Configure the VTP mode using the vtp mode {server | client} global 
configuration command. 

ii. Configure the VTP (case-sensitive) domain using the vtp domain <domain-
name> global configuration command. 

iii. (Optional) On both clients and servers, configure the same case-sensitive 
password using the vtp password <password> global configuration command. 

iv. (Optional) Configure VTP pruning on the VTP servers using the vtp pruning 
global configuration command. 

v. (Optional) Enable VTP version 2 with the vtp version 2 global configuration 
command. 

vi. Bring up the trunks between the switches. 



 
vii. Cisco switches send VTP and CDP messages on trunks using VLAN 1. 

b. Caveats When Moving Away from Default VTP Configuration 
i. VTP domain name by default is a null domain name. 
ii. With all default settings, VTP does not send updates even over trunks, but the 

switch can be configured with VLANs because it’s in server mode by default. 
iii. After configuring a domain name, the switch immediately sends VTP updates 

over the trunks. 
iv. If a switch receives a VTP update with a null domain name and no password was 

used, the receiving switch uses that domain name. 
c. Troubleshooting VTP 

 Determining Why VTP Is Not Currently Working 

 Confirm the switch names, switch ports, and VTP modes. 

 Identify the VLAN names and IDs using the show vlan command. 

 On the switches with VLAN information differ, verify the following: 
1. At least one operational trunk exist (show interfaces 

trunk/switchport, show cdp neighbors). 
2. The VTP domains and passwords must match (case-sensitive) (show 

vtp status). 

 VTP V2 Mode being disabled means that the switch is using version 1. 
Mismatch versions does not cause VTP to not work. 

 If hosts are assigned to the native VLAN, it’s likely that trunking isn’t 
required; however, if more than 1 VLAN is configured, consider trunking 
to get the hosts in the other VLANs to communicate. 

 Problems When Connecting New Switches and Bringing Up Trunks 

 A switch that has the lower revision number synchronizes its VLAN 
database to match the neighboring switch (which has a higher revision 
number). 

 You can reset a switch’s VTP revision number by configuring the switch 
for VTP transparent mode and then back to client or server mode, or 
erase the switch’s vlan.dat file in flash and reload the switch. 

 Avoiding VTP Problems Through Best Practices 

 If you’re not using VTP, use transparent mode. 

 If using VTP server or client mode, always use a VTP password. 

 Disable trunk with switchport mode access and switchport nonegotiate 
commands on all interfaces except known trunks. 

 
Chapter 2 – Spanning Tree Protocol 
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I. Spanning Tree Protocol (IEEE 802.1d) 

a. The Need for Spanning Tree 

 STP chooses which ports to block so that only one active path exists between 
any pair of LAN segments. 

 
b. What IEEE 802.1d Spanning Tree Does 

i. STP prevents loops by placing each bridge/switch port in either a Forwarding 
State or a Blocking State. 

ii. Interfaces in the Forwarding State act as normal, forwarding and receiving 
frames, but interfaces in the Blocking State do not process any frames except 
STP messages. 

iii. Ports that are in the Forwarding State are considered to be in the current 
spanning tree. 

iv. STP convergence refers to the process by which switches realize that something 
has changed in the LAN topology, and that switch ports may need to change 
which ports block and which ports forward. 

 

 How Spanning Tree Works 

 The STP algorithm creates a spanning tree of interfaces that forward 
frames. 

 Cisco recommends placing a router in at every 7th switch to avoid STP 
networks from becoming overwhelmed and eventually looping. 

 The algorithm, Spanning Tree Algorithm (STA), chooses the interfaces 
that should be placed in the Forwarding State. Any interfaces not 
specified here are placed in Blocking State. 

 STP uses three criteria to choose whether to put an interface in 
Forwarding state:  
1. STP elects a root switch. STP puts all working interfaces on the root 

switch in Forwarding State. 
2. Each nonroot switch considers one of its ports to have the least 

administrative cost between itself and the root switch. STP places 



the least-root-cost interface, called the switch’s root port (RP), in 
Forwarding State. 

3. The lowest-cost switch on each segment is called the designated 
bridge, and that bridge’s interface, attached to that segment, is 
called the designated port (DP). 

 
 Failed interfaces (administratively shutdown or no cable) are placed into 

a STP disabled state. 

 The STP Bridge ID and Hello BPDU 

 The STP Bridge ID (BID) is an 8-byte value unique to each switch. The 
BID consists of a 2-byte priority field and a 6-byte system ID, with the 
system ID being based on a MAC in each switch.  

 STP defines messages called bridge protocol data units (BPDU), which 
bridges and switches use to exchange information with each other. 

 The most common message is called the Hello BPDU, which lists the 
sending switch’s bridge ID. This message also lists the bridge ID of the 
current root switch. 

 
 Electing the Root Switch 

 Switches elect a root switch based on the bridge IDs in the BPDUs. The 
root switch is the switch with the lowest numeric value for the Bridge 
ID. 

 Because the Bridge ID starts with a priority value, the switch with the 
lowest priority becomes the root. 



 If a tie occurs based on the priority ID of the Bridge ID, the switch with 
the lowest MAC address portion of the Bridge ID is the root. 

 All switches claim to be the root by sending Hello BPDUs listing their 
own bridge ID as the root bridge. If a switch hears a Hello with a lower 
Bridge ID, called a Superior Hello, the switch stops advertising itself as 
root and starts forwarding the Superior Hello. 

 After the election is complete, only the root switch continues to 
originate STP Hello BPDU messages. The other switches receive the 
updates, updates the sender’s BID field (and cost-to-reach-the-root 
field), and forward the Hellos out other interfaces. 

 Choosing Each Switch’s Root Port 

 The second part of the STP process occurs when each nonroot switch 
chooses its one and only root port. A RP is its interface with the least 
STP cost to reach the root switch. 

 To calculate the cost of the RP, a switch adds the cost listed in the Hello 
BPDU to the STP port cost assigned to that same interface. 

 Choosing the Designated Port on Each LAN Segment 

 STP’s final step to choose the STP topology is to choose the designated 
port on each LAN segment. 

 The designated port on each LAN segment is the switch port that 
advertises the lowest-cost Hello onto a LAN segment. 

 When a nonroot switch forwards a Hello, the nonroot switch sets the 
cost field in the Hello to that switch’s cost to reach the root. The switch 
with the lowest cost to reach the root (in the entire segment) becomes 
the DP on that segment. 

 All DP’s are placed into a forwarding state. 

 If advertised costs tied, switches use lowest bridge priority to assign the 
DP. 

 Reacting to Changes in the Network 

 The forwarding interfaces does not change statuses unless the network 
topology changes. 

 The root switch sends a new Hello BPDU every 2 seconds by default. 

 Each switch forwards the Hellos on all DPs, but only after the cost is 
changed to reflect that switch’s cost to reach the root, and the sender’s 
bridge ID field is also changed. 

 When 10 Hello BPDUs (max age time) are not received, switches react 
and start the process of changing the STP topology (including electing a 
new root switch). 

 The Hello timer is based on the configuration from the root switch. 



 
 STP cannot transition instantly, so it uses these statuses while 

transitioning from blocking to forwarding: 
1. Listening – like the Blocking State, the interface does not forward 

frames. Old, now incorrect MAC tables are timed out during this 
state, because the old MAC entries would be the root cause of a 
loop. (stays in this stage for 15 seconds) 

2. Learning – interfaces in this state still do not forward frames, but 
the switch begins to learn MACs of the frames received on the 
interface. (stays in this stage for 15 seconds) 

 STP moves an interface from Blocking -> Listening (15s) -> Learning (15s) 
-> Forwarding. 

c. Optional STP Features 

 EtherChannel 

 EtherChannel provides a way to prevent STP convergence from being 
needed when only a single port or cable failure occurs. 

 EtherChannel combines multiple links between switches together (up to 
8) and treats them as one single interface. 

 If a link or two fail between a switch, but there are more within those 
two switches that are up, STP convergence does not have to occur. 

 Without EtherChannel, STP blocks all links except one (if multiple links 
are used). 

 EtherChannel also provides more network bandwidth by load-balancing. 

 PortFast 

 PortFast allows a switch to immediately place a port in Forwarding State 
when the port becomes physically active, bypassing any STP topology 
and bypassing the Listening and Learning States. 

 PortFast can only be enabled on ports that no bridges, switches, or 
other STP-speaking devices are connected, which is best for end-user 
devices. 

 STP Security 

 The Cisco BPDU Guard feature helps by disabling a port if any BPDUs are 
received on the port, particularly access ports that should never connect 
to another switch. 

 The Cisco Root Guard feature helps defeat the problem where a new 
rogue switch tries to become a root switch.  



 When a switch interface with Root Guard enabled receives a superior 
BPDU from a neighboring switch, the switch with Root Guard reacts. It 
also ignores the superior BPDU and disables the interface. When 
superior BPDU stops arriving, the switch can start using the interface 
again. 

II. Rapid STP (IEEE 802.1w) 
 RTP (802.1w) works just like STP (802.1d) in several ways. 
 It elects the root switch using the same parameters and tiebreakers. 
 It elects the root port on nonroot switches with the same rules. 
 It elects designated ports on each LAN segment with the same rules. 
 It places ports in either Forwarding or Blocking State, although RSTP calls the 

Blocking State the Discarding State. 
 RSTP mainly improves network convergence topology when topology changes 

occur. 
 RSTP only waits for 3 Hellos (6 seconds) as its MaxAge time. Also, RSTP eliminates 

the forward delay in both Listening and Learning States. 
a. RSTP Link and Edge Types 

i. Link-type point-to-point links are links connecting network devices (switch/hub) 
to network device. 

ii. Link-type shared is a link between 2 devices that all share the same bandwidth 
(passing through a hub). 

iii. Edge-type links are between end devices and network devices. 
iv. RSTP does not improve convergence time for link-type shared connections. 

b. RSTP Port States 

 
i. Discarding State does not forward frames, but it does listen for BPDUs. 

c. RSTP Port Roles 
i. The RSTP alternate port role identifies a switch’s best alternative to the root 

switch. 
ii. The other new RSTP port type, backup port, applies only when a single switch 

has two links to the same segment (collision domain), which is likely connected 
to a hub. This port also gets put into a discarding state. 

d. RSTP Convergence  
i. Convergence improvement time is the major purpose for 802.1w. 
ii. The main changes in RSTP version of STA occur when changes occur within the 

network. 
 

 Edge-Type Behavior and PortFast 



 RSTP improves convergence for edge-type connections by immediately 
putting the switch in the Forwarding State when the link is physically 
active. 

 To enable RSTP on edge interfaces, configure PortFast. 

 Link-Type Shared 

 RSTP doesn’t do anything differently from STP on link-type shared links. 

 Link-Type Point-to-Point 

 STP default MaxAge is 20 seconds; RSTP MaxAge is 6 seconds (3 Hello 
BPDUs) 

 RSTP removes the need for Listening State and reduces the time for 
Learning State by actively discovering the network’s new state. 

 STP passively waits on new BPDUs and reacts to them during the 
Listening and Learning States. RSTP switches negotiate with neighbor 
switches by sending RSTP messages. These messages help switches 
quickly determine whether an interface can be immediately 
transitioned to a Forwarding State. 

III. STP Configuration and Verification 
a. Multiple Instances of STP 

i. By default, Cisco switches use IEEE 802.1d, not RSTP, with a Cisco-proprietary 
feature called Per-VLAN Spanning Tree Plus (PVST+). 

ii. PVST+ creates a different instance of STP for each VLAN. 
iii. By changing some STP configuration parameters in different VLANs, engineers 

could assign RPs and DPs to different VLANs, providing load balancing. 
iv. Using PVST+, some VLANs could be forwarded over one trunk, and traffic for 

another VLAN can use another trunk. 
v. Cisco implemented another proprietary solution to support one VLAN per RSTP, 

which is now called RPVST and Per-VLAN Rapid Spanning Tree. 
vi. The IEEE created a standard for multiple spanning trees, called MST, or Multiple 

Instances of Spanning Trees (MIST). 
vii. MIST allows the definition of multiple instances of RSTP, with each VLAN being 

associated with a particular instance. 
viii. To achieve load balancing, MIST would create two instances of RSTP: one for 

even numbered VLANs and one for odd numbered VLANs. 

 
b. Configuration Options That Influence the Spanning Tree Topology 

i. Regardless of using PVST+, PVRST, or MIST, two main configuration options can 
be used to achieve that kind of load balancing: the bridge ID and the port cost. 

 

 The Bridge ID and System ID Extension 



 A bridge ID is formed by combining the switch’s 2-byte priority and 6-
byte MAC address. 

 The bridge priority can be from 0-65,535 and contains a bridge priority 
and a system ID extension, which is typically holding a VLAN ID. 

 Per-VLAN Port Costs 

 On Cisco switches, the STP cost is based on the actual speed of the 
interface. 

 If a switch’s port cost is configured, the switch ignores the negotiated 
speed on the interface. 

 STP Configuration Option Summary 

 
a. Verifying Default STP Operation 

i. When a switch has two interfaces that default to the same port cost (19), the 
path to the root is the same. When these port costs tie, the switch uses the 
interface’s port priority value as a tiebreaker. 

ii. If the port priority values tie, the switches use the lowest internal interface 
number. 

b. Configuring STP Port Costs and Switch Priority 
i. The spanning-tree vlan <vlan-id> cost <cost> interface subcommand sets the 

port cost on a particular interface. You can also change a port to become root 
port if you set a lower cost than the original root port. 

ii. Sometimes, you can omit the “vlan <vlan-id>” in a command and it will set the 
cost or priority on all VLANs. 

c. Configuring EtherChannel 
i. Using the channel-group <1-6> mode on interface subcommand turns on 

EtherChannel for a specific port. 
ii. When using the on switch, if the opposite switch was not correctly configured 

for EtherChannel, the switches would not forward traffic over the interfaces. 
You can use the auto or desirable commands instead, so the switches can 
negotiate. 

iii. The auto parameter tells the switch to wait for negotiation. The desirable switch 
tells the EtherChannel to negotiate with the other switch. 

d. Configuring RSTP 
i. You can configure RSTP on a switch using the spanning-tree mode rapid-pvst 

global configuration command. This command enables RSTP and PVRST. 
IV. STP Troubleshooting 

a. Determining the Root Switch 



i. If a question asks you to find the root switch, look for the lowest bridge priority 
or the switch with the lowest MAC values if the bridge priorities match. 

ii. The show spanning-tree privileged exec command lists the root’s bridge ID, with 
priority on one line and MAC address on the next. 

b. Determining the Root Port on Nonroot Switches 
i. Each nonroot switch has only one root port (RP). Root switches do not have a 

RP. 
ii. To choose the RP, switches listens for Hello BPDUs and adds the costs listed in 

the Hello BPDUs to that switch’s port cost for the port on which the Hello was 
received. 

iii. The least calculated cost wins. If tied, lowest port priority wins. 
iv. The port connected directly to the root is not always the RP; it is measured 

based upon port cost. 
c. Determining the Designated Port on Each LAN Segment 

i. The switch interface that forwards the lowest-cost Hello BPDU onto the 
segment is the DP. If tied, the switch with the lowest BID wins. 

ii. The switch with the lowest cost to reach the root is the DP on that segment. 
iii. If multiple links are configured between two switches, the switch will block the 

highest port, and use the lowest port (because bridge ID/MAC of opposite 
switch is the same). 

d. STP Convergence 
i. For interfaces that need to move from Forwarding to Blocking, the change is 

instant. 
ii. Interfaces that are in a forwarding state before a new root switch is selected, 

and needs to stay in the forwarding state after the election, will not transition 
STP states. 

iii. For interfaces that need to move from a Blocking to Forwarding, it first goes to 
Listening State, and then Learning State, each for the time specified by the 
forward delay timer (default 15 seconds). 

 
Chapter 3 – Troubleshooting LAN Switching 
 

II. Generalized Troubleshooting Methodologies 
a. Analyzing and Predicting Normal Network Operation 

i. You should have a solid prediction of the details of what should happen if the 
network is working correctly, based on documentation, configuration, and show 
and debug command outputs. 

ii. The term data plane refers to any actions taken by networking devices for the 
forwarding of an individual frame or packet. Devices apply its data plane logic 
and process the frame or packet. 

iii. The term control plane refers to the overhead processes that do not need to be 
done for each packet or process. VTP and IP routing protocols are example of 
control plane processes. 

 

 Data Plane Analysis 

 Data plane troubleshooting examines each device in the expected 
forwarding path for the data, in order. 



 You should also analyze the reverse process as well, as sometimes the 
problem may occur only in one direction. 

 Control Plane Analysis 

 Many control plane processes directly affect the data plane process. 

 Routing protocols are considered to be control plane protocols because 
the work done by a routing protocol does not have to be repeated for 
each frame or packet. 

 Predicting Normal Operations: Summary of the Process 

 The exam may ask you to predict the normal operation of the network. 
Here is a suggested approach for finding the answer: 
1. Examine the data plane by determining the major layer 3 steps and 

layer 2 steps, in both directions. 
2. Examine the control plane by identifying the control plane protocols 

that are used and vital to the forwarding process. 
III. Troubleshooting the LAN Switching Data Plane 

a. An Overview of the Normal LAN Switching Forwarding Process 
i. If a frame arrives on an access interface, use the interface’s access VLAN. 
ii. If the frame arrives on a trunk interface, use the VLAN listed in the frame’s 

trunking header. 
iii. If a frame is destined for a device on the other side of a trunk, the switch adds 

the VLAN trunking header before going over that trunk. 
b. Step 2 – Isolate Interface Problems 

 Interface Speed and Duplex Issues 

 If an interface has a duplex mismatch, the switch interface will still be in 
an up/up state. 

 If the count of collisions and late collision rises, it’s possible that there’s 
a duplex mismatch. 

 If the speed is 1 Gbps, use full-duplex. Otherwise, use half-duplex. 
c. Step 3 – Isolate Filtering and Port Security Problems 

i. Both routers and switches can be configured with access control lists (ACL) that 
examines packets and frames being sent or received on interfaces. 

ii. Port security can limit the number of MAC addresses using the interface, limit 
which specific MAC addresses can send and receive frames on a switch 
interface, and a combination of both. 

iii. A port status of “secure-shutdown” means that the port has been disabled 
because of a violation. 

iv. The default violation for port-security is shutdown. 
v. Even if port security is restricting or protecting an interface, it’s still going to 

show the up/up state. 
vi. The Security Violation Count only increment if a restrict violation has occurred. 

(speaking of the show port-security output) 
vii. IEEE 802.1x defines a process to authenticate the user of the PC connected to a 

switch port. This can be used in Network Admission Control (NAC). 
viii. With IEEE 802.1x, each user communicates with an AAA server. The switch 

blocks traffic until the AAA server authenticates with the PC. 
d. Step 4 – Isolate VLAN and Trunking Problems 

 Ensuring That the Right Access interfaces Are in the Right VLANs 



 Show vlan command does not show any trunking interfaces, because it’s 
no longer an access interface. 

 If the test doesn’t allow show vlan interfaces, use the show mac 
address-table command. 

 Access VLANs Not Being Defined or Being Active 

 Switches do not forward frames in an undefined VLAN or in a defined 
VLAN that is not in the active state. 

 A VLAN can be created by using the vlan <vlan-id> global configuration 
command, or by assigning an interface to a VLAN that does not exist. 

 Identify Trunks and VLANs Forwarded on Those Trunks 

 Verify that the VLAN exists and is active on the switch. 

 Verify that the VLAN has not been removed from the allowed VLAN list 
on the trunk (as configured with the switchport trunk allowed vlan 
interface subcommand). 

 Verify that the VLAN has not been VTP-pruned from the trunk (as 
automatically done by VTP, assuming that VTP pruning has been 
enabled with the vtp pruning global configuration command) 

 Verify that the trunk is in a STP Forwarding State in that VLAN (as seen 
in the show spanning-tree vlan <vlan-id> command) 

 Also, if a switch sends a frame using native VLAN 1 on an 802.1q trunk, 
the switch will not add a header (assuming the other switch is using 
native vlan 1), and the frame may go to the wrong VLAN if the native 
VLAN is different. 

e. Troubleshooting the Data Plane 
i. Verify network topology accuracy using CDP. 
ii. Verify that interfaces are up and running by making sure they’re in the up/up 

state. 
 
Chapter 4 – IP Routing: Static and Connected Routes 
 

I. IP Routing and Addressing 
a. IP Routing 

i. If a destination IP address of a packet is in the same subnet as the host, the host 
sends the packet directly to the destination host. ARP is needed to find the 
destination host’s MAC address. 

ii. If the destination IP address of a packet is not in the same subnet as the host, 
the host sends the packet directly to the default gateway. ARP is needed to find 
the MAC of the default gateway. 

iii. For each received frame, routers use the data-link trailer FCS field to ensure the 
frame had no errors – discarding the frame if it does. 

b. IP Addressing and Subnetting 
i. When a particular destination IP address matches more than one route, the 

router uses the most specific route (longest prefix length). 
c. Fragmentation and MTU 

i. TCP/IP defines a maximum length for an IP packet, called a maximum 
transmission unit (MTU). 



ii. The MTU varies based on configuration and the interface’s characteristics. The 
default MTU value on Ethernet interfaces is 1500. 

iii. IP hosts cannot forward a packet out an interface if the packet is longer than the 
MTU, unless the router fragments the packets into smaller packets. Reassembly 
is only performed by the endpoint host. 

II. Routers to Directly Connected Subnets 
a. Secondary IP Addressing 

i. When a network becomes full of addresses, expanding the existing subnet or 
putting workstations in a newer and larger subnet may not be reasonable – this 
is where secondary IP addressing comes in at. 

ii. Secondary addressing allows a router to use multiple subnet ranges within one 
interface. 

iii. You can add a secondary subnet by adding “secondary” at the end of the ip 
address command. 

b. Supporting Connected Routes to Subnet Zero 
i. When the no ip subnet-zero command is entered on a router, it prevents a 

router from learning about zero subnets via routing protocols. 
c. ISL and 802.1q Configuration on Routers 

i. A subinterface is a logical subdivision of a physical interface. 
ii. The encapsulation command must be matched with the VLAN ID that it’s going 

to be performing encapsulation on. 
III.  Static Routes 

a. Configuring Static Routes 
i. You can configure a backup static route by configuring a higher AD than an 

existing route. Ex. If you have a RIP route to network 192.168.24.0 and want to 
configure a backup route, you can configure a static route to the same network 
with an AD of 121 & up. When the RIP route goes away, the static route will be 
placed in the routing table. 

b. The Extended Ping Command 
i. You can issue a ping using the source of another IP address as opposed to the 

outgoing interface on the router. 
c. Static Default Routes 

i. A default route is a special route that matches all packet destinations. 
a. Classful and Classless Routing 

 Summary of the Use of the Terms Classless and Classful 

 Classless routing causes a router to use its default routes for any 
packets that does not match some other route. 

 Classful routing places on restriction on when a router can use its 
default route, resulting in cases in which a router has a default route but 
chooses to discard a packet rather than forwarding the packet based on 
the default route. 

 Classful routing protocols do not advertise mask information, so they do 
not support VLSM or route summarization. 



 
 Classless and Classful Routing Compared 

 Classless Routing – when a packet’s destination only matches a router’s 
default route, and does not match any other routes, forward the packet 
using that default route. 

 Classful Routing – when a packet’s destination only matches a router’s 
default route, and does not match any other route, only use the default 
route if the router does not know any routes in which the destination IP 
address resides. 

 
Chapter 5 – VLSM and Route Summarization 
 

I. VLSM 
a. Classless and Classful Routing Protocols 

i. For a routing protocol to support VLSM, the routing protocol must advertise not 
only the subnet number but also the subnet mask. 

 
b. Designing a Subnetting Scheme Using VLSM 

i. Longer prefix lengths means fewer host bits. 
ii. Subnet zero should be avoided if the exam mentions the use of classful routing 

protocols. 
II. Manual Route Summarization 

a. Route Summarization Concepts 
i. Route summarization reduces the size of routing tables while maintaining 

routes to all destinations in the network. 
ii. Summarization also improves convergence time, because the router that 

summarizes the route no longer has to announce any changes regarding 
individual subnets. 

iii. The interface subcommand ip summary-address eigrp 1 10.3.0.0 255.255.0.0 
would only tell the router to advertise addresses beginning with 10.3. When 



using this command, this tells the router to not advertise any other routes 
besides what’s specified by EIGRP. 

iv. To support discontiguous networks on routers that are using EIGRP, auto 
summary must be disabled 

b. Route Summarization Strategies 
i. Although a 10.2.0.0/16 summary covers the networks 10.2.1.0, 10.2.2.0, 

10.2.4.0, and 10.2.6.0, it does cover more addresses than needed. 

 Sample “Best” Summary on Seville 

 
 The answer you come up here with is 10.3.4.0/22 because the subnets 

bits are going to be all 1s up until the network number differs in the 
chart above. Everything after the matching bits becomes 0s. 

III. Autosummarization and Discontiguous Classful Networks 
a. Because classful routing protocols do not advertise subnet mask information, the 

routing simple lists the subnet numbers. A router receiving a routing update with a 
classful protocol looks at the subnet number in the update, but it must make 
assumptions about what the subnet mask is. 

b. Example of Autosummarization 
i. When a router has interfaces in more than one Class A, B, or C network, it can 

advertise a single route for an entire Class A, B, or C network into the other 
classful network. This is called Autosummarization. 

ii. Autosummarization requires networks to be contiguous.  
c. Discontiguous Classful Networks 

i. A Contiguous network is a classful network in which packets sent between every 
pair of subnets can only pass through subnets of that same classful network. 

ii. A Discontiguous network is a classful network in which packets sent between at 
least one pair of subnets must pass through subnets of a different classful 
network. 

d. Autosummarization Support and Configuration 
i. Classful routing protocols must use Autosummarization. 

 
 
Chapter 6 – IP Access Control Lists 
 

I. Standard IP Access Control Lists 
a. IP Standard ACL Concepts 



i. IP ACLs cause a router to discard some packets based on criteria defined by the 
network engineer. The goal is to filter unwanted traffic in the network. 

ii. Packets can be filtered as they enter or before they exit an interface, before 
and/or after the routing decision. 

iii. At the end of every access list is an implied “deny all traffic” statement. 
Therefore, if a packet does not match any of your access list statements, it is 
blocked. 

iv. Access lists can be applied on both Cisco routers and switches. 
 

 Wildcard Masks 

 IOS IP ACLs match packets by looking at the IP, TCP, and UDP headers in 
the packet. 

 Extended ACLs can check source and destination IPs, as well as source 
and destination ports.  

 Standard ACLs can only examine the source IP address. 

 Wildcard masks define the portion of the IP address that should be 
examined. 

 
 A Quicker Alternative for Interpreting Wildcard Masks 

 For example, for the subnet 172.16.8.0 255.255.252.0, subtract 
255.255.252.0 from 255.255.255.0, resulting in 255 – 252 = 3 (0.0.3.255) 

b. Standard IP Access List Configuration 
i. The standard IP ACL range is 1 to 99 and 1300 to 1999. 
ii. The wildcard mask 0.0.0.0 means that the entire IP address must match. Change 

this if you want to modify the range or subnet. 
iii. A standard ACL only examines the source IP address of the packet. 

II. Extended IP ACLs 
b. Extended IP ACL Concepts 

i. A single ACL statement can examine multiple parts of the packet headers, 
requiring all parameters to be matched correctly to that one ACL statement. 

ii. Extended ACLs differ from standard ACLs because it can also examine the 
destination IP address (along with wildcard mask), protocol type (TCP/UDP, 
ICMP, IGMP, etc), source and destination port, IP TOS, IP precedence, and all 
TCP flows except the first. 



 
iii. The command start with the protocol type, followed by the source IP address, 

source port, destination IP address, and destination port. 
c. Matching TCP and UDP Port Numbers 

i. The access-list command must use the protocol keyword tcp to match TCP ports 
and udp keyword to match UDP ports. The IP keyword does not allow for this. 

ii. The locations of the source and destination port parameters are positional, so 
they have to be in the right location for the command to work properly. 

 
d. Extended IP ACL Configuration 

i. All fields in the access-list command must match a packet for the packet to be 
considered to match that access-list statement. 

ii. The extended access-list command uses numbers between 100-199 and 2000-
2699. 



 
III. Advances in Managing ACL Configuration 

a. Named IP ACLs 
i. Named IP ACLs make ACLs easier to work with, not having to remember the ACL 

number. 
ii. Once you configure an ACL name with the ip access-list extended <name> 

command, you enter the ACL Configuration mode and you can configure the 
ACLs as you normally would, just without the “access-list” command included. 

iii. When you are in an ACL configuration mode, you do not have to type in “access-
list” prior to typing in the command, you can just start typing deny, permit, etc. 

b. Editing ACLs using Sequence Numbers 
i. When deleting an ACL: disable it from interfaces, delete it, reconfigure it, and 

then enable it on the interface. 
ii. An ACL permit or deny statement can be deleted just by referencing the 

sequence number, without deleting the rest of the ACL. 
iii. Newly added permit and deny commands can be configured with a sequence 

number. (ACL Configuration Mode# 5 deny host 10.1.1.1) 
iv. The sequence number of a command shows under the left column in the show 

ip access-list command. 
IV. Miscellaneous ACL Topics 

a. Controlling Telnet and SSH Access with ACLs 
i. You can also apply ACLs to VTY interfaces by using the access-class <ACL 

name/number> <in/out> command. 
b. ACL Implementation Considerations 

i. Create ACLs in a text editor so that you have room to make mistakes. 
ii. Place extended ACLs as close as possible to the source of the packet to discard 

the packets quickly. 
iii. Place standard ACLs as close as possible to the packet’s destination. 
iv. Place more specific statements early in the ACL. 
v. Disable an ACL from its interface before making changes to the ACL. 

c. Reflexive ACLs 
i. Reflexive ACLs can be configured to deny hosts that try to initiate sessions with 

internal addresses. In other words, a public IP can’t touch the inside unless the 
inside has already established a session with the outside address that’s trying to 
come in. 

d. Dynamic ACLs 
i. If users are switching PCs and taking PCs home, it’d take a lot of manual work to 

adjust the ACLs to allow these users. Dynamic ACLs, also called Lock-and-Key 
Security, solves this problem by tying the ACL to a user authentication process.  



ii. Instead of trying to reach a server, the user must be told to first telnet to a 
router. If the authentication process succeeds, the router dynamically changes 
its ACL. After a period of inactivity, the dynamic ACL changes to the old ACL. 

iii. An absolute timeout is a timeout where the remote host has “x amount of 
minutes of access,” and that’s it. 

iv. An idle timeout is a timeout where the connection is terminated once no data 
has been exchange for “x amount of minute” 

e. Time-Based ACLs 
i. You can also control ACLs to only be in place at certain times of the day, or even 

on particular days of the week. 
 
Chapter 7 – Troubleshooting IP Routing 
 

I. The ping and traceroute Commands 
a. Internet Control Message Protocol (ICMP) 

i. ICMP is considered part of TCP/IP’s network layer. 
ii. ICMP unreachable message includes five separate functions (codes) that further 

identify why the packet cannot be delivered. 

 The Destination Unreachable ICMP Message 

 Network unreachable – there is no match in a routing table for the 
packet’s destination. 

 Host unreachable – the packet can be routed to a router connected to 
the destination subnet, but the host is not responding. 

 Can’t fragment – the packet have the Don’t Fragment bit set, and a 
router must fragment to forward the packet. 

 Protocol unreachable – the packet is delivered to the destination host, 
but the transport layer protocol is not available on that host. 

 Port unreachable – the packet is delivered to the destination host, but 
the destination port has not been opened by an application. 

 ! – ICMP Echo Reply received. 

 . – Nothing was received before the ping command timed out. 

 U – ICMP unreachable (destination) received. 

 N – ICMP unreachable (network/subnet) received. 

 M – ICMP Can’t Fragment message received. 

 ? – Unknown packet received. 

 The Redirect ICMP Message 

 An ICMP Redirect message provides a means by which routers can tell 
hosts to use another router as its default gateway for certain 
destination addresses. 

 If the host's default gateway detects that it's not the best router to the 
destination, it can send ICMP redirect messages to the host to tell the 
host to send the packet to another router. 

 The ICMP Time Exceeded 

 The ICMP Time Exceeded message notifies a host when a packet has 
been discarded because it was out of time. 



 Each IP header uses a TTL to prevent routing loops. This number is 
decremented by 1 every time it reaches a router. After 0, the packet is 
discarded. 

b. The traceroute Command 
i. The traceroute command uses the Time Exceeded message and the IP TTL field 

to identify each successive router in a route. 
ii. Traceroute commands send IP packets using the UDP transport layer. 

II. Troubleshooting the Packet Forwarding Process 
a. Isolating IP Routing Problems Related to Hosts 

i. Check the host's ability to send packets inside its own network – ping its default 
gateway or ping the host's IP from the gateway. 

ii. Ensure that the router's interface used at the default gateway is in an up/up 
state. 

iii. Check the source's host IP address and mask and compare it to the router's 
interface to make sure both are on the same subnet. 

iv. Make sure the router supports the same VLAN in which the host resides on. 
III. Troubleshooting Tools and Tips 

a. Host Routing Tools and Perspectives 

 LAN Switch IP Support 

 LAN switches can be configured with an IP address that allows 
administrators to manage the switch. 

 Always make sure that the ip-default gateway global configuration 
command is entered on a switch in order for it to be accessible 
remotely. 

 If the switch has more than 1 VLAN, but an IP address is only assigned to 
1 VLAN (which is inaccessible from the other VLANs), the switch must be 
configured with a default gateway so that other VLANs can access it 
through the router. 

b. Interface Status 
i. Routers do not dynamically negotiate LAN trunking like switches. 

c. VLSM Issues 

 VLSM Troubleshooting Summary 

 IOS cannot detect an overlap when an IP address overlaps with an IP 
address on another router. 

d. Access List Troubleshooting Tips 
i. Determine on which interfaces ACLs are enabled, and in which direction (show 

running-config, show ip interfaces). 
ii. Determine which ACL statements are matched by test packets (show access-

lists, show ip access-lists). 
iii. Remember that the ACL uses first-match logic so after a match, it does not go 

any further down the ACL list. 
 
Chapter 8 – Routing Protocol Theory 
 

I. Dynamic Routing Protocol Overview 
a. Routing Protocol – a set of messages, rules, and algorithms used by routers for the 

overall purpose of learning routes. Examples include RIP, EIGRP, OSPF, and BGP. 



b. Routed protocols and routable protocol – both terms refer to a protocol that 
defines a packet structure and logical addressing, allowing routers to forward or 
route packets. Examples include IP and IPX. 

c. Routing Protocol Functions 
i. Convergence is the process when the network topology changes, the routers 

react by advertising that some routes have failed, and picking a new best route. 
ii. When using the network x.x.x.x command, the router advertises that subnet, as 

well as advertises out of that subnet’s interface. So if you advertise 192.168.1.0 
(fa0/0), it will advertise that network only out of fa0/0. 

d. Interior and Exterior Routing Protocols 
i. IGP – a routing protocol that was designed and intended for use inside a single 

autonomous system (AS). 
ii. EGP – a routing protocol that was designed and intended for use between 

different autonomous systems (usually using BGP). 
iii. An AS is an internetwork under the administrative control of a single 

organization. Each ISP is typically a single different AS. 
iv. Routing protocols designed to exchange routes between routers in different 

autonomous systems are called EGP. (only one legitimate EGP exists: the Border 
Gateway Protocol [BGP]) 

v. Each AS can be assigned a number called an ASN (autonomous system number). 
e. Comparing IGPs 

 IGP Routing Protocol Algorithm 

 The term routing protocol algorithm simply refers to the logic and 
processes used by the different routing protocols to solve the problem 
of learning all routes, choosing the best route to each subnet, and 
converging in reaction to changes in the internetwork. 

 The main three branches of routing protocol algorithms are: distance 
vector, link-state, and balanced hybrid (sometimes called enhances 
distance vector) 

 Metrics 

 Routing protocols choose the best route to reach a subnet by choosing 
the route with the lowest metric. 

 
 IGP Comparisons: Summary 



 
f. Administrative Distance 

i. When IOS must choose between routes learned using different routing 
protocols, IOS uses a concept called administrative distance. The lower the AD, 
the better. 

 
II. Distance Vector Routing Protocol Features 

a. Distance Vector operation in a Stable network 
i. Periodic update - The hourglass icon represents the fact that the update repeats 

on a regular cycle. RIP uses a 30-second update interval update. 
ii. Full updates – The router sends full updates every time instead of just sending 

new or changed routing information. 



iii. Full updates limited by Split Horizon - A distance vector protocol omits some 
routes from the period full updates because of split-horizon rules. Split horizon 
is a loop-avoidance feature. 

iv. [xx/xx] – The first digit in the bracket always indicates the administrative 
distance. The second number in the bracket always points to the metric (output 
of show ip route). For RIP, the second number would normally indicate the hop 
counts (metric), since that’s how the metric is calculated. 

b. Distance Vector Loop Prevention 

 Route Poisoning 

 When a route fails, distance vector protocols spread the bad news by 
poisoning a route. 

 When routers realize that a route no longer works, it gives the route an 
infinite metric. 

 Split-Horizon 

 If two routers already learned routes to each other's network, there's 
no need for the routers to advertise each other's network, so split 
horizon is used.  

 Split-Horizon rules apply for subinterfaces well.  

 If R1 tells R2 about a route that R1 has, there's no need for R2 to tell R1 
about the same route that was learned from R1. 

 Cisco IOS defaults to use split-horizon on most interfaces. It can be 
disabled using the no ip split-horizon interface command. 

 Poisoned Reverse and Triggered Updates 

 Triggered update – when a route fails, do not wait for the periodic 
update. Instead, send an immediate triggered update listing the 
poisoned route. 

 Poison reverse – when learning of a failed route, suspend split-horizon 
rules for that route and advertise a poisoned route. 

 Holddown Process and Holddown Timer 

 As soon as a route goes down, the holddown timer holds its down for 
awhile to give other routers time to notice the change. 

 After hearing a poisoned route, the holddown timer kicks in. This 
prevents the opportunity of causing a routing loop.  

 Only the router that advertised the router can send updates prior to the 
holddown timer expiring. 

 The default holddown timer is 180 seconds. 
III. Link-State Routing Protocol Features 

a. Building the Same LSDB on Every Router 
i. Routers need to advertise every detail about the internetwork, which is called 

flooding once it reaches the end of the process.  
ii. Routers use this information, stored in RAM inside a data structure called link-

state database (LSDB), to perform the other major-link state process to calculate 
the currently best routes to each subnet. 

iii. OSPF advertises information in routing updates messages called link-state 
advertisements (LSA). 



iv. Router LSA – includes a number to identify a router (router ID), the router's 
interface IP addresses and masks, the state (up or down), and the cost (metric) 
associated with the interface. 

v. Link LSA – identifies each link (subnet) and the routers that are attached to that 
link. It also identifies the state (up or down). 

vi. Some routers first create the router and link LSA, and then flood the LSAs to 
other routes. 

vii. To prevent loops, routers ask each other if they know about the LSA prior to 
sending it. 

viii. LSAs send out to routers every 30 minutes by default, but if an LSA changes, the 
update is sent out immediately. 

b. Applying Dijkstra SPF Match to Find the Best Routes 
i. The LSDB contains all of the route information, and the SPF finds the best way 

to get there, specifically the best way to process the LSDB. 
ii. The SPF algorithm adds the cost associated with each link between the source 

and the destination. 
iii. The result of the SPF algorithm gets added to the routing table. 

c. Summary and Comparisons to Distance Vector Protocols 
i. All LSAs are stored in RAM in a data structure called the link-state database 

(LSDB). 
ii. Routers flood LSAs when they are created, when there's a change, and every 30 

minutes. 
 
Chapter 9 – OSPF 
 

I. OSPF Protocols and Operation 
a. OSPF features can be broken into three categories: neighbors, database exchange, 

and route calculation. 
b. OSPF routers first form a neighbor relationship that provides a foundation for all 

continuing OSPF communications. After becoming neighbors, they exchange LSDBs 
through database exchange. 

c. After the OSPF routers have the topology information in its LSDB, it uses SPF 
algorithm to calculate the best routes. 

d. OSPF Neighbors 
i. OSPF neighbors discover each other using OSPF Hello messages. 
ii. The OSPF Hellos in turn list each router's Router ID (RID), which serves as the 

router's name or identifier for OSPF. OSPF then checks the information in the 
Hello message to make sure the two routers should become neighbors. 

 

 Identifying OSPF Routers with a Router ID 

 OSPF RIDs are 32-bit numbers written in dotted decimal, so using an IP 
address is a convenient way of finding a RID. 

 Meeting Neighbors by Saying Hello 

 Routers are ready to send multicast Hello messages once it has chosen 
its OSPF RID and on the same subnet as another router. 

 After routers exchange Hello messages, they exchange topology 
information through database exchange, and then use the SPF 
algorithm to calculate best routes. 



 OSPF Hello messages contains the following: 
1. The hello message follows the IP packet header, with an IP protocol 

type of 89. 
2. Hello packets are sent to multicast address 224.0.0.5, which is 

intended for only OSPF speaking routers. 

 Hello messages includes the sending router's RID, Area ID, Hello 
Interval, dead interval, router priority, the RID of the designated router, 
RID of the backup designated router, and a list of already known OSPF 
routers. 

 Potential Problems in Becoming OSPF Neighbors 

 The following must match prior to becoming OSPF neighbors: 
1. Subnet mask used on the subnet. 
2. Subnet number. 
3. Hello interval. 
4. Dead interval. 
5. OSPF area ID. 
6. Must pass authentication checks (if any). 
7. Value of the stub area flag. 

 When a router does not hear a Hello within the specified Dead interval, 
the router believes the neighbor is no longer reachable, causing the 
network to re-converge. 

 Cisco routers default to Hello intervals of 10 seconds, and the dead 
interval is 4 times the Hello, or 40 seconds. 

 Neighbor States 

 Neighbor state shows what's been happening between the two routers. 

 The down state indicates that the router knows about another router, 
but the interface failed. 

 The init state means that the neighbor relationship is being initialized 
and the routers are running Hello messages against the checklist. 

 The two-way state means that both routers have agreed to become 
neighbors, and that all checks have passed. 

 The full state means that the database exchange process is complete. 
e. OSPF Topology Database Example 

 Overview of the OSPF Database Exchange Process 

 After OSPF routers agree that they should share topology information, 
they exchange topology data (LSAs). 

 After they share LSAs, the following process goes into place: 
1. Based on the OSPF interface type, the routers may or may not elect 

a Designated Router (DR) and a Backup Designated Router (BDR). 
2. For each pair of routers that need to become fully adjacent, 

mutually exchange LSDBs. 
3. When completed, the neighbors monitor the network for changes 

and periodically flood LSAs. 

 Choosing a Designated Router 

 Designated Routers and Backups are determined based on the OSPF 
interface type.  



 The two OSPF interface types are point-to-point and broadcast. PPP is 
usually for WANs, broadcast interface types are usually for LANs. 

 You can configure the OSPF interface types using the ip ospf network 
<type> interface subcommand.  

 After a DR is selected, database description packets go to the DR, and 
then the DR forwards the packet to the other routers. 

 The DR basically distributes topology information to other routers. It 
also prevents overloading the network with OSPF traffic. 

 Losing a DR could cause a delay in convergence, so a Backup DR is also 
included on each subnet. 

 The default OSPF interface priority is set to 1. 

 When choosing a DR, the routers look at two fields inside the Hello 
Packet and base the DR on the following criteria: 
1. The router sending the Hello with the highest OSPF interface 

priority becomes the DR. 
2. If highest OSPF interface priority ties, then choose highest RID. 
3. Typically, the router with the second highest OSPF interface priority 

becomes the BDR. 
4. A priority of 0 means the router can never be considered for 

election. 
5. The ranges of OSPF priorities are 1-255. 
6. If a new and better router becomes involved after DR or BDR 

selection, the new router does not take over. 

 An OSPF router will not elect a DR/BDR switch on a point-to-point 
network or point-to-multipoint. It will, however, elect one of the two on 
a NBMA or broadcast network. 

 When OSPF routers have all the same priorities, the one with the 
highest Loopback IP (if configured) will be chosen as the Designated 
Router (DR). 

 Database Exchange 

 After two routers exchange databases, each router only compares the 
other router's LSA list to its own LSDB. Whichever LSA that it doesn't 
have, it asks the sending router to send a full LSA including details. 

 Each LSA is only reflooded by the router that created the LSA, every 30 
minutes. 

f. Building the IP Routing Table 
i. OSPF picks the least-cost route to add to its IP routing table. SPF runs against 

the LDSB (which contains Link LSAs and Router LSAs). 
g. Scaling OSPF Through Hierarchical Design 

i. The purpose of using scalability features is to avoid having many routers have to 
recalculate the best route using SPF should any links go down. 

 

 OSPF Areas 

 OSPF areas solve many issues in larger networks. OSPF breaks up areas 
so that routers in one area know less topology information about 
subnets in other areas. 



 

 
 An OSPF Area Border Router (ABR) is a router that connects two areas. 

 The router OSPF id of 0 is invalid. 

 Area 0 is also called a backbone area. Backbone routers are routers that 
connect to area 0. 

 Areas must use a hierarchical design and must connect back to Area 0. 

 
II. OSPF Configuration 

a. OSPF Single-Area Configuration 
i. The commands for OSPF are all within the commands spreadsheet. 
ii. When using the router ospf <process id> global configuration command, this is 

in case you may want to run multiple OSPF processes in a single router, so the 
router command uses the process-id to distinguish between the processes. This 
does NOT have to match on all routers. 

b. Configuring the OSPF Router ID 
i. You can configure the OSPF Router ID with the router-id <RID> OSPF 

subcommand. 
ii. If any loopback interfaces have the same up/up status, the router picks the 

highest IP address among the loopbacks to be the router ID. 
iii. OSPF speaking routers must have a Router ID (RID). 
iv. OSPF can be restarted with the clear ip ospf process command. 
v. Interestingly, IOS automatically configures the dead interval to be 4 times the 

Hello interval configured. 
c. OSPF Authentication 



i. The lack of authentication opens the network to attacks in which an attacker 
can connect to a network with legitimate routers believing the OSPF data from 
the rogue router. 

ii. OSPF supports three types of authentication: null authentication (meaning 
none), one that uses simple text password, and one that uses MD5. 

 
iii. Each neighboring router on the interface must also have the same 

authentication type and the same authentication password configured. 
d. OSPF Load Balancing 

i. When metrics are a tie when determining best routes, OSPF routers can put up 
to 16 different equal-cost routes in the routing table. 

ii. The maximum-paths <number> command gives the router the limitation of only 
storing x amount of paths for a particular route. The default setting is to store a 
max of 4 routes. 

 
Chapter 10 – EIGRP 
 

I. EIGRP Concepts and Operation 
a. Neighbor discovery – EIGRP routers send Hello messages to discover potential 

neighboring EIGRP routers and perform basic parameter checks to determine which 
routers should become neighbors. 

b. Topology exchange – neighbors can exchange full topology updates when the 
neighbor relationship comes up, and then only partial updates as needed based on 
changes to the network topology. 

c. Choosing routes – each router analyzes its respective EIRGP topology tables, 
choosing the lowest metric route to each subnet. 

d. EIGRP Neighbors 
i. EIGRP speaking routers send Hello messages to the 224.0.0.10 multicast address 

to dynamically discover potential neighbors. 
ii. When receiving an EIGRP Hello from another router, it must pass these checks 

before becoming a neighbor: 
iii. It must pass the authentication process. 
iv. It must use the same configured AS number. 
v. The source IP address used by the neighbor’s Hello must be in the same subnet. 
vi. A router considers its EIGRP neighbor to be no longer reachable after the EIGRP 

Hold Timer – which is equivalent to OSPF Dead Interval – is finished. 
vii. The hold-time for a neighbor should not exceed 15 seconds or fall below 10 

seconds. 



viii. The hello interval is typically 5 seconds and the hold time is 15 seconds. The 
hold timer is 3* the Hello timer. 

e. Exchange EIRGP Topology Information 
i. EIGRP uses EIGRP Update messages to send topology information to neighbors, 

using Reliable Transport Protocol (RTP). 
ii. Full updates are updates that include information about all known routers, and 

are only sent when a neighbor first comes up. Partial updates only send in 
reaction to changes to a route. 

f. Calculating the Best Routes for the Routing Table 
i. EIGRP calculates best route based on bandwidth and delay by default. 
ii. An EIGRP update message lists the subnet number and mask, along with the 

cumulative delay, and minimum bandwidth. 
iii. If the metric is a tie, by default a router would place up to four equal-metric 

routes into the routing table, load balancing. 
iv. A “passive” state (show ip eigrp topology) is a state when the router has 

identified the successor(s) for the destination. 
v. The destination changes to the “active” state (show ip eigrp topology) when the 

current successor no longer satisfies the Feasibility Condition and there are no 
feasible successors identified for that destination (no backup destinations). 

 

 Feasible Distance and Reported Distance 

 Feasible Distance (FD) – the metric of the best route to reach a subnet, 
as calculated on a router. 

 Reported Distance (RD) – the metric as calculated on a neighboring 
router and then reported and learned in an EIGRP update. 

 Caveats with Bandwidth on Serial Links 

 IOS defaults to a bandwidth of 1544 and a delay of 20,000 
microseconds. This does not change automatically based on serial links. 
This has to be done manually. 

g. EIGRP Convergence 
i. The EIGRP convergence process uses two branches in its logic: based on 

whether the failed route does or does not have a feasible successor route. If it 
does, the route immediately uses that route. If not, the router must use a query 
and response process to find a loop-free alternative route. 

 

 EIGRP Successors and Feasible Successors 

 The route with the best metric is called the successor. The route’s 
metric is called the feasible distance. 

 Feasible successor routes are loop-free backup routes in its topology 
table and use them if the best route fails. 

 A feasible successor is determined by the reported distance from 
another router, if that other router has a lower feasible distance than its 
own. This route is said to be in feasible condition. 

 The Query and Reply Process 

 When a route fails and has no feasible successor, EIGRP uses a 
distributed algorithm called Diffusing Update Algorithm (DUAL). 



 DUAL sends queries looking for a loop-free route to the subnet in 
question and adds it to the routing table. 

h. EIGRP Summary and Comparisons with OSPF 
i. EIGRP does not have to create areas like OSPF. 
ii. Unlike OSPF, EIGRP supports both equal-metric and unequal-metric load 

balancing. 
iii. EIGRP is not a public standard like OSPF and allows manual summarization on 

any router. 
II. EIGRP Configuration and Verification 

a. Basic EIGRP Configuration 
i. EIGRP routers have to use the same ASN (which is supplied at the end of the 

router eigrp <asn number> command) across all the routers that are in the 
topology. 

ii. EIGRP allocates its RID just like OSPF – based on the configured value, or the 
highest IP of the up/up loopback interface. 

iii. The EIGRP network command can be configured without a wildcard mask. If not 
used without wildcard, it must use a classful network as the lone parameter. 

b. EIGRP Metrics, Successors, and Feasible Successors 
i. The reported distance is the second number in the parenthesis when using the 

show ip eigrp topology command. 
ii. The RD of a neighbor router must be lower than the current router's FD (metric) 

to be considered a feasible route. 
c. EIGRP Authentication 

i. Refer to the command spreadsheet to see the configuration process for EIGRP 
authentication. 

ii. If a lifetime isn't set for a key, then that means the key is valid forever. 
iii. In order for neighboring routers to work, they must have EIGRP MD5 

authentication enabled and the key strings they currently have must match. The 
key chain name does NOT have to match. 

iv. If the key chain lifetime is configured, then NTP is recommended so that both 
routers can have the same time and expire at the same time. 

v. Neighbors will not form, nor will routes be learned if the authentication process 
fails. 

d. EIGRP Maximum Paths and Variance 
i. Variance allows routes whose metrics are relatively close to be considered 

equal, allowing multiple unequal-metric routes to the same subnet to be added 
to the routing table. 

ii. The router multiplies the variance times a router's FD – the best metric with 
which to reach that subnet. 

iii. Any FS routes whose metrics is less than the product of the variance times the 
FD are considered to be equal routes and may be placed in the routing table, 
depending on what the maximum-paths command is set to. 

 
Chapter 11 – Troubleshooting Routing Protocols 
 

I. Interfaces Enabled with a Routing Protocol 



a. For any interfaces matched by the network commands, the router tries to attempt 
to find potential neighbors on the subnet connected to the interface and advertise 
the subnet connected to that interface. 

b. The passive-interface router subcommand can be configured so that the router does 
not attempt to advertise out of that interface. 

c. You can look at passive-interfaces using the show ip protocols command. They will 
not show up using any other command besides that and running-config. 

d. EIGRP routers need to use the same ASN or process ID across all neighbors; OSPF 
routers just have to make sure the areas match on the subnet they’re connecting. 

II. Neighbor Relationships 

 
a. EIGRP Neighbor Requirements 

i. Any two EIGRP routers that connect to the same data link, and whose interfaces 
have been enabled for EIGRP and are not passive, will consider becoming 
neighbors. 

ii. The show ip eigrp neighbors command gives you a quick way to know which 
potential neighbors have passed all neighbor requirements for EIGRP. 

iii. You can also check EIGRP’s k values in the show ip protocols command. 
b. OSPF Neighbor Requirements 

i. Non-DR routers will likely be in the two-way state since they do not need to 
exchange LSDBs. However, when it comes to the DR and the BDR, the states 
may be in the Full state because they need to exchange LSDBs. 

 

 The MTU Matching Requirement 

 OSPF routers may become neighbors and reach the two-way state, but 
it requires that the IP MTU matches in order to exchange LSDBs. 

 
Chapter 12 – Point-to-Point WANs 
 

I. PPP Concepts 
 PPP provides several basic functions that are useful on a leased line that connects 

two devices: 
 Definition of a header and trailer that allows delivery of data frame over the link 



 Support for both synchronous and asynchronous links 
 A protocol type field in the header, allowing multiple layer 3 protocols to pass over 

the same link 
 Built-in authentication tools: Password Authentication Protocol (PAP and Challenge 

Handshake Authentication Protocol (CHAP)) 
 Control protocols for each higher-layer protocol that rides over PPP, allowing easier 

integration and support of those protocols 
a. The PPP Protocol Field 

i. The protocol field is included in the PPP standard, and not the HDLC standard. It 
identifies the type of packet inside the frame. 

ii. The PPP Link Control Protocol (LCP) implements the control functions that work 
the same regardless of a Layer 3 protocol. 

iii. For features related to any higher-layer protocols, PPP uses a series of PPP 
control protocols (CP), such as IP control protocol (IPCP). 

iv. PPP uses one instance of LCP per link and one CP for each Layer 3 protocol 
defined on the link. 

b. PPP Link Control Protocol (LCP) 

 
 Looped Link Detection 

 Looped link detection allows for faster convergence when a link fails 
because it is looped. 

 The telco technician can use commands and cause a phone company’s 
switch to loop the circuit for testing. 

 The first step to testing a Frame Relay connection is to set the 
encapsulation to HDLC. 

 PPP helps the router recognize looped links quickly so that it can bring 
down the interface and use an alternative route possibly. 

 LCP notices looped links quickly using a feature called magic numbers. 

 When using PPP, the router sends a PPP LCP message periodically that 
includes magic unique magic numbers. Should this magic number be 
returned to the router when sending a frame, it indicates a loop. 

 Enhanced Error Detection 

 PPP uses a FCS field in the PPP trailer to detect errors. PPP can also 
monitor the frequency errors occur, taking down the interface if too 
many. 



 PPP LCP analyzes the error rates on a link using Link Quality Monitoring 
(LQM). It sends messages describing the number of correctly received 
packets and bytes. 

 PPP Multilink 

 For packets that are different in sizes, the router may not balance the 
traffic equally over each link. 

 Multilink PPP load-balances the traffic equally while allowing Layer 3 
logic in each router to treat parallel links as a single links. 

 When encapsulating packets, PPP fragments packets into smaller 
frames and sends one fragment over each link. 

 Multilink PPP allows the layer 3 routing tables to use a single route that 
refers to combined links, keeping the routing table smaller. This is called 
a multilink group. 

 PPP Authentication 

 Authentication just helps two devices confirm that the other device 
should be allowed to communicate. 

 CHAP is more preferred because the identification process uses values 
hidden with a MD5 one-way hash.  

 PAP authentication uses clear-text passwords. 

 When using a dialed line, the dialed-to router expects to receive a 
username and password from the dialing router with both CHAP and 
PAP. 

 When using a leased line, with PAP, the username and password are 
sent in the first message. 

 When using CHAP, the protocol begins with a message called a 
challenge, which asks the other router to send its username and 
password. 

II. PPP Configuration 
a. Basic PPP Configuration 

i. Configuring PPP requires only the encapsulation ppp command on both ends of 
the link. To change back, the engineer just needs to use the encapsulation hdlc 
command on both ends as well. 

ii. If routers had an encapsulation mismatch, the link state would show as up and 
down. 

iii. Another indication that PPP is working properly is when you see “LCP Open” and 
“CDPCP, ICPCP” Open in the show interface command. 

b. CHAP Configuration and Verification 
i. Refer to the spreadsheet to understand how to configure CHAP. 
ii. Because CHAP and PAP is a function of LCP, if the authentication process fails, 

LCP does not complete and the interface goes in the up and down interface 
state. 

c. PAP Configuration 
i. Refer to the spreadsheet to understand how to configure PAP. 
ii. The only difference from CHAP is that the ppp authentication pap command is 

used instead of chap. 
III. Troubleshooting Serial Links 

a. Troubleshooting Layer 2 Problems 



 Keepalive Failure 

 The Keepalive feature helps a router recognize when a link is no longer 
functioning so that the router can bring down the interface, hoping to 
then use an alternate route. 

 The Keepalive function causes a router to send Keepalive messages to 
each other every 10 seconds by default. If a router doesn’t receive at 
least 3-5 of these, the router brings down the interface assuming its no 
longer working. 

 PAP and CHAP Authentication Failure 

 The username in the “username <name> password <password>” 
command must be the username of the opposite router in order for PAP 
or CHAP authentication to work. 

 
Chapter 13 – Frame Relay Concepts 
 

I. Frame Relay Overview 
 Frame Relay is a set of WAN standards that create a more efficient WAN service as 

compared to point-to-point links. 
 Using a leased line requires a serial interface on each router and a separate physical 

circuit built by the telco. Frame relay supports the ability to send data to multiple 
remote routers over a single physical WAN circuit. 

 Frame Relay networks are multi-access networks, which means that more than two 
devices can attach to the network, similar to a LAN.  

 Frame Relay networks are also called nonbroadcast multi-access (NBMA) networks, 
because you cannot send a data link layer broadcast over Frame Relay switches by 
default. 

 Because Frame Relay is a multi-access network, it requires identifying which remote 
router a frame is intended for. 

 Frame-relay is a packet switching network. 
 A leased line is installed between the router and a nearby Frame Relay switch, and 

this called an access link. 
 Routers are considered DTE and Frame Relay switches are considered DCE. 
 The logical communications path between each pair of DTEs is called a Virtual 

Circuit (VC). 
 The service provider preconfigures all the required details of a VC, which makes it a 

permanent virtual circuit (PVC). 
 Routers use a data-link connection identifier (DLCI) as the Frame Relay address. It 

encapsulates a Layer 3 packet into a Frame Relay header and trailer and sends the 
frame. The Frame Relay header includes the correct DLCI of the VC on the opposite 
side of the link. 

 Switched Virtual Circuit (SVC) – a VC that is set up dynamically when needed. A SVC 
can be equated to a dial connection in concept. 

 Access Rate (AR) – the speed at which the access link is clocked, which is 
determined by the connection’s price. 

 Committed Information Rate (CIR) – the speed at which bits can be sent over a VC 
according to the business contract between ISP and customer. 



 Local Management Interface (LMI) – the protocol used between a DCE and DTE to 
manage the connection. Signaling messages for SVCs, PVC status messages, and 
keepalives are all LMI messages. 

a. Virtual Circuits 
i. The router sends traffic directly to another router by sending it over the 

appropriate VC. 
ii. When a PVC is in between each pair of sites, this is called a full-mesh Frame 

Relay network. When some routers have a PVC between them and some don’t, 
it’s called a partial-mesh network. 

b. LMI and Encapsulation Types 
i. The most important LMI message is the LMI status inquiry message, which 

perform two key functions: 
ii. LMI messages perform a keepalive function between the DTE and DCE. The 

absence of keepalive messages implies that the link is down. 
iii. LMI messages signal whether a PVC is active or inactive. An access link can be 

up, but one or more VCs could be down, so it learns about this information from 
the switch using LMI status messages. 

 
II. Frame Relay Addressing 

a. Frame Relay Local Addressing 
i. DLCIs must only be unique on the access link. 

b. Frame Relay Global Addressing 
i. Global addressing is when a router has its own DLCI that is unique to the entire 

Frame Relay network.  
III. Network Layer Concerns with Frame Relay 

 Frame Relay in Cisco defines three options for assigning subnets and IP addresses on 
Frame Relay interfaces: 

 One subnet containing all Frame Relay DTEs 
 One subnet per VC 
 A hybrid of the first two options 
a. Frame Relay Layer 3 Addressing: One Subnet Containing All Frame Relay DTEs 

i. If you have one subnet that contains all Frame Relay DTEs, each serial interface 
has to have a unique IP address but on the same subnet as the rest of the 
routers, just like it would appear on a LAN. 

ii. This also saves IP address space. 
b. Frame Relay Layer 3 Addressing: One Subnet Per VC 

i. Having a single subnet per VC works better for partially meshed Frame Relay 
networks. 

ii. Routers can treat each subinterface as if it were a point-to-point serial link. 
c. Frame Relay 3 Addressing: Hybrid Approach 



i. You can also connect certain Frame Relay routers to particular subnets while 
other routers in the topology have their own subnets. Frame Relay links to a 
subnet with multiple routers is called a multipoint. 

ii. Multipoint subinterfaces are used when more than two routers are considered 
to be in the same group. 

IV. Controlling Speed and Discards in the Frame Relay Cloud 
a. FECN and BECN 

i. To deal with instances where a router sends can send more data than the VC 
allows, IOS includes a feature called Traffic Shaping, which enables a router to 
send some packets, wait, send more, wait again, and so on. 

ii. Traffic shaping allows the router to decrease the overall rate of sending bits to a 
speed slower than the access rate, and sometimes as low as the CIR of a VC. 

iii. You can set Traffic Shaping to use a single speed, or to adapt to range between 
two speed settings. When adapted, the router uses the highest speed when the 
network isn't congested, vice versa when congested. 

iv. FECN and BECN are bits that are located in the Frame Relay header. 
v. A router can set the FECN bits in a Frame Relay header, indicating that the 

network is congested. 
vi. When the BECN bit is set, this means that congestion has occurred on the link 

going the opposite direction. 
b. The Discard Eligibility (DE) Bit 

i. The ISP's network typically handles traffic more than the CIR for all VCs, but if 
one or more customers abuse the right to send data at speeds far in advance of 
their contracted CIR speeds, the ISP could discard traffic from that customer. 

ii. The customer can set the DE bits, indicating which frames are less important; 
the customer can ensure that less important frames gets discarded. 

 
Chapter 14 – Frame Relay Configuration and Troubleshooting 
 

I. Frame Relay Configuration and Verification 
a. Planning a Frame Relay Configuration 

i. Define which physical sites need a Frame Relay access link installed, and define 
the clock rate (access rate) used on each link. 

ii. Define each VC by identifying the endpoints and setting the CIR. 
iii. Agree to the LMI type (usually dictated by the provider). 
iv. Choose the IP subnetting scheme: one subnet for all VCs, one subnet for each 

VC, or a subnet for each fully meshed subnet. 
v. Pick whether to assign IP addresses to physical, multipoint, or point-to-point 

subinterfaces. 
vi. Choose which VCs need to use IETF encapsulation instead of the default value of 

“cisco”. This is usually needed when the router is not a Cisco router. 
b. Configuring the Encapsulation and LMI 

i. You may use the IETF encapsulation if the two routers are not Cisco routers. 
c. Frame Relay Address Mapping 

i. Routers that use Frame Relay need a mapping between a router’s Layer 3 
address and the DLCI used to reach that other router. 



ii. The information that correlates to the next-hop router’s Layer 3 address, and 
the Layer 2 address used to reach it, is called mapping. Mapping is needed on 
multi-access networks. 

iii. After a router gets a packet from a host, it discards the Ethernet header and 
trailer. It looks at the routing table, creates a Frame Relay frame with a header 
(including DLCI) and trailer, and then sends it to that VC for the destined router. 

iv. The show frame-relay pvc command shows pvc statistics for a particular 
interface, and the show frame-relay map shows the map as well as the DLCIs for 
a particular interface, router, and/or IP address. 

v. Routers can use two methods to build the mapping shown in the show frame-
relay pvc and show frame-relay map commands: 

 

 Inverse ARP 

 Inverse ARP dynamically creates a mapping between the Layer 3 
address and the Layer 2 address (the DLCI). 

 After LMI signals that the VC is up, each router announces its network 
layer address by sending an Inverse ARP message over that VC. 

 Static Frame Relay Mapping 

 You can statically configure frame-relay mapping information instead of 
using Inverse ARP. 

d. A Partially Meshed Network with One IP Subnet Per VC 
i. The subinterfaces do not have to match when configuring subinterfaces with 

PVCs. 
 

 Assigning a DLCI to a Particular Subinterface 

 A router disables Inverse ARP when the frame-relay map command is 
used. Also note that both routers may need to be configured with this 
command so one doesn't listen while the other does. 

 Comments About Global and Local Addressing 

 If global addressing is used, the main site will only have one DLCI 
associated with its interface. 

 If local addressing is used, there would be a separate DLCI for each VC. 
e. A Partially Meshed Network with Some Fully Meshed Parts 

i. Multipoint interfaces simply mean that there's more than one VC connected to 
the interface. These DLCIs must also be specified in the subinterface mode. 

ii. Only one frame-relay interface-dlci command is allowed per point-to-point 
interface. 

iii. No static mapping is ever needed for point-to-point subinterfaces. 
II. Frame Relay Troubleshooting 

a. A Suggested Frame Relay Troubleshooting Process 
i. Always make sure that the LMI types match or are using autosend, the Layer 3 

mapping information has been learned or statically mapped, the right DLCI 
values have been associated with each subinterface, and so on. 

ii. Check for Layer 1 problems on the access link between the router and the local 
Frame Relay switch. 

iii. Check for Layer 2 problems on the access link, particularly encapsulation and 
LMI. 



iv. Check for PVC problems based on the PVC status and subinterface status. 
v. Check for Layer 2/3 problems with both static and dynamic (inverse ARP) 

mapping. 
vi. Check for Layer 2/3 problems related to a mismatch of end-to-end 

encapsulation (cisco or ietf). 
vii. Check for other Layer 3 issues, such as mismatched subnets. 
viii. Always map the local DLCI to the remote IP address. 

 

 Layer 2 Issues on the Access Link (step 2) 

 With Frame Relay interfaces, the problem is typically related to the 
encapsulation command or the Frame Relay LMI. 

 If the wrong encapsulation is listed in the configuration, the link goes to 
an up/down state. 

 The up/down states can also indicate that a LMI keepalive message 
hasn't been received. 

 If the LMI types are different on the opposite side of the links, this could 
cause LMI messages to stop sending out the interface. 

b. PVC Problems and Status 

 PVC Status 

 Routers use four different PVC status codes. 

 A router learns about two of the possible status codes, active and 
inactive, via LMI messages from the Frame Relay switch. The LMI 
message from the switch lists all the statuses for all configured PVCs on 
the access link and whether its state is active and inactive. 

 The static state is not learned via LMI message. If LMI is disabled, the 
router doesn't learn any information from the switch about PVC so the 
router lists the DLCIs in the static state. 

 The deleted state is used when LMI is working but the switch's LMI 
message does not mention anything about a particular DLCI value. This 
means that the router has configured the DLCI, but the switch has not. 

 The deleted state simply means that the router's configuration and the 
Frame Relay switch's configuration do not match.  

 
 Subinterface Status 

 The down/down state for a subinterface could mean that all the DLCIs 
associated with the subinterface are inactive or deleted,  or the 
underlying physical interface is not in an up/up state. 

 The up/up state means that at least one of the DLCIs associated with 
the subinterface is in the active or static state. 



c. Frame Relay Mapping Issues 
i. On point-to-point subinterfaces, these subinterfaces do not need inverse ARP 

because IOS simply thinks that the opposite device is the only DLCI on the 
subinterface. 

ii. On physical and multipoint subinterfaces, they need to use Inverse ARP or static 
mapping.  

 
Chapter 15 – VPNs 
 

I. VPN Fundamentals 
a. Privacy – VPNs prevents anyone in the middle of two routers who copies the 

packets from being able to read the data 
b. Authentication – VPNs verify that the sender of the VPN packet is a legitimate 

device and not a device used by an attacker 
c. Data integrity – VPNs verify that the packet was not changed a the packet transited 

the internet  
d. Antireplay – VPNs prevents a man in the middle from copying packets sent by a 

legitimate user, and then later resending the packets to appear to be a legitimate 
user 

e. Two routers establish a VPN tunnel that adds headers to the original packet, with 
the headers including fields that allow VPN devices to perform all its functions. This 
packet is also encrypted. 

f. An intranet VPN connects all the computers at two sites of the same organization, 
typically using one VPN device at each site. 

g. An extranet VPN connects all the computers at two sites of different but partnering 
organizations, typically using one VPN device at each site. 

h. An access VPN connects individual internet users to the enterprise network. 
i. A VPN concentrator is an older product line from Cisco that only serves the purpose 

of being the endpoint of a VPN tunnel. Newer installations use an ASA. 
II. IPSec VPN 

a. IPSec Encryption 
i. IPSec encryption uses a pair of encrypted algorithms: one to hide (encrypt) the 

data, and one to re-create (decrypt) the data from the encrypted data. 
ii. If you intercept the encrypted text but do not have the encryption key, 

decrypting the packet would be very difficult. 
iii. The sending VPN device (router) feeds the original packet and session key into 

the encryption formula, calculating the encrypted data. The data is then 
encapsulated into a packet, which includes a VPN header and IP header. 
Receiving device uses the session key to decrypt the data. 



 
b. IPSec Key Exchange 

i. If both devices need to know the same key value before encrypting/decrypting 
data, they can’t send the key values to each other without having to do it in 
clear text. 

ii. One option is to use Pre-Shared Keys (PSK), which means that the shared key 
must be manually configured on both devices. 

iii. With PSKs, the values may almost never change.  
iv. Dynamic key exchange protocols allow frequent changes to encryption keys, 

significantly reducing the amount of lost data if compromised. 
v. IPSec calls for use of dynamic key exchange through a process called Internet 

Key Exchange (IKE) RFC 4306. IKE calls for the use of Diffie-Hellman (DH) key 
exchange. 

 
c. IPSec Authentication and Message Integrity 

i. VPN authentication basically means that the receiving VPN can confirm that a 
packet was really sent by a trusted VPN peer. This ensures message integrity. 

ii. Message integrity checks can be performed by IPSec Authentication Header 
(AH) protocol using a shared (symmetric) key concept, like the encryption 
process, but by using a hash function rather than an encryption function. It 
works similarly to FCS. 

iii. Symmetric encryption is an algorithm where the key that is used to encrypt, is 
the same used to decrypt (used by DES/3DES). 

iv. Asymmetric encryption involves two keys (public and private) to encrypt and 
decrypt data. 

v. The hash (a type of math function), with the formal name of Hashed-based 
Message Authentication Code (HMAC), results in a small number that can be 
then stored in one of the VPN headers. 

vi. The integrity check functions with HMAC typically use a secret key that needs to 
be at least twice as long as the encryption key that encrypts the data. 

vii. The authentication processes uses a public/private key just like DH key 
exchange, relying on the idea that the value encrypted with the sender’s private 
key can be decrypted with the sender’s public key. 



d. The ESP and AH Security Protocols 
i. The message integrity process requires that the sender places the results of the 

hash function into an authentication header and transmit the header (as part of 
the entire message) to the receiving VPN device, which then uses the value 
stored in the header to complete the message integrity check. 

ii. Two of the protocols defined by IPSec are Encapsulating Security Payload (ESP) 
and IP Authentication Header (AH).  

iii. ESP defines rules for performing the main four functions for VPN, AH just 
supports authentication and message integrity. 

 
e. IPSec Implementation Considerations 

i. To ease the installation and configuration of VPNs, Cisco provides a framework 
and set of functions called Easy VPN. 

ii. You can configure an Easy VPN server and have it dynamically inform the 
remote site devices as to their IPSec VPN Configuration. The remote devices 
connect to the Easy VPN server and download the configuration settings. 

III. SSL VPNs 
a. Unlike IPSec VPNs, Web VPN typically allows only web traffic, as opposed to all 

traffic. 
b. If an external user checks their internal email that’s connected to their enterprise, a 

Web VPN can provide a reasonable solution, only allowing web traffic to the 
company’s internal mail server. 

c. The client connects to the Web VPN server using their browser and over SSL. A Web 
VPN Server can also be implemented by an ASA. 

d. The Web VPN server acts as a web server, presenting a web page back to the client, 
such as the internal email server’s web-based server. 

e. The client always uses SSL to connect to a Web VPN server, by default. 
 
Chapter 16 – Network Address Translation (NAT) 
 

I. Network Address Translation Concepts 
a. Static NAT 

i. Static NAT maps a public IP address with a particular private IP address. 
ii. With Static NAT, the NAT router simply configures one-to-one mapping between 

the private and the registered address that’s assigned by the ISP. (ex. Assigns 
one public IP to internal host 1, and another public IP to internal host2) 

iii. Static NAT basically has a mapped public IP to an internal IP and the router just 
converts from that internal address to the assigned public IP address for that 
host. 

iv. Cisco calls the private IP address the inside local, and the address used to 
represent the host on the outside is called the inside global address. 



v. Outside local is the internal router IP in which the packet was received on 
(usually default gateway). The outside global is the destination IP address, 
usually the public address. 

b. Dynamic NAT 
i. Dynamic NAT works like Static NAT, by creating a one-to-one mapping, except 

that it happens globally instead of configuring the command manually. 
ii. Dynamic NAT sets up a pool of possible inside global addresses and defines 

matching criteria to determine which inside local IP address should be 
translated with NAT. 

iii. You can configure a timeout value that defines how long a router should wait 
for inactivity before removing the dynamic entry. 

 

 Overloading NAT with Port Address Translation (PAT) 

 NAT Overload (PAT) basically means that each connection is managed 
based on its source IP and source port. Multiple hosts can connect to 
the same destination IP and port, but the remote machine knows the 
differences based on the source ports and IPs. 

 
 NAT translates the source port and source IP to its own inside global 

entry so that the remote device can know which source IP and port the 
packet came from. 

 Static and Dynamic NAT both require a one-to-one mapping from the 
inside local to the inside global, so PAT is by far the most popular. 

II. NAT Configuration and Troubleshooting 
a. Static NAT Configuration 

i. The router basically needs to know which interfaces are inside and which 
interfaces are outside, so that’s why the ip nat inside/outside interface 
command must be used as well. 

b. Dynamic NAT Configuration 
i. Dynamic NAT uses an ACL to identify which inside local IP addresses need to 

have their addresses translated, and it defines a pool of public IP addresses to 
allocate. 

ii. The first “misses” counter (in show ip nat statistics command) counts the 
number of times a new packet comes along, needing a NAT entry and not 
finding one. 

iii. The second “misses” counter lists the number of misses in the pool. This 
happens when dynamic NAT tries to allocate a new NAT table entry and finds no 
available addresses. 

c. NAT Overload (PAT) Configuration 
i. The only difference with PAT configuration and Dynamic NAT configuration is 

that the overload command is added at the end of the ip nat source list 
command. 



ii. To convert a dynamic NAT configuration to a PAT, just use the same ip nat 
source list command configured with Dynamic PAT, and add overload to the end 
of the command. 

iii. When translating for only one inside global IP address, the nat pool is not 
required, so instead of typing pool <nat pool>, you can just type the interface. 
(ex ip nat inside source list 1 interface fa1/0 overload) 

iv. Adding the ACL in the ip nat inside/outside command basically means that 
inside local IP addresses matching the ACL have their addresses translated. 

d. NAT Troubleshooting 
i. Ensure that the configuration includes the ip nat inside or outside interface 

subcommand. 
ii. For static NAT, ensure that the ip nat source static command lists the inside 

local address first and then the inside global IP address second. 
iii. For dynamic NAT, ensure that the ACL configured to match packets sent by the 

inside host match that host’s packet, before any NAT translations has occurred. 
iv. NAT should always be configured on the border device. If you have multiple 

networks within an organization that requires NAT, configure NAT on the device 
that is closest to the ISP’s network. 

v. For dynamic NAT without PAT, ensure that the pool has enough IP addresses. 
Symptoms of not having enough addresses include a growing value in the 
second “misses” counter in the show ip nat statistics command output. 

vi. For PAT, it’s easy to forget to add the overload option in the ip nat inside source 
list command. Without it, NAT works but PAT doesn’t. 

vii. If NAT is performing translations for inside addresses only, the “ip nat inside” is 
going to be used on the interfaces. 

viii. With dynamic NAT, entries are created as a result of the first packet flow. 
ix. The * in the debug ip nat output means that the packet was translated and fast 

switched to the destination. 
 
Chapter 17 – IPv6 
 

I. Foundation Topics 
a. Address assignment features – IPv6 address assignment allows easier renumbering, 

dynamic allocation, and recovery of addresses, with nice features for mobile devices 
to move around and keep their IP addresses. 

b. Aggregation – IPv6’s huge address space makes much easier for aggregation of 
blocks of the addresses in the Internet. 

c. No need for NAT/PAT – using publicly registered unique addresses on all devices 
removes the need for NAT/PAT, which also avoids some of the application layer and 
VPN tunneling issues caused by NAT. 

d. IPSec – IPSec works with both IPv6 and IPv6, but it is required on IPv6 hosts, so you 
can rely on support for IPSec as needed for VPN tunneling. 

e. Header improvements – while it might seem like a small issue, the IPv6 header 
improves several things compared to IPv4. Routers do not need to recalculate a 
header checksum for every packet, reducing per-packet overhead. 

f. Transition tools – IPv6 as many tools to help with the transition from IPv4 to IPv6. 
II. Global Unicast Addressing, Routing, and Subnetting 

a. Conventions for Representing IPv6 Addresses 



i. IPv6 conventions use 32 hexadecimal numbers, organized into 8 quartets of 4 
hex digits separated by a colon, to represent a 128-bit IPv6 address. 

 
ii. To make things easier, you can omit the leading 0s in any given quartet. 
iii. You can also represent 1 or more consecutive quartets of all hex 0s with a 

double colon (::), but only for one such occurrence in a given address. Double 
colons cannot be used more than once in an IPv6 address. 

iv. With classful addressing, the written value 128.107.3.0/24 means 16 network 
bits (because the address is a Class B network) and 8 host bits (because the 
subnet has 8 binary 0s), leaving 8 subnet bits. 

v. IPv6 uses a classless view of addressing, with no concept of classful addressing. 
b. Global Unicast Prefix Assignment Example 

i. If the ICANN assigns the rights to registry prefix 2340::/12 to one of the RIRs, 
ARIN has the right to assign any IPv6 addresses that begin with the first 1 bits of 
the hex 2340 (binary value 0010 0011 0100). 

c. Subnetting Global Unicast IPv6 Addresses Inside an Enterprise 
i. The prefix assigned to the enterprise by the ISP, which must be thee same for all 

IPv6 addresses in one enterprise, is like the IPv4 network part of the address. 
ii. The enterprise engineer extends the length of the prefix to create a subnet part 

of the address. 
iii. The last/third major part is the host part of the address, called the interface ID 

in IPv6, and is meant to uniquely identify a host inside a subnet. 



iv. There are also no worries about subnet zero or broadcast subnets in IPv6. 
III. IPv6 Protocols and Addressing 

a. DHCPv6 
i. DHCP works the same way for IPv6 as it does with IPv4. 
ii. DHCPv4 servers retain information about each client, and this is called stateful 

information. 
iii. When there is a DHCP conflict, the address is removed from DHCP pool until the 

conflict is resolved, or it exists only until the timer expires (specified by the 
administrator). 

iv. DHCPv6 servers happen to have two operational modes: stateful, in which case 
the server tracks state information, and stateless, in which the server does not 
track state information. 

v. One difference between DHCPv4 and DHCPv6 servers is that IPv4 hosts send 
broadcasts to find DHCP servers while IPv6 hosts sends IPv6 multicasts. 

vi. IPv6 multicast addresses have a prefix of FF00::/8, meaning that the first 8 bits 
are 1's or F's in hex. 

b. IPv6 Host Address Assignment 

 The IPv6 Interface ID and EUI-64 Format 

 IPv6 includes a dynamic method for hosts to find out whether a 
duplicate address exists on the subnet before starting to use the 
address. 

 The host portion of an IPv6 address is also called the interface ID. 

 The size of the interface ID was purposely chosen to allow easy auto-
configuration of IP addresses by plugging the MAC address of a network 
card into the interface ID field of an IPv6 address. 

 Static IPv6 Address Configuration 

 Two options are available for IPv6 configurations: static configuration of 
the entire address, and static configuration of a /64 prefix with the host 
calculating its EUI-64 interface ID to complete the IP address. 

 Stateless Autoconfiguration and Router Advertisements 



 DHCPv6 server supports two dynamic configurations: stateful 
configuration and stateless autoconfiguration. 

 With stateless autoconfiguration, a host dynamically learns the /64 
prefix used on the subnet, and then calculates the rest of its address by 
using an EUI-64 interface ID based on its network interface card (NIC) 
MAC address. 

 The stateless autoconfiguration process uses one of many features of 
the IPv6 Neighbor Discovery Protocol (NDP) to discover the prefix used 
on a LAN. 
1. NDP also acts as a replacement for several IPv4 products, including 

ARP. ARP does not exist in IPv6. 

 Stateless autoconfiguration uses two NDP messages, namely router 
solicitation (RS) and router advertisement (RA). The host sends the RS 
message as an IPv6 multicast message (ex. asking all routers which 
prefix is used on the subnet). 

 The RS message can be sent by a router, asking for all routers to identify 
themselves. The RA messages are what come back in result from the RS 
message. 

 
 There is no such thing as a subnet broadcast address in IPv6. IPv6 uses 

multicast. This allows hosts that don't need to listen to this message to 
ignore this.  

c. Discovering the Default Router with NDP 
i. Routers can use NDP to find other routers on the subnet. 
ii. Routers automatically send RA messages on a periodic basis, which not only 

includes the sending router's IPv6 address, but also lists any other known 
routers on that subnet. 

d. Learning the IP Addresses of DNS servers 
i. Stateless DHCP is an alternative method for finding the DNS server IP address 

and the domain name. 



ii. The stateless autoconfiguration does not help a host learn the DNS IP address or 
the domain name. 

 
e. IPv6 Addresses 

i. Unicast addresses are IPs that are assigned to a single interface for the purpose 
of allowing that one host to send and receive data. 

ii. Multicast addresses are IPs that represents a dynamic group of hosts for the 
purpose of sending packets to all current members of the group. Some multicast 
addresses are used for special purposes, like with NDP messages, while most 
support end-user applications. 

iii. Anycast is a design choice by which servers that support the same function can 
use the same unicast IP address, with packets sent by clients being forwarded to 
the nearest server, allowing load balancing across different servers. 

iv. Anycast is also known as one-to-nearest addressing. 
 

 Unicast IPv6 Addresses 

 IPv6 supports three main unicast addresses. 

 Global unicast IP addresses, closely matches the purpose of a public 
IPv4 address. 

 The unique local unicast addresses have the same functions as IPv4 
private addresses. Unique local addresses being with hex FD (FD00::/8). 

 Link local addresses does not relate to any IPv4 addresses. IPv6 uses 
these addresses when sending packets over the local subnet; routers 
never forward packets destined for link local addresses to other 
subnets. 

 Site local – site local addresses allow devices in the same organization, 
or site, to exchange data. 

 ::1 (127 binary 0s and a 1) is the equivalent of a loopback IP address for 
IPv4. 

f. Summary of IP Protocols and Addressing 

 The following summarizes a list of steps a host takes when first booting, at 
least using IPv6: 

 The host calculates its IPv6 link local address (begins with FE80::/10). 

 The host sends a NDP RS message with its link local address as the source 
address and all the routers FF02::2 multicast destination address, to ask 
routers to supply a list of default routers and the prefix/length used on the 
LAN. 

 The router(s) reply with RA messages sourced from the router's link local 
address, sent to all IPv6 hosts on the multicast address (FA02::1), supplying 
default router and prefix information. 



 
IV. Configuring IPv6 Routing 

a. IPv6 Configurations 
i. When configuring a router rip name, this is basically called a RIP tag, and this 

does not have to match on all routers. 
ii. The “L” in the ipv6 routing table indicates a unicast local address. 

V. IPv6 Transition Options 
a. IPv4/IPv6 Dual Stacks 

i. The term dual stack means that the host or router uses both IPv4 and IPv6 at 
the same time, such as OSes like Windows Vista and Windows 7. 

b. Tunneling 
i. Tunneling works by taking an IPv6 packet sent by a host and encapsulating it in 

an IPv4 packet. After the receiving device gets it, it removes the IPv4 header and 
it's able to see the original IPv6 packet. 

ii. Manually configured tunnels (MCT) – a simple configuration in which tunnel 
interfaces, a type of virtual router interface, are created, with the configuration 
referencing the IPv4 address used in the IPv4 header that encapsulates the IPv6 
packet. 

iii. Dynamic 6to4 tunnel – this term refers to a specific type of dynamically created 
tunnel, typically done on the IPv4 Internet, in which IPv4 addresses of the 
tunnel endpoints can be dynamically found based on the IPv6 destination 
address. 

iv. Intra-site Automatic Tunnel Addressing Protocol (ISATAP) – another dynamic 
tunneling method, typically used inside an enterprise. ISATAP does not work if 
IPv4 NAT is used between the tunnel endpoints. 

v. Teredo tunneling – this method allows dual-stack hosts to create a tunnel to 
another host, with the host itself both creating an IPv6 packet and 
encapsulating the packet in an IPv4 header. 



 


